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“Districts can take steps to improve teacher
quality through the hiring process, but without
improved screening and selection these
efforts will fail to realize their full potential.”

James et al. 2023, p. 1040.

When education leaders and others discuss
staffing challenges in K-12 schools, they often
focus on teacher shortages. Headlines warn of
unfilled positions, emergency certifications, and
declining interest in the profession.’

In response, policymakers across the country have
launched a range of initiatives to increase the
supply of teachers, from grow-your-own programs
(Edwards & Kraft, 2024) to grants for teacher
candidates (Heubeck, 2023) to increasing teacher
pay (Zamarro et al., 2024).

These kinds of initiatives may help attract more
people to teaching. But they address only part of
the problem. To strengthen the quality of the
teacher workforce, schools and districts need
more than adequate applicant pools. They also
need to make good hiring decisions. But making
good hiring decisions presents its own problems.

In the early 2000s, for example, studies showed
that standard hiring practices in school districts
often result in rushed, last-minute hiring decisions
(Liu & Johnson, 2006; Rutledge et al., 2008;
DeArmond et al., 2009). More recent studies
suggest that even with earlier hiring timelines and
better information, schools can still struggle to
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identify and select the strongest candidates (e.g.,
James et al.,, 2023).

Despite these challenges, schools can take
practical steps to improve their hiring and
selection processes. In this research brief, we
describe a low-cost tool for assessing job
candidates that can help inform and potentially
improve teacher hiring decisions. The tool is a
short, supplemental assessment completed by
professional references. It was developed during a
decade-long partnership between CALDER and
Spokane Public Schools (SPS). Several CALDER
studies suggest that the tool, through just a few
questions, can provide useful clues about an
applicant’s potential to succeed and stay in the
classroom. These studies also suggest that,
despite its promise, implementing the tool
presents practical challenges for schools and
districts.

Key Findings

« Streamlined professional reference
ratings provide low-cost, predictive
information about teacher
performance and retention.

- The ratings’ predictive power is
influenced by differences among
raters and candidates.

» School districts who want hiring
managers to use the tool likely need
to provide them with either extra
support or incentives to reinforce its
use.



Background on SPS’s Hiring Process and
the Reference Rating Tool

Like many school districts, SPS follows a multi-
stage hiring process (see Figure 1).2 It begins when
applicants create a profile in the district’s
centralized applicant tracking system and then
apply to specific jobs. The profile includes
information about the applicant’s educational
background, professional licenses, work
experience, letters of recommendation, and a
personal narrative. Once a job posting closes, the
district’s central office screens applications and
creates a list of qualified candidates.

In the next stage of the process, school-based
hiring teams evaluate the list of qualified
applicants using a detailed rubric.® Schools then
invite applicants with the highest scores on the
rubric for in-person interviews. When a school
decides who they want to hire, the principal
submits a hiring request to the central office. The
central office approves the hire and issues a
formal job offer after completing the required
background checks.

This process remained largely unchanged during
our partnership with SPS, with one notable
exception: the introduction of a streamlined survey
tool for collecting structured ratings from
professional references, which became part of
each applicant’s profile in the applicant tracking
system.*

A central question for SPS and our research team
was whether the information the district collected
from teacher applicants could help it identify which
ones would be more likely to succeed and stay if
they were hired. Early in our partnership, we
analyzed the district’s central office screening
process and the school-based rubric. Aspects of
both tools proved to be useful predictors of
teacher performance (as measured by teacher
value-added®) and retention (Goldhaber et al.,
2017).

Subsequent studies reinforced these findings in
other contexts. In Washington, D.C. (Jacob et al.,
2018) and Los Angeles (Bruno & Strunk, 2019), for
example, researchers found that structured
screening protocols predicted teacher
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effectiveness and retention. In Minneapolis,
researchers found that an applicant’s prior work
experience predicted a range of positive job
outcomes (Sajjadiani et al., 2019). Recent research
suggests commercial tools designed to assess
applicants’ dispositions and beliefs can also
predict job performance—although not retention
(Chi & Lenard, 2023).

Despite providing useful information, screening
protocols have limitations. Above all, collecting the
information can be costly—think of the time it
takes for each member of a school-hiring team to
rate each applicant on a 60-point rubric. The
protocols in districts mentioned in other studies
were often even more demanding, involving
written assessments of pedagogical and content
knowledge. These high-cost protocols create
burdens not just for school staff but also for
applicants, potentially discouraging qualified
candidates from applying.

Besides the cost of gathering information,
screening protocols can produce inconsistent
information. In SPS, for example, we found that
some parts of the detailed rubric suffered from low
inter-rater reliability (Martinkova and Goldhaber,
2015).% Of course, disagreements on hiring teams
are not surprising. After all, judgements about
applicants (even on rubrics) are often based on
subjective interpretations of qualitative
information. For example, principals and hiring
teams said letters of recommendation offered
valuable insights, but they also said that
interpreting letters of recommendation could be
challenging. Too often, the letters were overly
positive, failed to cover important topics (e.g.,
classroom management), and required “reading
between the lines” to get nuanced assessments of
applicants.

These issues prompted SPS and our research
team to wonder if we could develop a more
efficient and consistent method for gathering
information from professional references—a

method that would require less time while still
providing critical information about applicants.

With that in mind, the research team developed a
streamlined rating tool, a short, close-ended
survey to be completed by professional
references. Deploying the tool required a one-time
set-up cost of $2,000.”

A Low-Cost Rating Tool for Professional
References

After professional references submitted a letter of
recommendation, the district directed them to
complete the following short survey.®

Based on your professional experience, how do you rate this candidate relative to his/her peer

group in terms of the following criteria?
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Is there anything else you feel we should know about the applicant? (response optional)




We expected people’s answers on the survey
would include a fair amount of "cheerleading" as
applicants select references who support their
application, so we designed the ratings to
emphasize positive assessments (Top 1%, Top 5%,
Top 10%, Well Above Average) over more neutral
or negative assessments (Average, Below
Average). This allowed references to offer a
positive assessment without necessarily selecting
the highest rating category every time. As
expected, references of all types offered
overwhelmingly positive assessments of
applicants on the survey (Figure 2).

Figure 2. Distribution of reference ratings on “Overall” criteria by rater type
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Accounting for Selection Bias

The central issue in this brief—how well screening tools predict job performance and retention—raises
a methodological challenge: because hiring is not random, we need to account for selection bias.
Across our work, we do this using standard techniques. In simple terms, these techniques (e.g.,
Heckman, 1979) correct for selection by estimating the likelihood that an applicant is hired based on
observable factors (e.g., their education, experience, scores) and then using that information to
“control” for selection in our analyses. In theory, this helps us answer the question, “If we had hired a
broader range of candidates, would the screen still be a good predictor?” For more details, see

Goldhaber, Grout, and Huntington-Klein (2017).

Key Findings

1. Streamlined Professional Reference
Ratings Provide Low-cost, Predictive
Information About Teacher Performance and
Retention

Predicting Teacher Performance

When we analyzed how well reference ratings
predicted on-the-job performance, we considered
two performance measures: supervisor (i.e.,
principal) evaluations of on-the-job performance
and test-based value-added scores. Each has
strengths and limitations. Principal evaluations
offer a broad view of teacher performance. But
they often suffer from a “Lake Wobegon” effect—
where nearly all teachers are rated highly—making
it difficult to distinguish top performers from
others.? In contrast, value-added measures do a
better job differentiating teacher effectiveness.”
But they focus narrowly on student test scores and
are only available for certain grades and subjects.
By using both measures, we capture a more
complete picture of teacher performance—and

find that higher reference ratings are associated
with success across both outcomes.

Principal Evaluations of On-the-Job Performance

The predictive power of the reference ratings was
especially clear for principal evaluations of on-the-
job performance, where highly rated applicants
received stronger evaluations. Applicants scoring
in the top two rating categories—Among the best
(Top 1%) and Outstanding (Top 5%)—were
associated with performance evaluations that
were between .22 to .36 standard deviations
higher than applicants rated Very Good (See
Figure 3). Given some of the ambiguity associated
with evaluations of observed performance (Cowan
et al., 2022; Cohen & Goldhaber, 2016),
contextualizing these results is not straightforward.
Still, the magnitude of the difference in
performance evaluations associated with being in
one of the top two applicant ratings categories
versus very good is roughly equal to the gap
between a first- and second-year teacher found in



Figure 3. Expected On-the-Job Principal
Evaluations by Candidate Reference Rating
(Standard Deviation Change in Evaluation
Outcomes)
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a recent study of performance evaluations in
Washington D.C. and Tennessee (Bell et al., 2025).

Value-Added Measures

The reference ratings were also predictive of
teacher value-added, but the effects were more
modest than for on-the-job performance
evaluations. Applicants who received one of the
top three ratings on the Overall criterion—Among
the best (top 1%); Outstanding (Top 5%); and
Excellent (Top 10%)—improved student
performance by .04 to .06 standard deviations
more than teachers rated Very Good. As Figure 4
shows, the relationship between reference ratings
and value-added was only statistically significant in
math."

Although the relationship between the reference
ratings and value-added could be considered
medium (.05 to <.20) or small (<.05) based on

Figure 4. Expected Value-Added by Reference
Rating for Math and Reading (Standard Deviation
Change in Student Achievement)
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benchmarks for interpreting effect sizes (Kraft,
2020), these effects are (again) roughly equivalent
to the gap in value-added between a first- and
second-year teacher (Goldhaber, et al, 2017).%

Predicting Teacher Retention

We also assessed whether the ratings predicted
who stays on the job. Here, we found that an
applicant rated Among the Best was 6.2
percentage points more likely to stay in his or her
school than a candidate rated Very Good, and 12.0
percentage points more likely than a candidate
rated Average/Below Average (the ratings did not,
however, predict district-level retention) (Figure 5).
Given the non-trivial costs associated with hiring
new teachers (Barnes et al., 2007), the negative
impacts of teacher turnover on students (Atteberry
et al., 2017; Ronfeldt et al., 2014), and the relatively
low cost of the survey tool, even a seemingly small
increase in retention suggested by these results is
likely to be cost-effective. Indeed, these results are



Figure 5. Expected Retention by Reference Rating for School and District (Probability of

Retention)
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similar to those found from more costly screening
tools studied in Washington D.C. (Jacob et al,,
2018) and Los Angeles (Bruno & Strunk, 2019).

2. The Ratings’ Predictive Power is
Influenced by Differences Among Raters
and Candidates.

A potential problem with using a rating system to
inform hiring decisions is that different raters might
have different standards. One person’s “Among
the best” could be another person’s “Excellent.”
Raters also likely have different prior knowledge
about different applicants (e.g., novice versus
experienced applicants). Accounting for these
possibilities in our models gave us a more
nuanced understanding of how well the ratings
predict outcomes.

For example, we found that the strength of the
relationship between ratings and job performance
depended in part on who did the rating. In
particular, the ratings’ predictive value for both job
performance measures (evaluations and value-

added) appears to be driven by certain types of
raters. Ratings from a Principal/Other Supervisor,
Instructional Coach/Dept. Chair, or Colleague had
greater predictive value than ratings from a
Cooperating Teacher, University Supervisor, or
Other. This result is consistent with earlier
research suggesting principals can generally
identify teachers who are most likely to produce
larger student achievement gains (Jacob &
Lefgren, 2008).

When we looked at whether the ratings’ predictive
power varied by applicant type, we found they had
higher predictive value for applicants with prior
teaching experience. This is unsurprising.
Assessing novice applicants without a track record
is arguably harder than predicting future
performance based on prior observations (e.g.,
Kane et al., 2011).

Differences among raters also affected the ratings
power to predict retention, but not by rater type.
Instead, we found that individual rater leniency/
severity affected the ratings’ predictive value for



retention. When we used fixed effects models that
account for different standards among raters, the
relationship between the ratings and retention
strengthened: in these models, a one-standard
deviation increase in an applicant’s reference
rating predicted an 8.5 percentage point increase
in school-level retention. By contrast, the increase
is only 3.2 percentage points in models without
rater fixed effects.

These nuances have implications. For example,
the findings about the reliability of the ratings
suggest districts may need to give clearer
guidance to professional references about how to
assess applicants. The findings about variation by
rater type suggest districts might prioritize ratings
from certain types of raters (e.g., principals) or
assign them greater weight as they assess
applicants. The models with rater fixed effects
suggest that, where possible, districts should give
hiring managers information to compare an
applicant’s ratings with those of others rated by
the same person.

Ultimately, these analytical extensions suggest the
effectiveness of reference ratings depends in part
on who provides the ratings and who they are
evaluating. By improving consistency in how
ratings are assigned and giving hiring managers
better tools to interpret them, districts may be able
to make them more useful.

3. School districts who want hiring
managers to use the tool likely need to
provide extra support or incentives to
reinforce its use.

In April 2018, we launched an experiment to
examine the use of the ratings and whether, apart
from their ability to predict job performance, they
influence school-based hiring decisions. To test
this, we randomly provided ratings to school hiring
managers for a subset of applicants. In practice,
this meant that each time we received a reference
rating we performed a virtual coin flip (with 50/50
odds) to determine whether the applicant’s rating

would be shared with hiring managers or not. We
randomized at the applicant level because of the
structure of the district's application process (see
Goldhaber & Grout, 2024 for details).”

The point of the experiment was to see if hiring
managers used the ratings. To do this we looked
at how the ratings affected a candidate’s progress
through the hiring process. For example, we
considered if the ratings affected applicants’
clearance through the district’s central screening
process, their school-level screening scores, and
their chances of being hired.

Overall, we found that the ratings were no more
predictive of hiring advancement than when we
withheld them. The ratings did not appear to
influence hiring managers’ assessments of
applicants and had a limited impact on hiring
outcomes.

Implications for Policy and Practice

Streamlined ratings from professional references
offer a quick and inexpensive way to gather
information about teacher applicants. Our
research with SPS suggests districts could use this
information to help predict which applicants are
likely to perform better on the job. Given
differences in ratings’ predictive power based on
applicant experience, districts may want to find
other information about external applicants and
newer applicants that correlates better with
performance (e.g., information about where an
applicant did his or her student teaching and with
whom). As noted earlier, school districts should
also consider comparing an applicant’s ratings
with those of others rated by the same person.

Consistent with other research (e.g., Jacob et al,,
2018; James et al., 2023), our experiment found
little evidence that providing ratings alone
influences how schools evaluate applicants or
make hiring decisions. If school districts want
principals and hiring committees to use reference



ratings as part of the hiring process, they will likely
need to provide more information about the value
of the tool or use other mechanisms to encourage
schools to give the ratings weight.

Although not the focus of our research, state
education agencies (SEAs) could also help schools
by supporting a broader learning agenda about
hiring, partnering with school districts or external
organizations to identify other low-cost,
observable information about applicants that
predicts subsequent performance and retention.
With a stronger knowledge base—including more
information about the relative cost of different
approaches—SEAs would be in a better position to
provide guidance and training for central offices
and schools to use validated screeners to improve
hiring.

Low-hanging fruit?

Staffing schools with effective teachers is a
pressing concern that requires more than just an
adequate supply of teachers. It requires that
schools make effective hiring decisions. Our
partnership with SPS suggests letters of
recommendation and low-cost reference ratings
offer potentially low-hanging fruit in this regard,
particularly for experienced applicants evaluated
by administrators. Reference ratings add a data
point that—in combination with other information—
could inform better hiring decisions. Improved
applicant data has other implications as well. For
example, over time, enhanced selection tools
could help districts identify the most productive
and high-quality training programs in their area
where they should recruit teachers.

As researchers and policymakers focus more
attention on the demand side of teacher hiring, a
key challenge for the field is understanding
principals’ use (and non-use) of applicant ratings
and screeners; understanding how different
selection methods perform across contexts and
labor markets is also a ripe area for knowledge
building. Reference ratings may offer a potential

lever to improve hiring, but the field still has a lot
to learn about effective selection practices and
what it will take for schools to use validated hiring
tools at scale.

Go deeper on reference ratings.
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Endnotes

"However, some studies find schools have larger
applicant pools than commonly assumed (See
Grout, 2025).

2 Some additional context on Spokane: the city has
a population of roughly 230,000. Spokane Public
Schools (SPS) is the second-largest school district
in Washington state, serving nearly 30,000
students. Sixty-two percent of SPS students come
from low-income households—above the
statewide average of 51 percent—and 34 percent
are students of color, compared to 51 percent
statewide. SPS employs 2,182 classroom teachers,
who have an average of 13.7 years of experience.
During the 2021-22 school year, classroom
teachers in SPS earned an average total salary of
$90,399, slightly below the statewide average of
$95,587.

3 When we started working with SPS, school-
based teams used a 60-point rubric. For more on
the 60-point rubric, see Goldhaber, D., Grout, C., &
Huntington-Klein, N. (2017). Screen twice, cut
once: Assessing the predictive validity of applicant
selection tools. Education Finance and Policy,
12(2), 197-223. https://doi.org/10.1162/EDFP_a_
00200.

4The survey tool was not the only change to the
process. The district's approach to
recommendation letters also evolved over time.
Initially, these letters went directly to job
candidates, a practice that led district leaders to
believe that writers inflated their evaluations
because they knew candidates might read them.
District leaders believed this practice required
principals to "read between the lines" when
reviewing the letters, and the district provided
training for this purpose. Mid-partnership, SPS
briefly made the letters confidential, hoping to
elicit more candid assessments from references.
However, when the district implemented a new
applicant tracking system, technical limitations
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with the vendor forced a return to sharing letters
with candidates.

5 Value-added measures separate out a teacher’s
contributions to student outcomes from other

factors, like a student’s previous academic
achievement or socio-economic circumstances. By
trying to isolate teacher contributions to student
outcomes, these measures speak to the question,
would students be academically better off with a
different teacher?

6 The interrater reliability of some of the
dimensions on the detailed rubric (e.g., “cultural
competency” and “certificate & education”) was
much lower than others (e.g., “training,
experience” and “instructional skills”). See
Martinkova & Goldhaber (2015).

" This is less costly than the centralized screening
systems examined in the studies mentioned earlier
(Bruno & Strunk, 2019; Jacob et al., 2018). Jacob et
al. (2018), for example, estimate that running the
TeachDC system cost between $70,000 and
$200,000 annually—roughly $370 to $1170 per
new hire.

8 Definitions of each criterion were provided via a
tooltip when hovering over terms in the survey. For

more detail, see Goldhaber et al., 2021.

9 SPS’s evaluation system is based on the Marzano
evaluation model and covers eight areas:

expectations, instruction, differentiation, content
knowledge, learning environment, assessment,
families and community, and professional practice.
Teachers are evaluated annually if they are in a
new job position (or if they receive low ratings)
and otherwise receive a comprehensive
evaluation every three years. Evaluations result in
one of four performance categories on each
dimension: Distinguished, Proficient, Basic, or
Unsatisfactory.



0 Value-added measures separate out a teacher’s
contributions to student test scores from other
factors, like a student’s previous academic record
or economic circumstances. These measures
capture important outcomes that matter for
students in both the short and long run (e.g.,
Chetty et al., 2011; 2014).

" The error bars for ELA in Figure 5 cross the red
zero line, meaning the ELA results could be
positive, negative, or zero.

2 The comparison in Goldhaber et al. (2017),
based on returns to experience in Washington
state, aligns with findings from the broader
literature (Rockoff 2004, Clotfelter et al., 2006;
Goldhaber & Hansen 2013).

'3 Most applicants in our sample had multiple
ratings; seventy eight percent had more than one,
and over half had three or more.
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