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Abstract

While the practice of collecting information from applicants’ professional references is
widespread, there is a paucity of research linking references’ assessments of applicants to
subsequent performance. In this paper, we examine the predictive validity of a specific type of
reference-provided information: categorical ratings of teacher applicants collected from their
professional references — a potentially low cost means of enhancing the applicant information
available during the hiring process. We find an overall significant relationship between reference
ratings and teacher performance as measured by observational evaluation ratings and teacher
value-added in math, but that this relationship is moderated by two factors. First, while
references’ ratings of applicants with prior teaching experience are predictive of performance,
those of novice applicants are not. Second, the predictive validity of reference ratings varies
according to rater type: ratings from references identified as the applicants’ Principal/Other
Supervisor, Instructional Coach/Department Chair, or Colleague are significantly predictive of
performance while those from other types of raters are not. Overall, our findings show that
meaningful information can be solicited from applicants’ references in the form of categorical
ratings but also demonstrate some limitations in the potential for this type of information to

inform hiring decisions.



1. Introduction

The potential for improving workforce quality through effective hiring practices is
broadly supported by research from the fields of personnel economics (Heneman and Judge
2003; Shaw and Lazear 2007) and industrial psychology (Oyer and Schaefer 2011). Making
good hiring decisions is particularly important in the context of the teacher labor market given
the high degree of job security teachers enjoy; for school districts, removing an ineffective public
school teacher can be costly (Gregory and Borland 1999; National Council on Teacher Quality
2014; Vergara vs. State of California Tentative Decision 2014). With these stakes in mind, it is
important to make good hiring decisions, and this requires an understanding of the ability of
teacher applicant information to predict subsequent teacher performance.

Several recent studies of district hiring practices have demonstrated that various measures
of applicant quality generated during the hiring process are indeed predictive of subsequent
teacher performance (and retention). Two of these studies analyzed intensive centralized
screening protocols used to determine a recommended pools of applicants in DC Public Schools
(Jacob et al. 2018) and the Los Angeles Unified School District (Bruno and Strunk 2019). A
third study analyzed machine learning-generated measures of applicant quality related to work
experience relevance, tenure history, and attributions for previous turnover of applicants to
Minneapolis Public Schools (Sajjadiani et al. 2019). Finally, in prior work we analyzed a school-
level screening rubric used by Spokane Public Schools (SPS) to determine which applicants to
interview in person (Goldhaber et al. 2017).

In this paper, we build on our prior work with SPS to examine a different type of

applicant information: categorical ratings of teacher applicants collected from their professional



references (henceforth, reference ratings). Our focus on reference ratings is motivated by
findings from our prior work. We found that the district’s school-level screening rubric was
predictive of teacher performance and retention and that the screening scores tended to be
heavily informed by applicants’ letters of recommendation. This suggested that applicants’
professional references were a useful source of information. But at the same time, hiring
managers indicated that interpreting letters of recommendation was challenging because these
letters often failed to cover topics that mattered to hiring decisions (e.g., the applicant’s
classroom management skills), and because the letters tended to be overwhelmingly positive,
requiring the reader to “read between the lines” to get a nuanced assessment of applicants. !
These challenges led us to explore whether the information collected from references could be
enhanced by asking them to perform structured assessments of teacher applicants.

While the practice of obtaining letters of recommendation from job applicants’ references
is widespread (Salgado 2001), the literature connecting letter quality to job performance is sparse
and mixed. Mason and Schroeder (2014) scored letters of recommendation (n = 41) from teacher
candidates on a rubric and found that while scores were predictive of being hired, they were not
predictive of first-year performance as measured by principal evaluations. In contrast, Aamdot et
al. (1993) found that positive traits identified in letters of recommendation for applicants to a
psychology graduate program were predictive of graduate GPAs and teaching ratings. There is
little evidence about the relationship between references’ ratings of applicants and subsequent

job performance. Two studies that examine this relationship found that reference ratings were

! For instance, principals reported that they often drew inferences based on what was not noted about applicant
qualities.

2



predictive of subsequent performance; but the generalizability of the studies’ findings is limited
by small sample sizes (50-60 applicants) and very specific job application settings: the Canadian
military (McCarthy & Goffin 2001) and graduate student internships at a single corporation (Liu
et al. 2009).

Given that the practice of collecting letters of recommendation from applicants is
widespread, incorporating the collection of reference ratings into the teacher application process
represents a potentially low-cost, easy-to-implement means of enhancing the applicant data
available to hiring officials. This stands in contrast to the centralized screening systems studied
by Jacob et al. (2018) and Bruno and Strunk (2019), which require one-on-one interactions with
district administrators and can be costly. For example, Jacob et al. (2018) estimated the marginal
cost of implementing the TeachDC system to be in the range of $70,000-$200,000 per year, or
between $370-$1,170 per new hire.

Below, we describe the findings from our analysis of whether the reference ratings we
collected about applicants to SPS during 2015 to 2018 are predictive of subsequent performance
as measured by performance evaluation ratings and teacher value-added in math and English
language arts (ELA), and whether the predictive validity of the reference ratings varies according
to reference type (e.g., principal vs. colleague) and applicant type (e.g., novice vs. experienced).
The current analysis builds on prior work analyzing the dimensionality and inter-rater reliability

of the reference ratings (Goldhaber et al. 2021).



2. Data, Measures, and Sample

Here, we describe how ratings are collected from applicants’ references, the applicant and
teacher outcome data, the measures of applicant quality and teacher performance used in the
analysis, and the analytic sample.

As noted above, the setting of this study is Spokane Public Schools. Spokane has a
population of roughly 230,000 and SPS is the second largest school district in Washington State.
SPS serves nearly 30,000 students, 62% of whom are from low-income households (somewhat
higher than the state-wide level of 51%) and 34% of whom are students of color (lower than the
statewide level of 51%). SPS employs 2,182 classroom teachers who have an average 13.7 years
of experience, slightly higher than average teacher experience at the state level—13.0 years.
Classroom teachers in SPS earned an average of $90,399 in total salary during the 2021-22
school year compared to a state-wide average of $95,587. Average student achievement in SPS is
slightly below the state average, with 47.1% meeting ELA standards (compared to 50.7% state-
wide) and 35.4% meeting math standards (compared to 39.1% state-wide).

2.1 The Collection of Reference Ratings

To begin the application process in SPS, an applicant must create a profile in the district's
applicant tracking system and then apply to specific jobs.? The profile includes information
about the applicant’s work experience, education, and credentials. Applicants are also asked to
provide contact information for at least three professional references. These references then

receive an e-mail from SPS directing them to submit a confidential letter of recommendation via

2 Most job postings in SPS are for a specific position and it is typical for applicants to apply for multiple positions.
Applicants to elementary teaching positions often apply to more than 15 job postings.
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an online submission form. The online form records each reference’s contact information and
relationship to the applicant.?

We began collecting structured assessments of applicants from their references in June
2015 by working with the district’s tracking system to modify the letter submission process so
that the reference was redirected to an online survey following the submission of a letter. The
survey asks references to rate applicants relative to their peers on a series of criteria as follows:
“Based on your professional experience, how do you rate this candidate relative to his/her peer
group in terms of the following criteria?” The six criteria are: Challenges Students, Classroom
Management, Working with Diverse Groups of Students, Interpersonal Skills, Student
Engagement, and Instructional Skills.* We adopted a relative percentile rating framework, which
has been found to perform better than “absolute” rating frameworks (Goffin et al. 2009).
References are asked to rate applicants as one of the following on each criterion: Among the best
encountered in my Career (top 1%); Outstanding (top 5%); Excellent (top 10%); Very good (well
above average); Average; Below Average; No basis for judgement. We concentrated the ratings
categories at the top end of the distribution in order to give references space to describe
applicants positively without always choosing the top rating level. The reference is also asked to
identify the competency in which the applicant is Strongest, the competency in which the
applicant is Weakest, and to rate the applicant Overall using the same scale used for the individual

criteria.

3 References indicate their relationship to applicants by selecting one of the following options: Principal, Assistant
Principal, Principal Assistant, Supervisor, Director; University Supervisor; Instructional Coach, Department Chair;
Supervising Teacher during student teacher placement; Colleague; Other.

4 The survey form is shown in Figure Al and the evaluation criteria are described in greater detail in Table Al in
Appendix A.
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The reference ratings we analyze in this paper were collected during the period from June
2015 through September 2018.° In prior work, we examined the distributional properties of these
ratings (Goldhaber et al. 2021). We found that the references tend to rate applicants quite
positively, a pattern we referred to as “cheerleading” (Leising et al. 2010), with 57% of ratings
falling in the top two categories: Outstanding (top 5%) and Among the best (top 1%), over 20%
of ratings suggested that applicants were in the top 1%. That said, we observed enough variation
across the ratings categories to potentially elicit a signal of applicant quality. We also found that
the distribution of ratings varied according to reference type. For example, 68% of ratings from
references identified as an applicant’s Colleague fall in the top 2 ratings categories compared to
6

only 50% of ratings from references identified as an applicant’s Principal/Other Supervisor.

2.2 Applicant and Teacher Outcome Data

As noted above, we began collecting reference ratings data in mid-June 2015. Therefore,
the ratings data provide partial coverage for applicants in the 2015 hiring year and full coverage
for applicants who added new references to their applicant profiles during hiring years between
2016 and 2018. An internal applicant ID used in the Spokane applicant data and the email
address of each reference allow us to match each rating to the corresponding applicant profile
and letter of recommendation. References redirected to the survey following the submission of a

letter of recommendation submitted a rating survey 95% of the time. To examine the link

5> During most of this period, the ratings were collected in the background and were not made available to SPS hiring
managers. Starting in April 2018, we began appending reference ratings output in PDF format to each corresponding
confidential letter of recommendation, with the ratings output redacted for a randomized subset of applicants. In the
current paper, we focus on the predictive validity of the reference ratings. The questions of how the ratings were used
during the hiring process and the extent to which they overlap with other types of applicant information are the subject
of forthcoming work.

® The distribution of reference ratings on the Overall criterion by reference type is presented in Figure A2 in the
Appendix.
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between reference ratings and subsequent outcomes for hired teachers, we combine reference
ratings with four other types of data: SPS applicant data, SPS performance evaluation data,
statewide administrative data, and statewide student achievement data.

Applicant data are provided by the department of employment services at SPS. The
department maintains a record of each applicant and each application to a teaching position in
the district in an electronic database using applicant tracking software. The data consists of the
population of teacher applicants from 2015 to 2018. Job applications are identified by a job
posting ID number and a status variable indicates whether the applicant was hired for the
position (note that applicants include SPS teachers who were applying for a new teaching
position within the district as well as external candidates). Applicant profiles contain information
about applicants’ education, experience, work history, personal statements, and letters of
recommendation. Data on full names, certification numbers, and employee numbers allow
applicant data to be linked to SPS personnel data as well as statewide administrative data.

SPS performance evaluation data are from the district’s human resources department and
include an employee ID number and information on teachers’ names, positions, and ratings on
the district’s performance evaluation rubric. Teachers receive a comprehensive evaluation every
three years that rates each teacher as belonging in one of four performance categories on eight

different competencies as part of the Washington State OSPI’s Teacher/Principal Evaluation



Program (TPEP).” Teachers are evaluated annually if they are in a new job position or received
rating of 1 or 2 on one or more of the eight competencies. ¢

We obtain statewide administrative data from the Washington State S-275 personnel
reporting system. The S-275 data are compiled by the Office of the Superintendent of Public
Instruction (OSPI) and report information about all school district personnel under contract as of
October 1 of each school year, including position assignments, compensation, experience,
highest degree held, ethnicity, and gender. Records of full names and unique certificate IDs
facilitate the matching of these data to the district-level data from SPS. OPSI also provides
teacher licensure data, including scores on licensure exams and subject-area endorsements.
Statewide student achievement data are obtained from the Comprehensive Education Data and
Research System (CEDARS) database which includes unique classroom IDs for both teachers
and students, allowing them to be linked together.” It also includes information on individual
students’ backgrounds, including gender, race/ethnicity, free or reduced-priced lunch, migrant,
and homeless statuses, as well as participation in the following programs: home based learning,
learning disabled, gifted/highly capable, limited English proficiency, and special education.

2.3 Measures

Here we describe the measures we will use to model the relationship between reference

ratings and teacher performance.

"For more detail about Washington State’s TPEP evaluation program see https://www.k12.wa.us/educator-
support/teacherprincipal-evaluation-program (accessed June 6, 2022).

8 Among the TPEP outcomes in our analytic sample (described in Section 2.4), 15% included a rating of 1 or 2 on one
or more of the eight competencies.

9 CEDARS data includes fields designed to link students to their individual teachers, based on reported schedules.
However, limitations of reporting standards and practices across the state may result in ambiguities or inaccuracies
around these links.
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Reference Ratings

The ratings solicited from applicants’ references are ordered categorical data across six
criteria and an overall rating. For parts of the analysis, we use these categorical ratings to model
the relationship between each rating criterion and teacher performance. But we also create a
measure that summarizes the information from the six criteria using a graded response model.
The graded response model is suited to ordered categorical data and allows items (in this case,
the different ratings criteria) to vary by difficulty and discrimination. ! Following Chen et al.
(2021), we specify the following model where the probability of observing rating level k or
higher for criterion ¢ and applicant rating ij is given by:

exp {ac(GRM;j—bcy)}
1+exp {ac(GRM;j—bci)}’

Pr(Yijc = k|GRM;;) = (1)

where a, represents the discrimination of criterion c, b is the kth cut point of criterion ¢, and
GRM;; is the latent quality represented by the graded response model estimates of the rating of

applicant i by reference j.!' The model is estimated with standard errors clustered at the

applicant level and we use the estimates of GRM;; as a summative measure of each applicant

rating.

10 A naive approach to generating a summative rating measure might assign numerical values to each ratings category
and calculate an average rating across criteria. This would assume, however, that (1) receiving a particular rating on
one criterion was equivalent to receiving that rating on each of the other criteria (i.e., that the difficulty of the ratings
criteria does not vary), and (2) that the difference between receiving a low vs. high rating on a particular criterion is
equivalent to receiving a low vs. high rating on each of the other criteria (i.e., that the discrimination of the ratings
criteria does not vary).

' We cannot estimate GRM;; for reference ratings for which one or more criteria are rated as “No basis for judgement”
because those responses do not adhere to the ordered categorical response framework underlying the graded response
model. When we include an indicator for whether an applicant has one or more ratings of “no basis” in our performance
outcome regression models, we fail to find evidence that it is predictive of performance.
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Performance Evaluation Ratings

As noted above in Section 2.2, teachers receive performance evaluations through TPEP
that rate them as belonging in one of four performance categories on eight different
competencies. We use a two-step process to generate a summative measure of TPEP outcomes.
First, we apply the graded response model described in equation (1) to the categorical
performance evaluation ratings and use the estimate of TPEP;; (in place of GRM;; in equation
(1) above) as a summative measure of each teacher’s performance evaluation rating in year t.
Second, to account for the fact that teachers are evaluated by different raters, who may rate
candidates with varying levels of strictness, we estimate the following linear regression model:

TPEP;, = Y + &, (2)
where y is a school-and-year fixed effect.!? Following Cowan et al. (2022), we use the
residuals from this model as our teacher performance evaluation measure in the predictive

validity models described below in Section 3.1.

Teacher Value-Added

We model student achievement to obtain estimates of teacher value-added in math and
ELA for teachers in tested subjects and grades. Consistent with Goldhaber et al. (2018), we

estimate each teacher’s value-added effectiveness based on the following model:

Yimst = Qse + Yms(t—l)y + XtV + Eimes (3)

12 Unfortunately, we do not have consistent data regarding who is each teacher’s evaluator, and for this reason adopt
a school-year fixed effect rather than an evaluator-year fixed effect. We also estimate specifications that include
controls for classroom characteristics (but which are available for only a subset of teachers), which have been shown
to influence teachers’ performance evaluation ratings (Steinberg & Garret 2016; Campbell & Ronfeldt 2018) and find
very similar results.
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Where Y;,,,; 1s the state test score for each student m with teacher i in subject s (math or ELA)

and year t, normalized within grade and year. Yp,s;_1) is a vector of prior test scores in subjects

s (both math and ELA), X,,,; is a vector of student characteristics in year t (gender, race,
economically disadvantaged status, English language learner status, gifted status, special
education status, learning disability status), and ;¢ 1s a fixed effect for teacher i in subject s and
year t. We use the estimates of a;; as our measure of teacher value-added to student
achievement.

2.4  Analytic Sample

Our analytic sample is anchored by the population of individuals who applied for one or
more teaching positions in SPS during the 2015 to 2018 hiring years and for whom we collected
one or more reference ratings. We linked reference ratings to 3,588 unique applicants.!'> We
allow a reference rating to be associated with an applicant if it was collected in the concurrent
hiring year or in the prior year (in some cases, a reference rating is linked to an applicant in
multiple years), resulting in a total of 11,678 applicant-year observations. '*

We can link a subset of these observations to measures of performance for applicants
subsequently employed as teachers, defining the three analytic samples employed in our
regression models for each performance outcome: performance evaluation ratings (TPEP),

teacher value-added in math, and teacher value-added in ELA. Each analytic sample is restricted

13 For the purposes of the analyses in this paper, we treat individuals who apply for a position in different years as
distinct applicants because for a given applicant, available jobs and competition for them will vary over time, and
elements of an applicant’s file can also change (e.g., experience). Among the 2,602 unique individuals for whom we
collected reference ratings, 802 applied for positions in multiple hiring years. Within our analytic samples, the number
of individuals observed in multiple years is 111 for TPEP outcomes, and 39 and 43 for value-added in math and ELA
respectively.

4 In our analytic samples, between 9% and 10% of ratings are linked to multiple application years. We make this
allowance to maximize sample size, but our results are not sensitive to this approach.
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to observations where we observe a performance outcome, the summative reference ratings

measure GRM;;,

and the full set of control variables. Consistent with the specification of the
regression models, the summary statistics presented in Table 1 are calculated at the reference
ratings levels with multiple observations per applicant (when calculated at the applicant level, the

figures are qualitatively similar). As noted above, we cannot estimate GRM;; in the small

number of cases where one or more criteria are rated as No basis for judgment.'®
[TABLE 1]

Table 1 shows the means (at the applicant-rating level) for the TPEP sample as well as
the math and ELA value-added samples. In each case we show the means for the full analytic
sample and for the subsamples of teachers who are in the top and bottom quartiles for each of the
outcome measures. ' While we only observed performance evaluation ratings among teachers
employed in SPS, almost 60% of the value-added outcomes are observed for applicants to SPS
who were ultimately employed by other school districts. It is also worth noting that the analytic
samples include a small proportion of teachers who applied for a new teaching position but
ultimately remained in the same school in the ensuing school year—=83 to 84% were observed in
a new position. The teachers in our analytic samples are relatively experienced. Less than a third
are novices and on average, they have 4.2 to 4.3 years of service. Over 70% are female and the

great majority (over 95%) are white. Nearly half hold an advanced degree. For the most part,

15 This excludes 169 ratings and 5 applicants from the performance evaluation ratings sample, 47 ratings and 0
applicants from the value-added in math sample, and 64 ratings and 2 applicants from the value-added in ELA sample.
16 Note that there is partial overlap between the three different samples: teachers with value-added estimates may also
have TPEP outcomes and elementary teachers generally instruct students in both math and ELA (with accompanying
tests). There are 198 unique applicants in both the math and ELA analytic samples. The correlation between the
evaluating ratings and value-added is 0.23 for math (106 observations) and 0.16 for ELA (112 observations).
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teacher characteristics are similar across performance outcome quartiles, but we observe that
teachers in the top TPEP quartile tend to have more experience and are more likely to hold an
advanced degree.

There is a sizable positive relationship between our summative reference ratings measure,

GRM;;, and post-hire performance. The average GRM rating of teachers in the bottom TPEP

quartile is 34% of a standard deviation lower than that of teachers in the top TPEP quartile.
Similarly, we find differences of 16% of a standard deviation of GRM between the top and
bottom quartiles of value-added in math and 19% of a standard deviation for ELA.!”

There is a substantial proportion of applicants that are not included in any of the analytic
samples (2,614 out of 3,588 unique applicants), some of whom were not employed by any public
K-12 school in Washington State. Unfortunately, the information we have about those not
observed as employed is limited and not consistent with what is presented in Table 1 (which is
based on administrative data for employees). We do, however, have information that is provided
by applicants in their application profiles. Using those data, we see that identical proportions of
in- and out-of-sample applicants report having prior teaching experience (78%), a slightly higher
proportion of out-of-sample applicants report having an advanced degree (48% vs. 43%), and a
slightly lower proportion of out-of-sample applicants identify their gender as female (71% vs.
75%).'8 Regarding rater type, a higher proportion of in-sample ratings are from a reference

identified as Principal/Other Supervisor while a higher proportion of out-of-sample ratings are

" Note that we standardized GRM;; values ~(0,1) across all reference ratings, including ratings of applicants for
whom we do not observe performance outcomes. Therefore, the means and standard deviations observed within the
analytic samples will not necessarily be zero and one.

18 Of the 3,588 applicants, 963 did not report their gender.
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from a reference identified as Other. Finally, the average GRM rating is somewhat lower among

out-of-sample applicants (-0.02 vs. 0.05).

3. Empirical Methods

Our analyses address the question, to what extent are reference ratings predictive of
subsequent performance? Below, we outline our approach to answering this question and to
addressing potential bias introduced by selection into the sample. Recall that we treat individuals
who apply for positions in multiple years as different applicants and that year effects are
accounted for in the construction of each performance measure. Therefore, we do not index the
performance outcome models below by year.

3.1 Predictive Validity

To examine the relationship between professional reference ratings and subsequent
performance we consider two measures of performance: teacher ratings on an evaluation
instrument—the Washington State OSPI’s Teacher/Principal Evaluation Program (TPEP)—and

teacher value-added.

Teacher Performance Evaluations (TPEP)

Using the summative performance evaluation measure obtained above, TPEP;, we
estimate the following linear regression model with standard errors clustered at the applicant-
year level:

4) TPEP; = By + RR;jB; + Y, + &;j.

The variable of interest is RR;; (which is either the reference rating represented as a categorical
variable, or the summative ratings measure GRM;; derived above) for teacher i and rater j. In our

preferred specification we also control for a vector of teacher characteristics Y; that could
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potentially influence TPEP outcomes, including ethnicity, gender, whether a teacher holds an
advanced degree, and teacher experience.!® To examine the possibility that reference ratings are
differentially predictive for novice and experienced applicants, we also estimate model (4)
separately for these two groups.

Differences in ratings standards amongst professional references are likely to be an
important source of variation in the distribution of reference ratings. Indeed, in prior work
analyzing these reference ratings, Goldhaber et al. (2021) found that the ratings exhibited
relatively low levels of inter-rater reliability. To account for reference-level variation, we also
estimate (4) with and without reference fixed effects on the subsample of observations where the
reference has rated two or more applicants. This restricts the sample to ratings from 443 of the
1,621 unique references who submitted reference ratings of applicants for whom we observe
TPEP outcomes.

Finally, as previously discussed, different ¢types of professional references may be
differentially able to assess applicants’ teaching ability and are more or less likely to engage in
“cheerleading”. It is also possible that having a certain type of reference is itself predictive of
performance. To test for differential predictive validity across rater type, we estimate equation

(4) with the rater-type interaction term (GRM;; X RaterType;;), which allows the slope

coefficient B;to vary according to rater type. And to examine whether having a rating from a

1% Employee characteristics have been found to influence judgements of performance in other professions, including
gender and ethnicity (Greenhaus et al. 1990; Grissom & Bartanen 2022). Regarding experience, the Marzano
performance evaluation framework used by SPS is growth oriented and beginning teachers are expected to score lower
than experienced teachers. Additionally, returns to experience — as measured by both value-added and performance
evaluations — are well documented and it is possible that TPEP evaluators’ knowledge of this may also influence their
assessments of teacher performance. Finally, as noted above, classroom characteristics have also been found to
influence teacher performance evaluation ratings. We obtain very similar results when classroom controls, which are
available for a subset of teachers, are included in the estimation of equation (2).
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particular type of reference is predictive of performance, we include a series of indicator

variables for whether an applicant has one or more ratings from each type of reference.

Teacher Value-Added

Our analysis of the relationship between reference ratings and value-added outcomes

parallels our approach described above for TPEP outcomes. We assess the predictive validity of
the reference ratings for teacher value-added using teacher fixed effects, @;4;, estimated in model

(3) above. We estimate the following model separately for math and ELA:

(5) Aist = Bo + RR;jP1 + &5,
where &;,; is the single year value-added for teacher i in subject s (math or ELA).?° Standard
errors are clustered at the applicant level. As with annual performance evaluations, we estimate
several alternative specifications to account for factors moderating the relationship between
reference ratings and performance. First, we estimate model (5) with rater fixed effects for the
subsample of observations where a reference has rated two or more applicants. This restricts the
sample to ratings from 130 of the 593 unique references who submitted reference ratings of
applicants for whom we observe value-added in math outcomes and 156 of the 594 unique
references who submitted reference ratings of applicants for whom we observe value-added in
ELA outcomes. Second, we estimate model (5) separately for novice and experienced
applicants. Finally, we also estimate a specification with rater-type indicators and the interaction

term (GRM;; X RaterType;;) that allows the slope coefficient f; to vary according to rater type.

20 We also estimate specifications that include a categorical variable for teacher experience Y;. This is to account for
the fact that professional references are asked to rate teacher applicants relative to their peers and they may view the
peer group to be teachers with similar experience. The findings are not sensitive to the inclusion of teacher experience.
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3.2 Assessing the Potential for Sample Selection Bias

As discussed above, we are interested in understanding whether reference ratings have
the potential to inform hiring decisions by predicting subsequent performance (as measured by
TPEP outcomes and value-added). However, we do not observe TPEP outcomes for applicants
who are not subsequently employed in SPS and do not observe teacher value-added for
applicants not employed in a public school in Washington State. This raises the concern that our
findings may suffer from selection bias. In particular, we might expect a naive assessment of the
relationship between reference ratings and teacher outcomes to be biased downward as
applicants hired despite poor recommendations are likely to have unobserved attributes that
make them desirable hires.?! Our expectation of a downward bias is supported by the positive
correlation between the reference ratings and being observed in the analytic sample.

As a robustness check to our primary analyses, we examine whether selection into the
sample may be introducing bias into our results by estimating a Heckman selection model that
accounts for the likelihood of observing applicants in the sample of hired teachers (Heckman
1979).

To employ this technique, we utilize four variables related to competition for jobs that we

assume are predictive of hiring outcomes but exogenous to applicants’ subsequent outcomes:

21 Selection bias might not be a concern if one is primarily interested in the performance of applicants who are going
to be employed in public schools regardless of their applicant ratings. In this paper, however, we are interested in the
extent to which applicant ratings are predictive of teacher outcomes for all applicants, not just those who end up
employed in public K-12 teaching positions. As we describe below, many applicants are not subsequently observed
in a public classroom teaching position. For example, of the 3,588 applicants for whom we collected one or more
reference ratings, more than half (1,869) are not subsequently observed in a teaching position in the state’s S-275
administrative data.
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1) Quantity of competition—The ratio of the unique applicants against which each

applicant is competing to the number of job openings the applicant has applied for.?

2) Quality of competition—We use three measures of the average quality of the

applicants against which each applicant is competing (those who applied to one or
more of the same job postings). The 75" percentile of the mean summative reference
rating (GRM; ) of the competing applicants; the proportion of competing applicants
with certificated teaching experience; the proportion of competing applicants who
hold an advanced degree.
Cursory evidence indicates that the level of competition for a teaching position in SPS exhibits
sufficient levels of variation to use measures of competition as instruments. For instance, in our
study sample, non-special education elementary job postings averaged 59 applications whereas
the average secondary math job posting drew 10 applications.?’

A potential threat to our identification strategy is that a hired applicant who faced little
competition in getting hired for a position may feel relatively secure in their job and put forth
less effort. In this case, the assumption that our instruments measuring the quantity and quality of
competition faced by each applicant would not be exogenous to performance. We are not overly
concerned about this threat given that teachers who face stronger job competition are also likely
to feel secure because, once hired, teachers are relatively difficult to remove from their positions

(National Council on Teacher Quality 2014).

22 For example, suppose that an applicant applied for six job postings that corresponded to nine openings, and 100
other applicants also applied to one of more of those job postings. That applicant’s quantity of competition would be
100/9 =11.11.

23 The distribution of the level of competition for these job categories does not appear to be skewed. The respective
median numbers of applicants for these job categories are 56 and 10.
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To implement the first stage of the Heckman model, we estimate the following probit
model of an applicant’s propensity to be hired and have an observed measure of performance,
using the job competition variables described above, Zj;, as instruments:

(6) Hired; = Bo+ GRM;;jB; + A, + Rijfs + Zifs + &5,
where Hired; is equal to 1 if an applicant is hired for one of the positions to which they applied
and has an observed measure of performance for the outcome in question (TPEP outcome, value-
added in math, or value-added in ELA). Note that a separate model is estimated for each
performance outcome (TPEP outcome, value-added in math, and value-added in ELA). Two
restrictions are applied to the first-stage sample: 1) We exclude applicants who we were unable
to link to Washington State OSPI certification records (suggesting that they would not have met
basic qualifications for a teaching positions),>* and 2) We only include those applicants who
applied to one or more job postings where we observed the performance outcome for the hired
applicant.?® We include a vector of applicant characteristics available to SPS during the hiring
process, Aj., including a categorical control for experience, an indicator for whether the applicant
holds an advanced degree, indicators for applicant ethnicity, and a categorical control for rater
type. Then, letting

(7) Hired; = I(Hired; = 0),
we estimate the conditional model

(8) TPEPL or dll Hiredl- = ﬂO + GRMl]ﬁl + Aiﬁz + Rijﬂ?) + /11'1',84 + Eij'

24 Of the 3,588 applicants for whom we received one or more reference ratings, we were unable to link 311 to OSPI
certification records.

25 For example, an applicant who only applied to secondary math positions would not be included in the first stage of
the ELA model because no ELA outcomes would be observed for the applicants hired into those positions.
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where A;; is the Inverse Mill’s Ratio calculated based on the first-stage estimates. The statistical

significance and sign of the estimated coefficient A; ; will provide evidence of whether selection

into the sample may be biasing the results from our primary analyses. We will also compare our
results from the selection-corrected model to results from an uncorrected model estimated on the
same sample to gauge the magnitude and direction of potential bias.

A limitation of this approach is that it can only be applied to the subsample of jobs for
which one or more applicants is observed with a status of Hired and a performance outcome is
observed. This excludes, for instance, applicants for whom we observe TPEP outcomes but who
remained in an existing teaching position—i.e., they were not hired during the observed job
application period. Similarly, it excludes applicants for whom we observe value-added measures
of performance who were hired by school districts other than SPS.

To further explore whether our results are sensitive to sample selection bias, we use a
more granular characterization of the types of jobs applicants applied to account for variation in
the level of competition faced by hired applicants. This methodology yields findings that are
qualitatively consistent with our primary and Heckman specifications; see Appendix B for a

more detailed description of this approach and results.

4. Results

To understand whether reference ratings have potential to inform hiring decisions (and
whether their potential varies according to the characteristics of the applicant or the reference)
we examine the degree to which reference ratings are predictive of teacher performance as
measured by TPEP outcomes and teacher value-added in Section 4.1. In Section 4.2, we address

the potential for bias stemming from sample selection.
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4.1  Predictive Validity of Reference Ratings

In presenting our findings below, we focus on our preferred specifications. Results from
additional model specifications—with and without controls for teacher characteristics—are
available in Appendix Tables A2 and A3. In general, our findings are robust to the inclusion (or
exclusion) of these control variables.

The relationship between the reference ratings and each performance outcome is
presented in Table 2. We focus on two summative ratings measures: (1) The summative ratings
measure GRM;; derived in Section 2.3 that incorporates information from each of the six
individual ratings criteria, and (2) the Overall rating criterion, represented as a categorical
variable. In Panel A, we present results from our primary model specifications. In Panel B, we
present results from models with rater fixed effects. Recall that we restrict the samples used in
the fixed effects models to raters for who have rate two or more applicants. When we apply the
fixed-effects sample restriction to our primary specifications the results are very similar,
suggesting that the sample restriction is not driving the different results we find under the fixed
effects specifications.

[TABLE 2]

We find that both reference ratings measures are predictive of TPEP outcomes. A one
standard deviation change in GRM is associated with a 13% of a standard deviation change in
TPEP outcomes (column 1). The effect sizes are larger for the categorical Overall rating, with
applicants scoring in the top two ratings categories predicted to perform between 22% and 36%
of a standard deviation higher than applicants rated Very Good (column 2). As noted above,

individual references are likely to be an important source of variation in the distribution of
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reference ratings and we estimate models with rater fixed effects to explore this dynamic. When
rater fixed effects are included in the model we find a much stronger relationship between
reference ratings and TPEP outcomes: a coefficient of 0.234 on GRM in the fixed effects model
versus a coefficient of 0.125 in the model without fixed effects. This indicates that the rating of
an applicant relative to other applicants rated by the same reference is substantially more
predictive of TPEP outcomes than the rating of an applicant relative to other applicants in
general.

Analogous results for value-added in math are presented in columns (3) and (4). Here, we
find that a one standard deviation change in GRM is associated with a 2% of a standard deviation
change in student achievement, corresponding to roughly 10% of a standard deviation change in
teacher performance. Similarly, receiving a rating on the Overall criterion in the top three ratings
categories is predictive of an increase in value-added in math of between 4% and 6% of a
standard deviation relative to receiving a rating of Very Good, but there is little differentiation
within the top three ratings categories. Similar to the TPEP findings, we find that the relationship
between GRM and value-added in math is substantially stronger when rater fixed effects are
introduced; the coefficient on GRM is roughly four times as large (0.069 vs. 0.017). However,
the results for the Overall criterion are less clear. While the coefficient on the top rating
category is larger in the fixed effects specification, the coefficient is no longer significantly
different than the other ratings categories. This is likely due to smaller cell sizes and a
corresponding loss of precision.

Results for value-added in ELA outcomes are presented in columns (5) and (6) of Table
2. We fail to find a significant relationship between the GRM and value-added in ELA in either
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the full sample or fixed effects models. The results for the Overall criterion are also
insignificant in our primary specification and in the fixed effects subsample, the coefficients on
Overall are irregular and somewhat counterintuitive, with the most positive coefficient belonging
to the lowest rating category.

To explore the possibility that reference ratings are differentially predictive of
performance for different types of applicants, we split the regression samples into novice
applicants and applicants with at least some prior teaching experience and replicate the models
presented in Panel A of Table 2 (the regression output is available in Appendix Table A4). We
find that reference ratings of novice applicants are not significantly predictive of any measure of
subsequent performance. Conversely, ratings of experienced applicants are more strongly
predictive of TPEP outcomes and value-added in math than are the ratings of applicants in
general. When we estimate a pooled model that includes an interaction between an indicator for
experienced and the GRM variable, we find that the coefficient on GRM is significantly larger for
experienced applicants than for applicants overall. This does not hold true for value-added in
math, but it is difficult to draw strong conclusions from the value-added models due to small
sample sizes and the corresponding lack of precision.

Besides exploring the variation by applicant experience, we also explore whether the type
of rater affects the predictiveness of reference ratings, which could have important implications
for hiring processes. It could be the case, for example, that hiring managers should be giving
more weight to ratings from certain types of references (as defined by the rater’s relationship to
the applicant). With that in mind, we consider whether having received a rating from a particular

type of rater is predictive of performance in Table 3 by regressing measures of performance on
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indicators for whether an applicant received one or more ratings from each type of rater
(columns 1, 3, and 5). We also consider whether the strength of the relationship between
reference ratings and performance outcomes varies according to rater type by interacting the
summative measure GRM with the categorical variable Rater Type.

[TABLE 3]

We find that having received a rating from a reference identified as Principal/Other
Supervisor is positively predictive of TPEP outcomes but not predictive of value-added
outcomes. Conversely, having a rating from a reference identified as a Colleague is positively
predictive of value-added in both math and ELA but not predictive of TPEP outcomes, and
having a reference identified as Instructional Coach/Department Chair is negatively predictive
of value-added in ELA.

Regarding the question of whether ratings from different types of raters are more or less
predictive of performance, we find that ratings of applicants from references identified as
Principal/Other Supervisor, Instructional Coach/Department Chair, or Colleague are
significantly predictive of subsequent TPEP outcomes whereas ratings from other types of
raters—those identified as an applicant’s Cooperating Teacher, University Supervisor, or as
Other—are not significantly predictive of performance. For value-added outcomes, we find that
ratings from references identified as Principal/Other Supervisor are predictive of value-added in
math and that ratings from references identified as Instructional Coach/Department Chair are
predictive of value-added in ELA. Overall, the results in Table 3 point to substantial differences
in the predictive validity of reference ratings according to the type of relationship between the

applicant and the reference.

24



There are two additional analyses that we do not present here but that are worth
mentioning. First, we examine the predictive validity of each individual rating criterion in turn
(see Tables A5 and A6 in the Appendix). We find that the ratings on each criterion are similarly
predictive of teacher performance and fail to find evidence that some criteria are substantially
more predictive of performance than others. Given that the ratings criteria are highly correlated
with one another and load onto a single factor (see Goldhaber et al. 2021), this finding is
unsurprising. Second, we examine whether the criteria identified as an applicant’s Strongest and
Weakest competencies are predictive of performance (see Tables A7 and A8 in the Appendix).
When we regress our performance measures on a vector of indicators for the competency
identified as an applicant’s Strongest, we fail to find any relationship to performance. The same
is true when we estimate a separate regression model with indicators for the competency
identified as an applicant’s Weakest.

4.2  Evidence on Sample-Selection Bias

As a robustness check to the findings presented above, we estimate Heckman selection
models to understand whether our results may be influenced by sample selection bias and, if so,
to learn about the direction of that bias. We assess whether the above findings may suffer from
sample selection bias by estimating the Heckman selection models described in Section 3.2. The
results from the selection models are presented in Table 4 (TPEP outcomes) and Table 5 (value-
added in math and ELA). As discussed above in Section 3.2, the sample selection correction
derived from the Heckman model can only be applied to a subsample of the analytic sample used
in the analyses above. Specifically, we estimate the second stage of the model for applicants with

a job application status of Hired and for whom we observe a performance outcome. This

25



excludes teachers who remained in an existing position or were hired by a different school
district.

Regarding TPEP outcomes, we find that the summative reference rating measure GRM is
predictive of selection into the sample (i.e., being hired for a position that was applied for and
having an observed TPEP outcome in the subsequent school year). Only the quantity of
competition is statistically significant. The coefficient on the Inverse Mills Ratio (Lambda in
column (2)) in the second stage of the model is statistically insignificant, suggesting that the
findings are not significantly biased by selection into the sample. For comparison, we present
results for an uncorrected OLS model (Lambda is excluded) run on the same set of observations
as the second stage of the Heckman model in column (3). We find that the magnitude of the
coefficient on GRM is smaller in the uncorrected model (0.182 vs. 0.263), suggesting that any
bias introduced by selection into the sample is likely to be downward.

[TABLE 4]

The Heckman regression models for value-added in math and ELA are presented in Table
5. We find that the summative reference ratings measure GRM is not predictive of selection into
the sample for either value-added in math or for value-added in ELA. In the math model (Panel
A), the instrument quantity of competition is of the expected sign and statistically significant.
The other instruments are not as well behaved and the 75" percentile GRM of competing
applicants is statistically significant and of an unexpected sign. This latter result is puzzling in
that it suggests that applicants who face competition of higher average quality (as measured by
reference ratings) are more likely to be hired. For both math and ELA, the coefficient on the

Inverse Mills Ratio is statistically insignificant, again suggesting that our findings are not biased
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by selection into the sample. That said, given the small sample size and the behavior of the
instrumental variables, we are unable to draw any strong conclusion from the evidence on
sample selection for the teacher value-added models.

[TABLE 5]

6. Discussion and Conclusions

In a recent analysis of the teacher labor market in Boston, James et al. (2022) found that
the number of applicants to a teaching position is largely unassociated with the quality of the
hire, suggesting that schools need better information to help them identify the best candidate
among applicants. As the authors note, “Districts can take steps to improve teacher quality
through the hiring process, but without improved screening and selection these efforts will fail to
realize their full potential.” (p. 27). The good news is that a growing body of evidence
demonstrates that teacher applicant information collected during the hiring process is predictive
of subsequent teacher outcomes (Goldhaber et al. 2017; Jacob et al. 2018; Bruno and Strunk
2019; Sajjadiani et al. 2019). However, the process for collecting and evaluating this information
can be costly. For instance, Jacob et al. (2018) estimated the total marginal cost of implementing
the TeachDC system to be in the range of $70,000-$200,000 per year, or between $370-$1,170
per new hire. An alternative, low-cost way of deriving information about teacher applicants that
we explore here is to ask professional references to rate applicants on criteria expected to be
predictive of subsequent performance. Despite the practice of asking job applicants to provide
recommendations from professional references being nearly ubiquitous, there is surprisingly
little evidence about the degree to which references can predict an employee’s future

performance.
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The potential for the collection of reference ratings to improve hiring outcomes depends
on several factors, including the extent to which the ratings provide information that is
supplemental to (as opposed to overlapping with) existing applicant information and how hiring
officials utilize the information provided by reference ratings. But perhaps most fundamentally,
it depends on the degree to which reference ratings are predictive of subsequent performance, the
focus of this paper. On this front, our findings are promising but also demonstrate some
limitations in the potential for reference ratings to inform hiring decisions.

We find an overall positive and significant relationship between reference ratings and
subsequent TPEP outcomes of teachers employed by SPS and evidence of a modest relationship
between reference ratings and teacher value-added in math. The strength of these relationships
between reference ratings and teacher performance is generally smaller than that found in
previous studies, which analyzed more intensive applicant screening mechanisms. For instance,
in prior work studying an applicant screening rubric scored by school-level hiring officials
(Goldhaber et. al. 2017), we found effect sizes that were roughly three times as large for teacher
value-added in math. Similarly, in studying an applicant screening score index utilized by
Washington, DC Public Schools, Jacob et al. (2018) found a relationship to performance
evaluation ratings that was roughly 1.5 times as large. But it is important to note that the ratings
we analyze are based on a very inexpensive survey of professional references as opposed to the
more intensive means of assessing teacher applicants described in the aforementioned studies

While the strength of the relationship between the reference ratings and performance is
modest in our primary model specifications, we find a substantially stronger relationship when

the model is specified with rater fixed effects. This points to a limitation of using reference
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ratings as an applicant assessment tool: the raters themselves tend to be a significant source of
variation, a tendency also reflected in prior work that found that the reference ratings exhibit
relatively low levels of inter-rater reliability (Goldhaber et al. 2021). That the magnitude of the
relationships between reference ratings and performance outcomes are sensitive to the inclusion
of rater fixed effects also points to opportunities for improvement in making judgments about
applicants. First, it suggests that the strength of the signal from raters might be enhanced by
providing more guidance to the professional references who are rating applicants. Second, it
suggests that more information could be conveyed to hiring managers if the rating of an
applicant by a particular reference was juxtaposed against ratings of other applicants by that
same reference (when available).

We also find that the strength of the relationship between reference ratings and teacher
performance varies according to both rater and applicant characteristics. Specifically, the signal
that the reference ratings send on applicant quality appears to be driven by certain types of raters:
references identified as an applicant’s Principal/Other Supervisor, Instructional Coach/Dept.
Chair, or Colleague. The finding on principals is consistent with earlier research showing that
principals can generally identify which teachers are most likely to produce the largest gains in
student achievement (Jacob and Lefgren 2008). Regarding applicant characteristics, we find that
the strength of the relationship between applicant ratings and future teacher performance is far
stronger among applicants with prior teaching experience; we fail to find significant evidence of
a relationship between ratings and subsequent performance among novice applicants. Novice
applicants may need to be evaluated on a different set of criteria, or it may simply be difficult to

assess the ability of a novice applicant given their lack of experience leading a classroom.
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Indeed, in prior work we found that the reference ratings of novice applicants demonstrated
lower levels of inter-rater reliability, which dampens the predictive validity of a measure
(Goldhaber et al. 2021).

Overall, our findings show that meaningful information can be solicited from
professional references in the form of structured ratings of applicants. And while trade-offs
between the cost of collecting additional applicant information and making better informed

hiring decisions is often a concern, an upside of the type of applicant information we study in

this paper is that it is relatively inexpensive to collect (we implemented an automated system at a

one-time cost of $2,000).

In future work, we will examine the potential for reference ratings to improve teacher

hiring by assessing the extent to which they overlap with existing applicant information and the

degree to which the provision of applicant ratings influences hiring decisions.
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Tables

Table 1. Analytic Samples

TPEP Outcomes Sample Value-Added in Math Sample Value-Added in ELA Sample
Bottom Top Bottom Top Bottom Top
All Quartile  Quartile All Quartile  Quartile All Quartile  Quartile
Employed by SPS (proportion) 1.00 1.00 1.00 0.43 0.48 0.45 0.41 0.43 0.47
(0.00) (0.00) (0.00) (0.49) (0.50) (0.50) (0.49) (0.50) (0.50)
Is in a new position (proportion) 0.85 0.86 0.79 0.87 0.78 0.87 0.85 0.88 0.90
(0.36) (0.35) 0.41) (0.33) (0.42) (0.33) (0.36) (0.33) (0.31)
Novice (proportion) 0.25 0.28 0.13 0.32 0.30 0.27 0.30 0.29 0.27
(0.43) (0.45) (0.34) (0.47) (0.46) (0.45) (0.46) (0.45) (0.44)
Experience (mean years) 4.27 3.62 6.47 4.29 547 4.58 4.22 4.00 4.45
(5.93) (5.64) (6.87) (6.28) (7.17) (6.59) (6.16) (6.07) (5.88)
Female (proportion) 0.79 0.73 0.81 0.72 0.62 0.83 0.78 0.74 0.83
0.41) (0.44) (0.39) (0.45) (0.49) (0.37) (0.42) (0.44) (0.38)
White (proportion) 0.96 0.94 0.97 0.96 0.98 0.97 0.94 0.95 0.95
(0.19) (0.24) (0.16) (0.20) (0.14) 0.17) (0.24) (0.23) (0.22)
Advanced degree (proportion) 0.47 0.45 0.55 0.48 0.54 0.44 0.43 0.38 0.47
(0.50) (0.50) (0.50) (0.50) (0.50) (0.50) (0.50) (0.49) (0.50)
GRM (mean) 0.00 -0.16 0.18 -0.02 -0.07 0.09 0.02 -0.07 0.12
(1.00) (1.02) (1.04) (0.94) (0.95) (0.93) (0.93) (1.00) (0.86)
Reference ratings 2,440 610 609 798 203 199 809 204 202
Unique Applicants 757 187 187 269 69 71 269 68 70

Notes: Individuals who apply for positions in multiple hiring years are treated as distinct applicants. The samples in the bottom(top)
columns are restricted to teachers in the bottom(top) quartile of teacher performance. Standard deviations are in parentheses. GRM
refers to the summative reference ratings measure described in Section 3.2 and is standardized ~(0, 1) across all reference ratings
collected. Employed by SPS means that the performance outcome was observed in SPS. Is in a new position means that the employee
is working in a different building than in the prior year. Employee characteristics are calculated at the reference ratings level and are
qualitatively similar when calculated at the employee level.
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Table 2. Predicting Performance

TPEP Value-Added in Math | Value-Added in ELA |
(@) (2) 3) 4 (3 (6)
Panel A: Primary Specifications
GRM 0.133%** 0.020* 0.013
(0.029) (0.009) (0.010)
Overall Criterion
Avg./Below Avg. -0.233 -0.026 0.008
(0.157) (0.034) (0.034)
Very Good Ref. Ref. Ref.
Excellent (top 10%) 0.123 0.060* 0.035
(0.070) (0.026) (0.027)
Outstanding (top 5%) 0.220%* 0.042 0.045
(0.067) (0.022) (0.024)
Among best (top 1%) 0.356%*** 0.061* 0.031
(0.078) (0.028) (0.033)
R? 0.054 0.058 0.009 0.017 0.003 0.005
Observations 2,440 2,440 798 798 809 809
Clusters/Teachers 757 757 269 269 269 269
Panel B: Rater Fixed-Effects Specification
GRM 0.234%** 0.069%* 0.041
(0.061) (0.023) (0.031)
Overall Criterion
Avg./Below Avg. -0.106 -0.026 0.099*
(0.195) (0.083) (0.046)
Very Good Ref. Ref. Ref.
Excellent (top 10%) -0.036 0.032 -0.016
(0.122) (0.062) (0.058)
Outstanding (top 5%) 0.340** 0.062 0.123
(0.126) (0.060) (0.067)
Among best (top 1%) 0.479** 0.137 0.087
(0.178) (0.078) (0.097)
R? 0.589 0.588 0.646 0.635 0.683 0.699
Observations 1,252 1,252 335 335 371 371
Clusters/Teachers 526 526 152 152 160 160

Notes: GRM is the standardized summative reference ratings measure described in Section 2.3.
The regressions in columns (1) and (2) include indicators for whether they are female, white, or
hold an advanced degree, and a categorical control for experience (0, 1, 2-5, and 6+ years). The
fixed-effects sample is restricted to ratings from references who submitted two or more ratings of
an applicant during the study period. Standard errors are clustered at the teacher level.* p < 0.05,
**p<0.01, *** p<0.001
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Table 3. Heterogeneity in Predicting Performance by Rater Type

Performance Outcome TPEP Value-Added in Math | Value-Added in ELA
(@) 2) 3) “) (6) (6)
Applicant has Rater Type
Principal 0.197* 0.231** -0.032 -0.032 -0.024 -0.027
(0.084) (0.084) (0.035) (0.034) (0.039) (0.039)
Instr. Coach/Dept. Chair 0.118 0.110 -0.058 -0.055 -0.080* -0.078*
(0.107) (0.106) (0.035) (0.035) (0.039) (0.038)
Colleague -0.110 -0.137 0.079**  0.075** 0.074* 0.074*
(0.101) (0.100) (0.028) (0.028) (0.032) (0.031)
Cooperating Teacher -0.307 -0.299 0.022 0.025 0.001 -0.001
(0.222) (0.223) (0.033) (0.033) (0.047) (0.045)
University Supervisor -0.067 -0.091 -0.003 -0.007 0.012 0.018
(0.114) (0.114) (0.037) (0.037) (0.045) (0.044)
Other -0.052 -0.052 -0.022 -0.020 -0.034 -0.029
(0.088) (0.089) (0.031) (0.031) (0.036) (0.036)
GRM by Rater Type
GRM*Principal 0.170%** 0.034%* 0.021
(0.046) (0.013) (0.013)
GRM*Instr. Coach/Dept. Chair 0.199** 0.053 0.059*
(0.070) (0.029) (0.028)
GRM*Colleague 0.195%** -0.004 -0.000
(0.044) (0.018) (0.019)
GRM*Cooperating Teacher 0.031 -0.016 -0.017
(0.052) (0.021) (0.022)
GRM*University Supervisor 0.070 0.011 0.021
(0.070) (0.025) (0.024)
GRM*Other 0.026 -0.012 -0.037
(0.079) (0.029) (0.042)
Teacher Controls X X
R? 0.038 0.058 0.047 0.063 0.051 0.063
Observations 2,440 2,440 798 798 809 809
Clusters/Teachers 757 757 269 269 269 269

GRM is the standardized summative reference ratings measure described in Section 3.2. Teacher
controls include indicators for whether they are female, white, or hold an advanced degree, and
a categorical control for experience (0, 1, 2-5, and 6+ years). Standard errors are clustered at the
teacher level.* p < 0.05, ** p <0.01, *** p <0.001
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Table 4. Heckman Selection Models — TPEP Performance Outcomes

Heckman Model OLS Model
Selection into Sample ~ Performance Outcome | Performance Outcome
(@) 2) 3)
GRM 0.183*** 0.263*** 0.182%**
(0.023) (0.076) (0.030)
Excluded Variables
Quantity of Competition -0.007%*
(0.002)
Quality of Competition
75" Percentile GRM -0.186
(0.163)
Proportion w/ Adv. Deg. -0.044
(0.317)
Proportion w/ Experience 0.104
(0.385)
Selection Correction
Inverse Mills Ratio (1) 0.642
(0.545)
Observations 6,726 1,948 1,948

Notes: The model is estimated using Stata’s heckman command as a two-step model with
bootstrapped standard errors (500 replications) clustered at the applicant level. The first stage of
the Heckman model is presented in column (1) with selection into the sample defined as an
applicant being hired for a position to which they applied and having an observed performance
outcome. The second stage of the Heckman model is presented in column (2). For comparison,
an OLS model estimated on the same set of observations is presented in column (3). GRM is the
standardized summative reference ratings measure described in Section 3.2. Each model includes
controls for ethnicity, whether the applicant holds an advanced degree, a categorical control for
experience (0, 1, 2-5, and 6+ years), and rater type. * p <0.05, ** p <0.01, *** p <0.001
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Table 5. Heckman Selection Models — Teacher Value-Added

Heckman Model OLS Model
Selection into Sample  Performance Outcome | Performance Outcome
@8] 2) (3
Panel A — Math
GRM 0.034 0.023 0.024*
(0.033) (0.012) (0.012)
Excluded Variables
Quantity of Competition -0.010%*
(0.004)
Quality of Competition
75% Percentile GRM 0.921%*
(0.434)
Proportion w/ Adv. Deg. -0.807
(0.983)
Proportion w/ Experience 1.566
(1.258)
Selection Correction
Inverse Mills Ratio (1) 0.105
(0.114)
Observations 2,679 265 265
Panel B - ELA
GRM 0.069 -0.000 -0.004
(0.038) (0.015) (0.014)
Excluded Variables
Quantity of Competition -0.009
(0.005)
Quality of Competition
75 Percentile GRM 1.105%
(0.468)
Proportion w/ Adv. Deg. -1.571*
(0.787)
Proportion w/ Experience 0.837
(1.061)
Selection Correction
Inverse Mills Ratio (1) 0.081
(0.124)
Observations 3,130 283 283

Notes: The model is estimated using Stata’s heckman command as a two-step model with
bootstrapped standard errors (500 replications) clustered at the applicant level. The first stage of
the Heckman model is presented in column (1) with selection into the sample defined as an
applicant being hired for a position to which they applied and having an observed performance
outcome. The second stage of the Heckman model is presented in column (2). For comparison,
an OLS model estimated on the same set of observations is presented in column (3). GRM is the
standardized summative reference ratings measure described in Section 3.2. Each model includes
controls for ethnicity, whether the applicant holds an advanced degree, a categorical control for
experience (0, 1, 2-5, and 6+ years), endorsement area indicators, and rater type. * p < 0.05, ** p

<0.01, *** p <0.001
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Appendix A. Supplemental Tables and Figures

Table Al. Description of Criteria for References’ Ratings of Applicants

Criterion Description
Student e Lessons interest and engage students
Engagement e Teacher is effective at relating to students

Instructional Skills

Classroom
Management

Working with
Diverse Groups of
Students

Interpersonal Skills

Challenges
Students

Establishes clear learning objectives and monitors progress
Teacher utilizes multiple approaches to reach different types of
students

Ability to adapt curriculum and teaching style to new state and
federal requirements

Develops routines and procedures to increase learning.

Is effective at maintaining control of the classroom (this may not
mean quiet and orderly, but planned and directed)

Students in class treat one another with respect

Is effective at encouraging and relating to students from
disadvantaged backgrounds

Develops and maintains effective working relationship with

colleagues

Contributes to establishing a positive classroom and school

environment

Interactions with parents are productive

Sets high expectations and holds students accountable
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Table A2. Predicting Performance Evaluation Ratings

(@) 2) 3) 4
GRM 0.153%** 0.133%**
(0.028) (0.029)
Overall Criterion
Average/Below Average -0.196 -0.233
(0.148) (0.157)
Very Good Ref. Ref.
Excellent (top 10%) 0.131 0.123
(0.073) (0.070)
Outstanding (top 5%) 0.233%%** 0.220%**
(0.069) (0.067)
Among the best (top 1%) 0.420%** 0.356%**
(0.080) (0.078)
Female = 1 0.114 0.111
(0.097) (0.097)
White = 1 0.244 0.250
(0.202) (0.204)
Advanced Degree = 1 0.159 0.167
(0.091) (0.090)
Experience Level = 0 years Ref. Ref.
Experience Level = 1 year 0.179* 0.189*
(0.089) (0.089)
Experience Level = 2-5 years 0.104 0.114
(0.130) (0.131)
Experience Level = 6+ years 0.355%* 0.365**
(0.112) (0.111)
R-squared 0.024 0.054 0.026 0.058
Observations 2,440 2,440 2,440 2,440
Clusters/Teachers 757 757 757 757

Notes: GRM is the standardized summative reference ratings measure described in Section 3.2.
Standard errors are clustered at the teacher level.* p <0.05, ** p <0.01, *** p <0.001
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Table A3. Predicting Teacher Value-Added

Math ELA
A 2) A3) “4) (©) (6) (@) ®)
GRM 0.020* 0.025** 0.013 0.014
(0.009) (0.009) (0.010) (0.010)
Overall Criterion
Avg./Below Avg. -0.026  -0.030 0.008  0.011
(0.034) (0.033) (0.034) (0.034)
Very Good Ref. Ref. Ref. Ref.
Excellent 0.060*  0.059%* 0.035  0.034
(0.026) (0.025) (0.027) (0.026)
Outstanding 0.042  0.045* 0.045  0.045
(0.022) (0.022) (0.024) (0.024)
Among best 0.061* 0.071%%* 0.031  0.033
(0.028) (0.027) (0.033) (0.033)
Experience: 0 years Ref. Ref. Ref. Ref.
Experience: 1 year -0.026 -0.021 -0.009 -0.007
(0.034) (0.034) (0.035) (0.035)
Experience: 2-5 yrs. 0.042 0.043 0.019 0.020
(0.034) (0.034) (0.035) (0.035)
Experience: 6+ yrs. -0.046 -0.042 -0.012 -0.005
(0.034) (0.035) (0.039) (0.039)
R? 0.009 0.036 0.017 0.041 | 0.003 0.007 0.005 0.008
Observations 798 798 798 798 809 809 809 809
Clusters/Teachers 269 269 269 269 269 269 269 269

Notes: GRM is the standardized summative reference ratings measure described in Section 3.2.

Standard errors are clustered at the applicant level. * p <0.05, ** p <0.01, *** p <0.001
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Table A4. Heterogeneity in Predicting TPEP Outcomes by Applicant Type

TPEP Value-Added in Math | Value-Added in ELA
1) (2) 3) “4) (5) (6)
Panel A — Novice
GRM 0.039 0.007 0.005
(0.047) (0.015) (0.015)
Overall Criterion
Average/Below Average -0.003 0.029 0.055
(0.211) (0.053) (0.044)
Very Good Ref. Ref. Ref.
Excellent (top 10%) -0.029 0.049 0.017
(0.133) (0.037) (0.039)
Outstanding (top 5%) 0.139 0.036 0.052
(0.122) (0.037) (0.033)
Among the best (top 1%) 0.126 0.059 0.018
(0.134) (0.053) (0.051)
Teacher Controls X X
R? 0.009 0.016 0.001 0.009 0.001 0.013
Observations 600 600 253 253 241 241
Clusters/Teachers 178 178 82 82 78 78
Panel B — Experienced
GRM 0.173%** 0.025* 0.016
(0.032) (0.011) (0.013)
Overall Criterion
Average/Below Average -0.292 -0.046 -0.016
(0.177) (0.042) (0.045)
Very Good Ref. Ref. Ref.
Excellent (top 10%) 0.173%* 0.068 0.044
(0.084) (0.036) (0.035)
Outstanding (top 5%) 0.255%** 0.045 0.042
(0.081) (0.028) (0.032)
Among the best (top 1%) 0.461%*** 0.064 0.033
(0.093) (0.033) (0.041)
Teacher Controls X X
R? 0.045 0.049 0.015 0.023 0.005 0.006
Observations 1,840 1,840 545 545 568 568
Clusters/Teachers 579 579 187 187 191 191

Notes: Novice status determined by the state’s S-275 administrative data. GRM is the standardized
summative reference ratings measure described in Section 3.2. Teacher controls include indicators for
whether they are female, white, or hold an advanced degree. Standard errors are clustered at the teacher

level.* p < 0.05, ** p < 0.01, *** p <0.001
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Table AS. Predicting TPEP Outcomes Using Individual Ratings Criteria

@) 2) 3) “4) ®) (6
Rating
Avg./Below Avg. -0.154 -0.209 -0.112 -0.347* -0.194 -0.012
(0.116) (0.127) (0.181) (0.162) (0.149) (0.110)
Very Good Ref. Ref. Ref. Ref. Ref. Ref.
Excellent (top 10%) 0.082 0.075 0.173* -0.018 0.081 0.149
(0.063) (0.068) (0.068) (0.091) (0.068) (0.077)
Outstanding (top 5%) 0.144%* 0.092 0.245%** 0.086 0.151%* 0.256%*
(0.068) (0.067) (0.068) (0.083) (0.063) (0.078)
Among best (top 1%) 0.313%*** 0.380%*** 0.331%*** 0.232%* 0.369*** 0.473%**
(0.079) (0.077) (0.080) (0.085) (0.075) (0.090)
Evaluation Criterion Challenges Classroom Working w/ Interpersonal  Student  Instructional
Students Mgmt. Diverse Skills Engagement Skills
Groups of
Students
R? 0.015 0.027 0.014 0.018 0.023 0.026
Observations 2,440 2,440 2,440 2,440 2,440 2,440
Clusters/Teachers 757 757 757 757 757 757

Notes: Each column is a separate regression model analyzing reference ratings of a different
evaluation criterion. Standard errors are clustered at the teacher level.* p < 0.05, ** p <0.01, ***

p <0.001
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Table A6. Predicting Value-Added Using Individual Ratings Criteria

@) 2) 3) “4) (%) (6
Panel A - Math
Rating
Avg./Below Avg. 0.030 0.027 0.014 0.054 0.003 0.003
(0.032) (0.030) (0.046) (0.043) (0.030) (0.033)
Very Good Ref. Ref. Ref. Ref. Ref. Ref.
Excellent (top 10%) 0.041 0.061* 0.044 0.007 0.043 0.048*
(0.025) (0.026) (0.024) (0.028) (0.025) (0.022)
Outstanding (top 5%) 0.040 0.059** 0.054** 0.021 0.067** 0.059**
(0.021) (0.018) (0.020) (0.028) (0.023) (0.020)
Among best (top 1%) 0.055%* 0.068** 0.040 0.024 0.052%* 0.076**
(0.027) (0.025) (0.025) (0.032) (0.026) (0.028)
Evaluation Criterion Challenges Classroom Working w/ Interpersonal ~ Student  Instructional
Students Mgmt. Diverse Skills Engagement Skills
Groups of
Students
R? 0.008 0.014 0.009 0.003 0.014 0.017
Observations 798 798 798 798 798 798
Clusters/Teachers 269 269 269 269 269 269
Panel B - ELA
Rating
Avg./Below Avg. 0.010 0.066* 0.031 0.017 -0.026 0.007
(0.031) (0.033) (0.044) (0.055) (0.037) (0.035)
Very Good Ref. Ref. Ref. Ref. Ref. Ref.
Excellent (top 10%) 0.027 0.052 0.049 0.004 0.036 0.035
(0.026) (0.027) (0.027) (0.033) (0.025) (0.023)
Outstanding (top 5%) 0.038 0.071%* 0.053* -0.005 0.056* 0.057*
(0.021) (0.021) (0.024) (0.031) (0.025) (0.023)
Among best (top 1%) 0.034 0.067* 0.032 -0.006 0.037 0.044
(0.029) (0.028) (0.030) (0.036) (0.030) (0.032)
Evaluation Criterion Challenges Classroom Working w/ Interpersonal ~ Student  Instructional
Students Mgmt. Diverse Skills Engagement Skills
Groups of
Students
R? 0.004 0.014 0.007 0.001 0.011 0.009
Observations 809 809 809 809 809 809
Clusters/Teachers 269 269 269 269 269 269

Notes: Standard errors are clustered at the teacher level.* p <0.05, ** p <0.01, *** p <0.001
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Table A7. Predicting TPEP Outcomes Using Strongest/Weakest Ratings

Strongest/Weakest Competency
Challenges Students

Classroom Management
Instructional Skills
Interpersonal Skills
Student Engagement

Working with Diverse Groups of Students

Teacher Controls

R2
Observations
Clusters/Teachers

Strongest Strongest Weakest Weakest
@) 2) 3) “4)
-0.028 -0.050 0.106 0.153
(0.094) (0.091) (0.093) (0.093)
0.045 0.004 0.035 0.106
(0.078) (0.073) (0.103) (0.098)
0.042 -0.017 -0.042 0.045
(0.081) (0.077) (0.113) (0.108)
Ref. Ref. Ref. Ref.
0.033 0.003 -0.023 0.022
(0.071) (0.068) (0.114) (0.113)
-0.129 -0.168 0.137 0.184
(0.093) (0.092) (0.102) (0.099)
X X
0.004 0.041 0.004 0.041
2,440 2,440 2,440 2,440
757 757 757 757

Notes: Teacher controls include indicators for whether they are female, white, or hold an
advanced degree, and a categorical control for experience (0, 1, 2-5, and 6+ years). Standard
errors are clustered at the teacher level.* p < 0.05, ** p <0.01, *** p <0.001
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Table A8. Predicting Teacher Value-Added Using Strongest/Weakest Ratings

Strongest Strongest Weakest Weakest
(@) 2) 3) “)
Panel A — Value-Added in Math
Strongest/Weakest Competency
Challenges Students 0.041 0.046 -0.031 -0.035
(0.030) (0.029) (0.023) (0.023)
Classroom Management 0.055%* 0.066* -0.036 -0.040
(0.028) (0.029) (0.024) (0.025)
Instructional Skills 0.039 0.048* 0.005 -0.009
(0.022) (0.022) (0.031) (0.032)
Interpersonal Skills Ref. Ref. Ref. Ref.
Student Engagement 0.005 0.009 -0.025 -0.029
(0.025) (0.026) (0.032) (0.031)
Working with Diverse Groups of Students 0.004 0.015 -0.002 0.000
(0.025) (0.025) (0.027) (0.027)
Teacher Controls X X
R? 0.011 0.036 0.007 0.030
Observations 798 798 798 798
Clusters/Teachers 269 269 269 269
Panel B — Value-Added in ELA
Strongest/Weakest Competency
Challenges Students 0.020 0.022 -0.052 -0.053
(0.044) (0.043) (0.029) (0.029)
Classroom Management 0.022 0.023 -0.044 -0.043
(0.030) (0.031) (0.028) (0.029)
Instructional Skills -0.024 -0.024 -0.020 -0.023
(0.024) (0.024) (0.033) (0.033)
Interpersonal Skills Ref. Ref. Ref. Ref.
Student Engagement -0.017 -0.018 -0.071 -0.071
(0.027) (0.027) (0.038) (0.038)
Working with Diverse Groups of Students -0.038 -0.037 -0.010 -0.008
(0.024) (0.024) (0.029) (0.029)
Teacher Controls X X
R? 0.010 0.013 0.012 0.015
Observations 809 809 809 809
Clusters/Teachers 269 269 269 269

Notes: Teacher controls include a categorical control for experience (0, 1, 2-5, and 6+ years).
Standard errors are clustered at the teacher level.* p < 0.05, ** p <0.01, *** p <0.001
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Figure Al. Professional Reference Survey Form

Thank you for taking this additional step to help us better understand the skills and qualifications of applicants to SPS.
This short survey shouldn't take more than 5 minutes to complete. Your responses are confidential and will never be
shared with the applicant you are rating.

Based on your professional experience, how do you rate this candidate relative to her/his peer group in terms of
the following criteria (hover the cursor over each criterion for further description)?

Reference name: TEST

Among the
RIErTES Dz Outstanding Excellent ETEEEE Below Mo Basis For
category for encountered {well above Average
a oL . (top 5%) (top 10%) Average Judgement

escription) in my career average)
(top 1%)

Challenges
Students
Classroom
Management
Working with
Diverse Groups
of Students
Interpersonal
Skills /
Collegiality
Student
Engagement
Instructional
Skills
Please select the teaching competency in which the candidate is STRONGEST.
Flease Select Cne v
If you had to choose, in which competency would you say the applicant is WEAKEST?
Flease Select One v
Overall, how would you rate the candidate?

Among the

= Outstanding Excellent Lz el Below Mo Basis For

encountered {well above Average

o (top 5%) (top 10%) Average Judgement

in my career average)

(top 1%)

Is there anything else you feel we should know about the applicant? (response optional)

Subrmit
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Figure A2. Distribution of Reference Ratings on the Overall Criterion by Reference Type

100%
|

40% 60%  80%
| | 1

20%
|

All Colleague Other
Relationships

Inst. Coach/ Cooperating University Principal/
Dept. Chair Teacher Supervisor  Other Supervsisor

P "Excellent (top 10%)"
I "Average"

B 'Among the best (top 1%)" I "Outstanding (top 5%)"

B 'Very Good"
B 'Below Average"

Source: Goldhaber et al. (2021), page 6.
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Appendix B: Further Evidence on Selection into the Sample

As an additional robustness check, we adopt an alternative approach to leveraging
variation in the amount of competition faced by applicants for a teaching position (due to small
sample sizes in the value-added models, we only perform this exercise for the TPEP sample).
First, we define job types based on the subject areas described in the job postings. Second, using
the same sample from the first stage of the Heckman model, we use each unique combination of
job types applied to by applicants to define different “applicant bins.” Applicants who only
applied to elementary grade teacher positions, for example, are grouped into one bin, while those
who applied to secondary STEM positions are grouped into a different bin. We also create
unique bins for applicants who apply to multiple categories: both elementary grade teacher and
special education positions, for instance.

If selection is affecting our estimates, we would expect the selection-effect to be stronger
among the types of teaching positions where the hired teachers faced greater levels of
competition to obtain their positions. To look for evidence of this dynamic, we estimate TPEP
outcome models on the sample of applicants with a status of Hired with and without applicant-
bin fixed effects. We also estimate models excluding teachers hired from applicant bins where
less than 30% of applicants are hired—i.e., thereby excluding the most competitive job types—to
look for evidence of selection.

The results suggest that our findings are not influenced by sample selection. Specifically,
when applicant-bin fixed effects are included in the TPEP outcome model, we find that the
results are quite similar (see Table B1). Finally, when we estimate models excluding hired

applicants from bins where fewer than 30% of applicants obtained a position—this excludes
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roughly half of the sample—we find that the coefficient on GRM is again very similar to that
obtained from the full applicant-bin fixed effects sample. Overall, we fail to find evidence that
our results are significantly biased by selection into the sample.

Table A12. Evidence on Sample Selection Using Applicant-Bin Fixed Effects

With Applicant Bin
FE's, excluding bins
With Applicant-Bin with few than 30% of

Without FE's FE's applicants hired
(@) 2) 3) “4) () (6)
GRM 0.161%%*  0.144***  (.138***  (0.133%**  (.141***  (.123*%*

(0.030)  (0.031)  (0.026)  (0.027) (0.042)  (0.047)

Teacher Controls X X X
R? 0.026 0.074 0.584 0.604 0.748 0.773
Observations 1,963 1,963 1,963 1,963 978 978
Clusters/Teachers 594 594 594 594 284 284

Notes: GRM is the standardized summative reference ratings measure described in Section 3.2.
Teacher controls include a categorical variable for experience (0, 1, 2-5, and 6+ years). Applicant
bins are defined by unique combinations of job types applied to by an applicant in a given hiring
year, where job type is determined by the subject area of the position. Standard errors are
clustered at the applicant level. * p <0.05, ** p <0.01, *** p <0.001
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