Abstract
This paper provides new evidence on educational inequality and reviews the literature on the causes and consequences of unequal education. We document large achievement gaps between children from different socio-economic backgrounds, show how patterns of educational inequality vary across countries, time, and generations, and establish a link between educational inequality and social mobility. We interpret this evidence from the perspective of economic models of skill acquisition and investment in human capital. The models account for different channels underlying unequal education and highlight how endogenous responses in parents’ and children’s educational investments generate a close link between economic inequality and educational inequality. Given concerns over the extended school closures during the Covid-19 pandemic, we also summarize early evidence on the impact of the pandemic on children’s education and on possible long-run repercussions for educational inequality.

Keywords: educational inequality, education finance, children

This paper was produced as part of the Centre’s Education and Skills Programme. The Centre for Economic Performance is financed by the Economic and Social Research Council.

This chapter has been prepared for the Handbook of the Economics of Education Volume 6. We thank Kwok Yan Chiu, Ricard Grebol, and Ashton Welch for excellent research assistance and the editors, John Jerrim, Sandra McNally, Anders Björklund, Jonas Radl, Martin Hällsten, and Christopher Rauh for helpful comments. Financial support from the National Science Foundation (grant SES-1949228), the Comunidad de Madrid and the MICIU (CAM-EPUC3M11, H2019/HUM-589, ECO2017-87908-R) is gratefully acknowledged. This paper uses data from the National Educational Panel Study (NEPS): Starting Cohort 4–9th Grade, doi:10.5157/NEPS:SC4:1.0.0, Next Steps: Sweeps 1-8, 2004-2016. 16th Edition. UK Data Service SN: 5545 http://doi.org/10.5255/UKDA-SN-5545-8, Longitudinal Studies of Australian Youth (LSAY): 15 Year-Olds in 2003, doi:10.4225/87/5IOBPG, Education Longitudinal Study (ELS), 2002: Base Year. https://doi.org/10.3886/ICPSR04275.v1.

Jo Blanden, University of Surrey and Centre for Economic Performance, London School of Economics. Matthias Doepke, Northwestern University. Jan Stuhler, Universidad Carlos III de Madrid.

Published by
Centre for Economic Performance
London School of Economics and Political Science
Houghton Street
London WC2A 2AE

All rights reserved. No part of this publication may be reproduced, stored in a retrieval system or transmitted in any form or by any means without the prior permission in writing of the publisher nor be issued to the public or circulated in any form other than that in which it is published.

Requests for permission to reproduce any article or part of the Working Paper should be sent to the editor at the above address.

1 Introduction

In modern economies, people’s livelihoods are based in large part on skills acquired through education. The importance of such skills has steadily increased over time. Whereas in the early nineteenth century few children received any formal education at all, large fractions of recent cohorts in high-income countries continue their studies through higher education and spend a substantial part of their lives enrolled in school and university. The benefits of education extend not just to higher earnings in the labor market and more secure employment, but also include wider advantages such as better health (Lleras-Muney 2005), higher life satisfaction (Powdthavee, Lekfuangfu, and Wooden 2015), reduced criminal behavior (Lochner 2020), and greater civic participation (Lochner 2011).1

The essential economic role of education implies that unequal education can be a driver of unequal outcomes between different groups in society. What is more, educational inequality is at the root of low social mobility across generations. If only the children of wealthy and successful parents have access to the best educational opportunities, inequality will be more persistent across generations compared to a society where education is less dependent on family background. Understanding the nature and determinants of educational inequality is therefore crucial to the study of overall economic inequality and of the distribution of economic opportunity in society.

This chapter reviews the literature on educational inequality and presents new evidence on the extent to which family background is associated with differences in educational outcomes. We also discuss the mechanisms that underlie socio-economic gaps and examine how economic conditions, institutions, and policies shape these gaps. Lastly, given the importance of education inequality for social mobility, we endeavor to understand what the future may hold: will socio-economic gaps in education close, or are they likely to become even more marked in the future?

We start by documenting test score gaps by family background using internationally comparable data from the OECD’s Programme for International Student

1See Gunderson and Oreopolous (2020) for a survey of economic returns to education and Oreopoulos and Salvanes (2011) for an overview of non-pecuniary benefits.
Assessment (PISA). We show that in all countries considered, there are large achievement gaps between students from families of higher versus lower socioeconomic status. In addition, achievement gaps within countries are wide compared to the observed variation in average achievement across countries. Using longitudinal data for a smaller set of countries, we document similar socioeconomic gaps in terms of educational attainment. We then discuss how socioeconomic gaps vary between countries, over time, and across generations, as well as how they relate to other aspects of economic inequality. We emphasize, in particular, two prominent empirical findings in the recent literature, both of which are central to our discussion of the mechanisms underlying educational inequality.

The first finding is the so-called “Great Gatsby Curve,” whereby countries or regions with high economic inequality tend to have low intergenerational mobility in income (Hassler, Rodríguez Mora, and Zeira 2007, Corak 2013, Blanden 2013). Educational inequality is a potential source of the Great Gatsby Curve: if higher inequality increases the gap in educational achievements between children from richer and poorer families, lower social mobility is likely to follow. Accordingly, we examine the empirical relationship between income inequality and inequality by family background in educational outcomes. In terms of educational achievements in school, this link is fairly weak. That is, more unequal countries generally do not have wider test score gaps between students at the top and bottom ends of the socioeconomic scale. In contrast, there is a strong and robust relationship between income inequality and the intergenerational correlation in educational attainment: the “Educational Great Gatsby Curve.” The observation that income inequality matters much for attainment but little for achievement, as measured by test scores at school, helps shed light on the channels underlying the overall link between economic inequality and social mobility. In particular, mechanisms that generate socio-economic gaps in educational attainment conditional on achievement—such as financial constraints in higher education or different educational aspirations between families of different backgrounds—are likely to play a role.

The second finding is that educational inequality is surprisingly persistent across multiple generations. Simply extrapolating observed parent-child correlations
would imply substantial regression to the mean when considering social mobility between grandparents and children, and little persistence in the economic status of different families over three or four generations. Yet, recent empirical evidence shows that differences in economic status across families instead persist over many generations (e.g., Clark 2014, Lindahl et al. 2015). One potential explanation for this puzzle is that conventional measures of social mobility from parents to children may understate persistence because educational advantages cannot be fully captured by simple summary measures such as years of schooling. For example, horizontal stratification in the learning process, such as variation in the quality of the educational institutions attended by children from richer and poorer families, may have an additional impact on intergenerational persistence. Similarly, a comparison of distant kins suggests that conventional measures also understate the contribution of assortative mating to educational inequality and low social mobility (Collado, Ortuño-Ortín, and Stuhler 2022).

After reviewing this evidence, we lay out models to understand the mechanisms that drive educational inequality. We first consider the role of parental investments, public investments, and neighborhood and peer effects in determining children’s educational achievements throughout their school years. We then consider the roles of ability, financial constraints, and uncertainty in young adults’ decisions to go to and complete college. In a last step, we consider simple models of intergenerational transmission in an effort to explain the sources of high multi-generation persistence. The models frame our discussion of the related theoretical and empirical literatures.

A main insight from our model of skill acquisition during childhood is that the central role of parents in shaping their children’s education generates a link between different sources of educational inequality. Parents invest in their children’s skills directly, from talking and playing with them in the early years, to helping them with homework and studying later on. They are, however, constrained in these choices by inequalities in time, skills, and money, and their investments furthermore depend on other inputs such as the quality of public schools. Parents also shape peer and neighborhood experiences by choosing where to live and in which schools and extra-curricular activities to enroll their children. Their deci-
sions in these matters add to inequality in school inputs, particularly in settings such as the United States where public school quality varies considerably and there are expensive private school options.

Parental decisions also underlie interconnections between inequality in the economy at large, educational inequality, and social mobility. The economic approach to parenting envisions parental decisions as being informed by concern over children’s welfare or economic success. If economic conditions are such that returns to formal education are high, parents worry more about the quality of schools that their children attend, push their children harder towards educational achievement, and attempt to endow them with preferences and aspirations that favor high educational attainment. But not everyone is able to make the same investments: higher inequality also implies a wider resource gap between richer and poorer parents in terms of both money and time. Hence, a more unequal economic environment results in greater educational inequality and lower intergenerational mobility: the “Great Gatsby Curve” arises.

Socioeconomic differences can arise both from what parents “do,” namely differing kinds of investment in children’s education, and from what they “are,” as captured by the notion of endowments in the classic Becker and Tomes (1979) model of intergenerational transmission. The descriptive evidence in Section 2 reflects both of these influences, as do our models. Endowments can include not only parents’ initial wealth, educational attainment, and genetic determinants of ability, but also factors such as aspirations, values, and social norms, as long emphasized in sociological studies (Erikson 2019) as well as in recent economic work (Bursztyn and Jensen 2015). That said, our analysis in Section 5 of multi-generation transmission suggests that empirical findings based on two generations and focusing on standard measures of education may miss some types of endowments and could consequently understate the wider transmission of advantages and disadvantages. This argument aligns with earlier results based on the comparison of intergenerational and sibling correlations (Björklund and Salvanes 2011, Björklund and Jäntti 2012).

Broader family endowments—beyond income, wealth, and educational attainment—that are transmitted strongly from generation to generation might also explain
high multi-generational persistence. Such persistent endowments are unlikely to primarily consist of genetic characteristics, as persistence across generations would be low unless assortative mating on genetic ability were extraordinarily strong. A more probable candidate would be a persistent family culture, capturing, for example, how a family views its position in society. While economic models of the intergenerational transmission of values and attitudes exist (e.g., Bisin and Verdier 2001, Doepke and Zilibotti 2008), an exploration of their ability to account for high multi-generational persistence has yet to be pursued.

The central role of publicly provided inputs in education, together with the prospect of lower social mobility due to educational inequality, has given rise to a number of policy questions. Should the government do more to guarantee equal access to, or even success in, education for children from different backgrounds? If so, what specific policy measures are likely to be successful? We use our theoretical models to discuss how the literature has approached these questions. Policy interventions are especially desirable if there are inefficiencies in the level of educational investments or their distribution across children of varying socio-economic circumstances. Possible sources of inefficiencies include human capital externalities in production, spillovers such as peer effects in the classroom (see Epple and Romano 2011 for a review), informational frictions, and incomplete financial markets that make it difficult for poorer families to afford investments in education even if the returns are high. We use the examples of bottlenecks in the school system and financial constraints in access to higher education to illustrate the role of such inefficiencies. In addition, we review the evidence on a range of specific policy issues, including school funding, teacher quality, class size, and instruction time.

At the time of writing, the world is still in the grip of the coronavirus pandemic. School closures have been a highly visible aspect of the public health response. Our model of children’s skill acquisition demonstrates the important role played by schools in equalizing educational opportunities between children from different backgrounds. Several recent papers assess the implications of pandemic school closures for educational attainment and inequality (Jang and Yum 2020; Fuchs-Schündeln et al. 2021; Agostinelli et al. 2022). We consider the potential
impact of the Covid-19 pandemic on educational inequality in Section 6, where we discuss this literature together with insights from empirical work. Given public education’s role as “the great leveler,” widespread school closures are likely to have profound effects, leading to larger educational inequality among affected cohorts and consequent economic repercussions far into the future.

Our discussion builds on the contributions of Hanushek and Woessmann (2011) and Björklund and Salvanes (2011) in an earlier volume of this Handbook series. We focus on socio-economic gradients and do not explore inequality in educational outcomes by race or gender, although these dimensions are clearly important. Our discussion is informed by a human capital model that emphasizes differences in investment and skill development due to unequal resources and peer effects. It therefore accounts for some of the sources of racial differences but not others, such as discrimination. Recent surveys assessing racial and gender inequality and their underlying mechanisms include Blau and Kahn (2017) and Lang and Kahn-Lang Spitzer (2020). Other topics not addressed in detail here include the political determinants of educational systems, aspects of educational inequality specific to developing countries, the relationship between family structure and educational inequality, and the macroeconomic repercussions of educational inequality (Galor and Zeira 1993).

We conclude our review with a consideration of open research questions. While the literature on educational inequality has made tremendous progress, the nature of the subject also poses unique empirical challenges. The central role of parenting decisions makes it difficult to design randomized interventions, meaning that empirical evidence is primarily based on observational data that can be hard to interpret. Even with well-identified research designs, relevant outcomes (such as children’s future earnings and family decisions) may be realized only decades later (or generations later when analyzing long-run mobility). Furthermore, parenting and education decisions occur in a tremendous range of institutional and cultural contexts, which vary not only between but even within countries. Though not insurmountable, these issues imply that much has yet to be learned.

In the following section, we present new evidence on the extent of educational inequality in a set of high-income economies. In Section 3 we examine different
sources of educational inequality from the perspective of a model of child development. Section 4 extends this analysis to higher education, including issues such as student loans. Section 5 discusses mechanisms that can give rise inequalities in education and economic outcomes that extend across many generations. Section 6 considers the implications of the Covid-19 pandemic on inequality and Section 7 concludes.

2 Evidence on Educational Inequality

This section presents new evidence on the extent of educational inequality by family background in high-income economies. Inequality can be documented using different measures (e.g., educational attainment and test scores) and at various life stages. We start by looking at evidence on test scores from the OECD’s Programme for International Student Assessment (PISA), which allows us to construct measures of educational inequality at the high school level that are comparable across countries (OECD 2016). To document socio-economic gaps in higher education, we use longitudinal surveys for Australia, England, Germany, and the United States that provide information on family background, test scores, and educational attainment. Finally, we assess the contribution of educational inequality to the persistence of economic status over multiple generations through a review of recent evidence in the literature on intergenerational mobility.

2.1 Socio-Economic Gaps in Test Scores

Differences in educational achievements appear early in life and are large in all stages of educational attainment. Figure 1 provides a snapshot of achievement gaps in high school, comparing PISA scores at age 15. For each country, the figure plots the average score on the 2015 PISA assessment in mathematics (left panel) and reading (right panel), the average scores within the bottom and top quarters of the PISA index of socio-economic status (ESCS), as well as the gap between the two.

See also Hanushek and Woessmann (2011), who provide a comprehensive survey of economic research on differences in educational achievement based on earlier PISA waves, as well as the Trends in International Mathematics and Science Study (TIMSS), and the Progress in International Reading Literacy Study (PIRLS).
Figure 1: PISA scores by country and socio-economic background.

Notes: The figure reports the mean PISA 2015 results for OECD countries and the mean scores in the top and bottom quarters of the PISA index of economic, social, and cultural status (ESCS). The numbers refer to the gap between the mean scores in the top and bottom quarters for each country. Source: OECD (2016)

Two observations stand out. First, the gap in test scores between the top and bottom quarters of socio-economic status is pronounced in each of the 35 considered countries. Second, these socio-economic gaps are large compared to the overall differences in achievement between countries. Even in the best-performing countries such as Finland or Canada, the achievement of students from disadvantaged backgrounds is below the OECD average of 500 points. Furthermore, while the reported mean gap between countries rarely exceeds 50, the average gap by family background is 84 for reading and 86 for mathematics, corresponding to nearly one standard deviation.

How do these differences in test scores translate into differences in knowledge? While such conversions are conceptually problematic, a number of studies have estimated the grade equivalence of PISA points (OECD 2016). Moreover, learning
gains in national and international tests during a given year generally amount to between one-quarter and one-third of a standard deviation (Woessmann 2016). The evidence in Figure 1 therefore suggests that by the age of 15, children in the bottom quarter in terms of socio-economic background are more than two years behind their more advantaged peers. A strong connection between family background and student achievement has been well documented in the literature. However, the strength of this relation varies across countries, and can in part be explained by institutional differences in education systems (Hanushek and Woessmann 2011), as we further discuss in Section 3.8. Whether the magnitudes of these socio-economic gaps have changed over time remains more controversial, a point we return to in Section 2.5.

2.2 Socio-Economic Gaps in Educational Attainment

Beyond test scores, socio-economic differences also extend to educational attainment. Children from high-income families are more likely to continue on to post-secondary programs, and conditional on attending they are more likely to complete their studies and obtain a degree. Moreover, these gaps do not arise solely because children from well-off families perform better in school (as documented in the previous section). Socio-economic differences are pronounced even conditional on intermediate measures of achievement, such as test scores during high school.

To shed light on these patterns, we report results from four different data sets that contain detailed information on educational careers and family background. For England, we use Next Steps: the Longitudinal Study of Young People in England (LSYPE) (University College London 2021); for the United States, the Education Longitudinal Study (ELS) (National Center for Education Statistics 2019); for Australia, the Longitudinal Surveys of Australian Youth (LSAY) (Australian Government Department of Education and Employment 2017); and for Germany, the National Education Panel Study (NEPS, Blossfeld and Maurice 2011).

As a simple measure of family background, we use an indicator for whether at least one parent has obtained an level of education beyond high school. As shown

\footnote{For Germany, our definition of higher education includes intermediate school-leaving (Mittlere...}
Table 1: Description of Longitudinal Datasets

<table>
<thead>
<tr>
<th>Country</th>
<th>England</th>
<th>United States</th>
<th>Australia</th>
<th>Germany</th>
</tr>
</thead>
<tbody>
<tr>
<td>Name</td>
<td>Next Steps (formerly LSYPE)</td>
<td>Educational Longitudinal Study 2002</td>
<td>Longitudinal Survey of Australian Youth 2003</td>
<td>National Education Panel Study (NEPS), SC 4</td>
</tr>
<tr>
<td>Starting sample size</td>
<td>16000</td>
<td>17591</td>
<td>12500</td>
<td>16425</td>
</tr>
<tr>
<td>Grade and age in Wave 1 of Survey</td>
<td>9th grade, age 14</td>
<td>10th grade, standard age 15/16</td>
<td>Age 15 (70% in 10th grade)</td>
<td>9th grade, standard age 14/15</td>
</tr>
<tr>
<td>Parents with “higher education” (one parent more than secondary) (%)</td>
<td>50.5 [8494]</td>
<td>72.8 [15612]</td>
<td>54.3 [6536]</td>
<td>79.6 [8487]</td>
</tr>
<tr>
<td>Single parents (%)</td>
<td>22.2 [8450]</td>
<td>23.6 [13592]</td>
<td>21.6 [6593]</td>
<td>17.1 [6148]</td>
</tr>
<tr>
<td>Correlation between parents’ years of education</td>
<td>0.453 [5738]</td>
<td>0.590 [10298]</td>
<td>0.470 [6234]</td>
<td>0.518 [7834]</td>
</tr>
<tr>
<td>Correlation between math and reading test scores</td>
<td>0.785 [7861]</td>
<td>0.759 [15244]</td>
<td>0.760 [10370]</td>
<td>0.512 [8434]</td>
</tr>
<tr>
<td>Parent expects child to attend university (%)</td>
<td>58.6 [15513]</td>
<td>77.6 [12877]</td>
<td>N/A</td>
<td>56.8a [5725]</td>
</tr>
<tr>
<td>Student expects to attend university (%)</td>
<td>65.1 [15431]</td>
<td>72.2 [15273]</td>
<td>63.4 [10356]</td>
<td>66.2 [5023]</td>
</tr>
<tr>
<td>Studying for a degree at age 20 (%)</td>
<td>37.6 [8478]</td>
<td>43.1 [16162]</td>
<td>33.0 [6609]</td>
<td>46.1 [8309]</td>
</tr>
<tr>
<td>Definition of selective university</td>
<td>Russell Group (42 research intensive universities)</td>
<td>Four-year institutions with average test scores in top 20%</td>
<td>“Group of 8” research intensive universities</td>
<td>University program with minimum entry grade requirements</td>
</tr>
<tr>
<td>Studying at selective university at age 20 (%)</td>
<td>9.4 [8576]</td>
<td>19.5 [12226]</td>
<td>7.4 [6609]</td>
<td>28.6 [8309]</td>
</tr>
<tr>
<td>Degree obtained by age 25 (%)</td>
<td>26.8 [7569]</td>
<td>32.9 [16197]</td>
<td>47.3 [3700]</td>
<td>N/A</td>
</tr>
<tr>
<td>Attended at age 20 but no degree by age 25 (%)</td>
<td>36.2 [3539]</td>
<td>34.8 [9253]</td>
<td>15.0 [1598]</td>
<td>N/A</td>
</tr>
</tbody>
</table>

Notes: Square brackets report the sample sizes upon which the calculations are based. We restrict our sample to those who participated in or after wave 9 (NEPS) or to those for whom we have information on whether they started university (other samples). Variables are weighted using panel entry weights (NEPS) or the first wave of the sample in which the variable is observed (other samples).a Question relates to wishes rather than expectations.
in Table 1, this share varies between 50.5 (England) and 79.6 (Germany) percent, partially due to differences in the structure of the educational systems.

In Table 2, we regress the student’s standardized test scores in high school on our indicator for socio-economic background, for Australia, the United States, England and Germany. Note that these estimates reflect the overall importance of family background, for which parental education is a proxy, and not the causal effect of parental education itself.\textsuperscript{4} The results are similar across the four countries and across the school subjects: the average test score of children of less educated parents is between 0.4 and 0.6 standard deviations lower than that of children with highly educated parents, in both mathematics and reading.\textsuperscript{5} As shown in Table 1, the correlation in scores between the two subject areas is high in all four countries.

<table>
<thead>
<tr>
<th></th>
<th>England</th>
<th>US</th>
<th>Australia</th>
<th>Germany</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Standardised scores on parental higher education</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Mathematics</td>
<td>0.606</td>
<td>0.549</td>
<td>0.395</td>
<td>0.534</td>
</tr>
<tr>
<td></td>
<td>(0.030)</td>
<td>(0.024)</td>
<td>(0.027)</td>
<td>(0.028)</td>
</tr>
<tr>
<td>Reading</td>
<td>0.593</td>
<td>0.559</td>
<td>0.437</td>
<td>0.487</td>
</tr>
<tr>
<td></td>
<td>(0.028)</td>
<td>(0.022)</td>
<td>(0.029)</td>
<td>(0.033)</td>
</tr>
<tr>
<td>Sample size</td>
<td>7876</td>
<td>16197</td>
<td>10131</td>
<td>7672</td>
</tr>
</tbody>
</table>

Notes: All models are weighted using panel entry or longitudinal weights. Parental higher education is an indicator for whether at least one parent has obtained education beyond high school.

In Panel (a) of Table 3, we show socio-economic gaps in university attendance, Reife\textsuperscript{4} with vocational qualifications; for England this reflects having more than a GCSE qualification (obtained upon leaving school at age 16); and for the United States and Australia this means having a qualification higher than a high school diploma.

\textsuperscript{4}Based on a review of the literature and an application to Swedish data, Holmlund, Lindahl, and Plug (2011) conclude that intergenerational schooling associations are largely driven by selection rather than direct causal effects. Björklund and Jäntti (2020) note that the pattern is qualitatively similar for income, with estimates of the causal effect of parent on child income being much smaller than the corresponding descriptive associations.

\textsuperscript{5}See also Section 4.2 in Hanushek and Woessmann (2011) for a comprehensive review of international comparisons of socio-economic gaps in test scores.
reporting both unconditional estimates and estimates that condition on test scores in high school at around age 14 or 15 (depending on data source).\textsuperscript{6} The probability of attending university at age 20 is between 18 (Australia) and 28 (United States) percentage points higher for children of highly educated parents, as defined above. To illustrate the size of these effects compared to the baseline attendance rate (see Table 1) we also report odds ratios, which suggest that the odds of attending university—the proportion of students attending over those non-attending—are up to 3.4 times higher for children of highly educated parents.

Attainment gaps in higher education partially reflect achievement gaps in high school, and therefore narrow when controlling for test scores in math and reading. Differences in test scores explain about half of the gap in university attendance in the United States, Germany, and Australia. That said, the gaps remain large even conditional on test scores. For example, in Germany, students from more advantaged backgrounds are still 11 percentage points more likely to attend university than their peers with comparable test scores at age 14–15, compared to an overall attendance rate of 46 percent. Notably, conditional gaps are particularly large in the expensive US system and small in England, suggesting that costs and credit constraints may in part drive these differences.\textsuperscript{7}

To summarize, attainment gaps in higher education are large even conditional on observed achievement gaps in secondary school. Panel (b) in Table 3 shows qualitatively similar results for degree attainment by age 25.\textsuperscript{8}

Test scores are a noisy measure of achievement (Jacob and Rothstein 2016), such that the positive coefficient on family background conditional on test scores may still reflect differences in abilities (i.e., an omitted variable bias). The extent to which prior achievement can explain socio-economic differences in university attendance continues to be debated (Jerrim and Vignoles 2015). One way to

\textsuperscript{6}Attendance is defined as attending a professional academy, university of applied sciences, or university in Germany, as studying for a bachelors’ degree in England and Australia, or a four-year college degree in the United States.

\textsuperscript{7}Note that the English data refers to the period before fees were increased to their current relatively high level (Jerrim 2012). Though, Murphy, Scott-Clayton, and Wyness (2019) show that the new student finance arrangement has not led to a rise in socio-economic gaps in participation.

\textsuperscript{8}These estimates are not computed for Germany as completion by age 25 is relatively less common.
investigate this concern is to control for a more extensive set of ability measures and test scores. In the German sample, for example, the coefficients on parent education decrease slightly but still remain large when accounting for these additional controls.

Why might parental background affect attendance even conditional on ability? In Section 4, we present a model of dynamic human capital investments that sheds light on the role of financial resources. Under perfect financial markets (as for example in Becker and Tomes 1979), university attendance should not vary with family background, once we condition on acquired skills at the end of secondary school. However, in the presence of borrowing constraints, attendance increases in the financial assets of the parents, conditional on skill. Even if borrowing constraints are not binding, attendance will increase in financial assets if higher education is a risky endeavour, as the disutility of risk is greater for families with low financial resources.

2.3 Socio-Economic Gaps within Higher Education

Higher education institutions vary in quality. Likewise, there are substantial differences in the rigor of and economic returns offered by different majors and programs of study in a given university. Hence, additional socio-economic gaps may be present in terms of where students from richer and poorer families study and which courses they take.

Indeed, socio-economic gaps in attendance rates are greater when we restrict our analysis to selective universities (as defined in Table 1), which tend to attract better students. For example, in Australia, the odds ratio conditional on test scores of attending any university is 1.6, but increases to 2.3 for the eight leading public universities. Panel (c) of Table 3 provides further details on this result, where we see that in the other countries as well, children of highly educated parents are much more likely to study at a selective institution at age 20. Access to elite

---

9See also Boudon (1975) and the sociological literature on primary effects, namely gaps in actual academic performance, and secondary effects, which include social origin influences that operate over and above academic performance. For example, Jackson et al. (2007) find that secondary effects account for at least one quarter, and possibly up to one-half, of class differentials as measured by odds ratios in England and Wales.
Table 3: Associations between University Attendance and Parental Education

<table>
<thead>
<tr>
<th></th>
<th>England</th>
<th>US</th>
<th>Australia</th>
<th>Germany</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>(a) Attending university at age 20 on high parental education</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td><strong>Unconditional</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Regression Coefficient</td>
<td>0.226</td>
<td>0.277</td>
<td>0.177</td>
<td>0.251</td>
</tr>
<tr>
<td>(0.012)</td>
<td>(0.012)</td>
<td>(0.012)</td>
<td>(0.016)</td>
<td></td>
</tr>
<tr>
<td>Odds-Ratio</td>
<td>2.727</td>
<td>2.441</td>
<td>2.256</td>
<td>2.049</td>
</tr>
<tr>
<td>(0.151)</td>
<td>(0.207)</td>
<td>(0.149)</td>
<td>(0.234)</td>
<td></td>
</tr>
<tr>
<td>Conditional on maths and reading scores</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Regression coefficient</td>
<td>0.074</td>
<td>0.142</td>
<td>0.087</td>
<td>0.114</td>
</tr>
<tr>
<td>(0.011)</td>
<td>(0.011)</td>
<td>(0.01)</td>
<td>(0.016)</td>
<td></td>
</tr>
<tr>
<td>Odds-ratio</td>
<td>1.431</td>
<td>2.204</td>
<td>1.577</td>
<td>1.865</td>
</tr>
<tr>
<td>(0.089)</td>
<td>(0.145)</td>
<td>(0.119)</td>
<td>(0.171)</td>
<td></td>
</tr>
<tr>
<td>Sample size</td>
<td>7861</td>
<td>15612</td>
<td>6487</td>
<td>6869</td>
</tr>
<tr>
<td><strong>(b) Obtaining a degree by age 25 on high parental education</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td><strong>Unconditional</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Regression Coefficient</td>
<td>0.166</td>
<td>0.222</td>
<td>0.217</td>
<td></td>
</tr>
<tr>
<td>(0.011)</td>
<td>(0.011)</td>
<td>(0.02)</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Odds-Ratio</td>
<td>2.375</td>
<td>3.142</td>
<td>2.481</td>
<td></td>
</tr>
<tr>
<td>(0.149)</td>
<td>(0.202)</td>
<td>(0.226)</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Conditional on maths and reading scores</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Regression coefficient</td>
<td>0.058</td>
<td>0.107</td>
<td>0.124</td>
<td></td>
</tr>
<tr>
<td>(0.011)</td>
<td>(0.010)</td>
<td>(0.02)</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Odds-ratio</td>
<td>1.354</td>
<td>1.976</td>
<td>1.817</td>
<td></td>
</tr>
<tr>
<td>(0.090)</td>
<td>(0.138)</td>
<td>(0.174)</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Sample size</td>
<td>7023</td>
<td>15612</td>
<td>3685</td>
<td></td>
</tr>
<tr>
<td><strong>(c) Attending selective university at age 20 on high parental education</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td><strong>Unconditional</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Regression Coefficient</td>
<td>0.093</td>
<td>0.179</td>
<td>0.073</td>
<td>0.157</td>
</tr>
<tr>
<td>(0.007)</td>
<td>(0.010)</td>
<td>(0.006)</td>
<td>(0.014)</td>
<td></td>
</tr>
<tr>
<td>Odds-Ratio</td>
<td>4.129</td>
<td>4.600</td>
<td>3.310</td>
<td>2.841</td>
</tr>
<tr>
<td>(0.436)</td>
<td>(0.489)</td>
<td>(0.403)</td>
<td>(0.219)</td>
<td></td>
</tr>
<tr>
<td>Conditional on maths and reading scores</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Regression coefficient</td>
<td>0.036</td>
<td>0.076</td>
<td>0.048</td>
<td>0.069</td>
</tr>
<tr>
<td>(0.006)</td>
<td>(0.009)</td>
<td>(0.006)</td>
<td>(0.014)</td>
<td></td>
</tr>
<tr>
<td>Odds-ratio</td>
<td>1.735</td>
<td>2.463</td>
<td>2.255</td>
<td>1.615</td>
</tr>
<tr>
<td>(0.194)</td>
<td>(0.283)</td>
<td>(0.285)</td>
<td>(0.158)</td>
<td></td>
</tr>
<tr>
<td>Sample size</td>
<td>7861</td>
<td>11780</td>
<td>6487</td>
<td>6869</td>
</tr>
</tbody>
</table>

Notes: All models are weighted using panel entry or longitudinal weights. Parental higher education is an indicator for whether at least one parent has obtained education beyond high school.
institutions can be particularly unequal. For example, Chetty et al. (2017) find that in the United States, children whose parents are in the top 1 percent of the income distribution are 77 times more likely to attend an Ivy League college than those whose parents are in the bottom income quintile.\footnote{Such attainment gaps can also generate direct intergenerational spillovers. For example, Barrios-Fernández, Neilson, and Zimmerman (2022) show that parents’ admission to an elite college program causally changes their children’s educational paths, making them more likely to attend an elite private school or college themselves.}

In addition to the quality of the institution, socio-economic gaps can also be observed in the field of study. For example, Hällsten and Thaning (2018) find that conditional on previous achievement, about 25 percent of the variation in tertiary field choices in Sweden can be explained by parental background (parents’ education, occupation, income, and wealth). These results illustrate that educational attainment varies not only in a quantitative sense, but also qualitatively, in terms of the achievement conditional on the time spent on schooling (Blanden and Macmillan 2016). These differences are in turn an important source of economic inequality and immobility: different fields of study are associated with considerably different payoffs (Kim, Tamborini, and Sakamoto 2015), even after accounting for sorting and variance in the quality of institutions or peer groups (Dale and Krueger 2014, Kirkeboen, Leuven, and Mogstad 2016).\footnote{Moreover, children often choose the same field as their parents, contributing to the intergenerational persistence of educational inequality. Using a regression discontinuity design, Altmejd (2021) shows that a large share of this association is causal, with children being particularly likely to follow their parents’ choice in high-paying degrees such as medicine, business, law, and engineering.}

These and other forms of horizontal stratification have long been highlighted in the sociological literature (Gerber and Cheung 2008; Torche 2011) and have increasingly also been the subject of economic research. As college shares are stabilizing in many countries, the relative importance of qualitative dimensions of stratification in reproducing inequalities could well be on the rise. Accordingly, the differentiation of educational systems in advanced industrialized societies may increasingly warrant a multidimensional approach that classifies education not only hierarchically by level of education but also by horizontal characteristics, such as field of study (Andrade and Thomsen 2017). That said, quantifying and comparing the extent of horizontal stratification to socioeconomic gaps in the
vertical dimension poses a challenge (Hällsten and Thaning 2018).

Summary measures of educational inequality and intergenerational mobility tend to focus on years of schooling, abstracting from achievement gaps between students attending the same grade, or from horizontal segregation in institutional quality or field of study. They consequently might understate not only the extent of educational inequalities in the cross-section, but also their persistence across generations. We return to this theme below.

2.4 Economic Inequality and Intergenerational Mobility

Gaps in student achievement as documented here have implications for the intergenerational transmission of advantages from parents to children. Education is considered to be the key mediator in the intergenerational persistence of socio-economic status in both the economics and sociology literatures (Goldthorpe 2014). Economic models in the tradition of Becker and Tomes (1979) interpret educational attainment as an investment decision, subject to financial constraints and affected by market conditions. In such models, a rise in economic inequality can make financial constraints more binding for low-income parents, and hence reduce social mobility. A more recent class of theories models the dynamics of human capital investments over multiple stages in the life cycle and allows for parental investments in terms of both money and time, educational investments at school, and neighborhood and peer effects (see Section 3). In such models, additional links between economic and educational inequality arise, implying that cross-sectional inequality is a key determinant of intergenerational persistence.

Given that income inequality has increased considerably in many developed countries, recent research on intergenerational mobility has devoted much attention to this potential feedback from economic to educational inequality. Does greater economic inequality actually lower intergenerational mobility? A stylized fact consistent with this hypothesis is the observation that nations with high cross-sectional inequality tend to have low intergenerational mobility in income, an observation often referred to, as mentioned above, as the “Great Gatsby Curve” (Corak 2013; Blanden 2013; OECD 2018). This association implies a double disadvantage for poor families when inequality is high: not only are the income gaps
larger, but their children are also more likely to remain poor themselves. The robustness of this cross-country evidence remains, however, debated, partly due to considerable uncertainty regarding the available estimates of income mobility (Mogstad and Torsvik 2021).\footnote{Standard measures of income mobility are subject to potentially large attenuation and life-cycle biases (Nybom and Stuhler 2017, Deutscher and Mazumder 2021). Mogstad and Torsvik (2021) further argue that a cross-country association between inequality and income mobility is not clear, in that it appears to be driven by differences between just three clusters of countries: developing countries with high inequality and low mobility; a small set of Nordic countries with low inequality and high mobility; and the majority of the OECD countries with intermediate levels of income inequality and mobility.}

One intriguing question is whether the negative relation between inequality and mobility also holds for educational mobility.\footnote{Empirically, the two dimensions of mobility are closely related: the correlation between estimates of income mobility and educational mobility is around 0.7 across developed countries (Stuhler 2018).} The answer matters for two reasons. First, the data requirements for measuring educational outcomes are lower than for income, and the estimates likely more comparable across countries, in particular when based on standardized international assessments such as PISA. The resulting evidence may therefore be more robust to mismeasurement. Second, the association between income inequality and educational gaps is directly related to the key investment mechanism in standard economic models, as considered in Section 3.\footnote{Durlauf, Kourtellos, and Tan (2022) describe a wider class of theories and mechanisms to explain the Great Gatsby Curve, including models involving social interactions and segregation.} Evidence on this association could therefore be indicative of the mechanisms underlying the Great Gatsby Curve in income.

Following this reasoning, we explore the “Educational Great Gatsby Curve” in Figure 2. The left panel plots the gap in test scores between the bottom and top quarters of the PISA index of socio-economic status (as shown in Figure 1) against a measure of income inequality (the Gini Coefficient in pre-tax income). Overall, the relationship is weak. We do not observe any clear relationship between income inequality and mobility in student performance in high-income countries, and only a weak positive relationship for developing economies. This result aligns with the work of Carneiro and Toppeta (2021) who, using data for younger children from the Second Regional Comparative and Explanatory Study (SERCE), do not find a relationship between income inequality and socio-economic gradients in
Figure 2: The Educational Great Gatsby Curve.

Notes: Scatter plot of the 2012 World Bank Gini (or nearest available year) against the gap in average 2015 PISA scores in reading and mathematics between the top and bottom quarters of socio-economic background (Source: OECD 2016) in Panel (a) and of the intergenerational correlation in parents’ highest and child’s years of schooling (Source: Global Database on Intergenerational Mobility, The World Bank 2018) in Panel (b).

test scores across Latin American countries.  

The right panel in Figure 2 plots a measure of immobility in educational attainment, namely the intergenerational correlation in years of schooling against income inequality.  

15The strength of the relationship may, however, vary with alternative measures of mobility or inequality. Esping-Andersen (2004), for example, documents a strong positive cross-country relation between inequality and immobility in cognitive skills as measured in the International Adult Literacy Survey (IALS). Godin and Hindriks (2018) find a similar positive relation in PISA test scores, which may in part be due to tracking: the segregation of pupils based on academic ability is not only associated with greater inequality in test scores (Hanushek and Woessmann 2006) but also with lower mobility (Godin and Hindriks 2018) and greater inequality of opportunity (Ferreira and Gignoux 2014).

16In documenting educational inequality, a reliance on attainment gaps as reported in Table 3 can be sensitive to the share of individuals achieving a given level of education or the relative size of the groups being compared. Using the intergenerational correlation between parents and children in years of schooling offers a more robust alternative. However, years of schooling may capture only part of the overall variation in skills (Hanushek and Woessmann 2020b), an issue we return
oping and developed countries. These results are in line with the findings of Jerrim and Macmillan (2015) who, using data from the International Assessment of Adult Competencies (PIAAC), study the role of education in explaining the Great Gatsby Curve. They show that not only the intergenerational correlation in schooling but also the returns to schooling increase with income inequality, with both channels contributing to the observed Great Gatsby Curve in income.

The cross-country relationship between income inequality and intergenerational mobility is therefore stronger for educational attainment than for educational performance. The model provided in Section 3 provides one potential explanation for this pattern: if financial markets are imperfect, educational investments increase with parental resources, even conditional on a student’s academic performance. The contrasting pattern in Figure 2 could therefore be indicative of differences in educational investments and choices net of performance in high school being an important driver of the Great Gatsby Curve in income. That said, comparisons based on PISA are still hampered by data limitations (Zieger et al. 2020), and more research is needed to confirm the relation between socio-economic gaps in test scores and income inequality.

Drawing firm conclusions from international comparisons is, of course, challenging given the myriad ways in which countries differ (Durlauf and Seshadri 2018). Following Chetty et al. (2014), recent studies have instead estimated intergenerational mobility at the local level within particular countries, so as to assess whether inequality and mobility are related when other institutional aspects are held constant. Generally, this data confirms the Great Gatsby hypothesis of a

to below. See also Hertz et al. (2008) for additional evidence on intergenerational correlations in schooling for a large set of countries.

17 See also Neidhöfer, Serrano, and Gasparini (2018), who find a pronounced positive relationship between income inequality and educational persistence across 18 Latin American countries, and Blanden (2013) who shows that the Great Gatsby Curve also holds for intergenerational persistence in education.

18 This interpretation is furthermore consistent with the observation that the share of public expenditures in schooling is negatively correlated with income inequality (Rauh 2017).

relation between income inequality and income mobility. For example, comparing regional estimates from Italy, Spain, Sweden, and the Netherlands, Fregoni, Havari, and Stuhler (2021) report a pronounced negative relation for all four countries. A fruitful direction for future work would be to explore whether these within-country Great Gatsby Curves are more pronounced for educational mobility than for income mobility, as appears to be the case for between-country comparisons.

2.5 Economic Inequality and Educational Inequality over Time

In most high-income countries, economic inequality has risen substantially in recent decades (see for example Krueger et al. 2010). If the cross-sectional relationship between inequality and social mobility also held within countries over time, we would expect social mobility to have declined over the same period. However, the evidence to this regard is mixed. It is useful here to distinguish between trends in educational inputs and those in educational outcomes. In terms of inputs, studies indeed show widening inequality and hence lower mobility over time. Ramey and Ramey (2010) document, for example, that more educated parents in the United States have increased the time spent on child care much more than less educated parents, and monetary investments are likewise diverging between families at different places along the income scale (Corak 2013; Kornrich and Furstenberg 2012; Schneider, Hastings, and Labriola 2018; see also Section 3.3 for a more detailed discussion).

The picture is less clear regarding educational outcomes. In an influential study, Reardon (2011) argues that achievement gaps in the United States have grown considerably over the last 50 years, and are 30 to 40 percent larger among children born in 2001 than among those born twenty-five years earlier. In contrast, Hanushek et al. (2020) estimate that achievement gaps between the top and bottom quarters of the SES distribution have remained remarkably constant. Their contrasting findings can be traced to differing data sources and definitions of family background. While Reardon (2011) combines many different achievement (2018) and Risa (2019) for Norway, Llaneras, Medina, and Costas (2020) for Spain, Heidrich (2017), Brandén (2019) and Nybom and Stuhler (2021) for Sweden, and Aydemir and Yazici (2019) for Turkey.
tests and considers parental income, Hanushek et al. (2020) restrict their analysis
to sources with more comparable variable definitions and use information on
parental education and home possessions rather than income. Meanwhile, in
combining 30 international large-scale assessments over 50 years, representing 100
countries, Chmielewski (2019) finds that achievement gaps have increased in most
countries. Jerrim (2012) instead documents a narrowing of PISA achievement
gaps in England and several other OECD countries.

The evidence regarding educational attainment is also mixed. In a broad analysis
of educational mobility in 42 countries, Hertz et al. (2008) find that the inter-
generational correlation in years of schooling remained stable over the late 20th
century, while the corresponding regression coefficient decreased markedly. In
an updated and extended analysis, Narayan et al. (2018) report that the correlation
coefficient has decreased slightly in high-income countries but remained stable or
increased in the developing world. Other studies have instead focused on absolute
attainment gaps. For example, Duncan, Kalil, and Ziol-Guest (2017) show that
in the United States, the gap in educational levels between children from richer
and poorer families grew from the 1970s to the 2000s, and argue that most of this
rise can be attributed to increasing income inequality. Others look at intermediate
outcomes, such as primary or secondary school completion. Such outcomes can
be measured at an earlier age and are therefore observable in standard house-
hold data, without the need to link parents and children across households. For
example, Dodin et al. (2021) exploit the fact that in Germany only the highest
secondary school track (Abitur) grants direct access to the university system, such
that adolescent track choices are predictive of economic opportunities later in life.

The choice of inequality measure matters, as educational expansions are associated
with systematic changes in both the average level and variance of schooling (Ram
1990), which affects some inequality measures more than others. For example,
secular trends in the probability of obtaining a primary or secondary degree
could also influence the intergenerational measures that are based on them.21

20The regression coefficient is directly scaled by the variance of schooling, and thus can change
rapidly in response to compulsory schooling requirements, educational expansions, or other policy
changes. See, for example, Nybom and Stuhler (2014) and Karlson and Landersø (2021).
21See, for instance, Dodin et al. (2021), who show that in the context of rising Abitur shares in
In particular, correlation estimates that abstract from changes in the variance of schooling tend to be more stable over time than those that do not, such as regression estimates (Hertz et al. 2008).

Overall, evidence for a systematic decrease in relative educational mobility in response to recent increases in income inequality is mixed. This observation stands in contrast to the evidence on increasing inequalities in educational inputs, the more robust cross-sectional relation between inequality and mobility, and the theoretical models discussed in the next section. It is possible that definitions of student achievement and socio-economic gaps measured at different points in time may not be sufficiently comparable. Either way, addressing the contrast between cross-sectional and time-series empirical results and theoretical predictions remains a challenge for further research on the question.

2.6 How Persistent Are Educational Inequalities?

Knowledge about the extent to which educational advantages and disadvantages persist is mainly based on simple summary statistics, such as the parent-child correlation in years of schooling (as shown in the right panel of Figure 2). These measures of mobility over a single generation (from parent to child) would, if they applied independently to each successive generation, imply that educational mobility over multiple generations is very high: the descendants of poor and rich families who lived, say, 150 years ago should have roughly the same average education and income today.

Nevertheless, there are several reasons why conventional parent-child measures may not capture the full extent to which inequalities are transmitted across generations. First, the descriptive association between parent and child education is only indirectly related to the structural mechanisms through which educational inequalities are transmitted and may therefore not be informative about the extent

Germany, absolute gaps by parental income have remained stable while the Q5/Q1 ratio—the share of children with a higher secondary school degree from the top quintile of the parental income distribution divided by the corresponding share in the bottom quintile—has decreased. Similarly, Blanden and Macmillan (2016) show that much of the reduction in inequality in educational attainment among recent cohorts in the UK is explained by the rising share of young people attaining educational thresholds previously only achieved by a minority.
to which educational inequalities persist in the long run, across multiple generations. Second, socio-economic gaps arise in all stages of educational attainment, such that years of schooling are only a coarse proxy of learning and educational achievements (as noted earlier). Parent-child correlations might therefore not only understate long-run persistence, but also the persistence of educational inequalities across even just one generation, from parents to children.

Recent studies confirm that parent-child associations are indeed missing part of the picture, and show that mobility across multiple generations is lower than a naive extrapolation from conventional parent-child measures would suggest. One way to demonstrate this point is to note that educational outcomes of ancestors remain predictive of child education, even after conditioning on parent education (e.g., Lindahl et al. 2015, Braun and Stuhler 2018, Colagrossi, d’Hombres, and Schnepf 2020). Specifically, in the regression of years of schooling $y_{it}$ in family $i$ in generation $t$ on parent and grandparent schooling,

$$ y_{it} = \alpha + \beta_p y_{i(t-1)} + \beta_{gp} y_{i(t-2)} + \epsilon_{it}, \quad (1) $$

the coefficient on grandparent schooling $\beta_{gp}$ tends to be positive and, often, sizable. To illustrate this, Figure 3 plots estimates of the coefficients $\beta_p$ and $\beta_{gp}$ from equation (1) as reported in the Global Database for Intergenerational Mobility (The World Bank 2018). With few exceptions, the coefficient estimates of $\beta_{gp}$ are positive. While some of these estimates are based on small and potentially selective (e.g., co-resident) samples, the resulting distribution appears representative of the range of estimates researchers find in more targeted studies. Summarizing the results from 40 different studies, Anderson, Sheppard, and Monden (2018) report that estimates of the coefficient $\beta_{gp}$ tend to be one quarter the size of the coefficient $\beta_p$, as is the case for the estimates reported in Figure 3.

That parent-child correlations may understate the role of family background has already been observed by Björklund and Salvanes (2011) in an earlier volume.
Figure 3: Educational Mobility across Three Generations.

Source: Global Database on Intergenerational Mobility, The World Bank (2018). The figure reports the estimated coefficients on the average education of parents and grandparents in samples with at least 200 observations.
of the Handbook of the Economics of Education. These authors relate sibling to intergenerational correlations and compare their size across countries, concluding that parental schooling accounts for but a minor part of the factors that siblings share, and that neighborhood effects explain only some of the remainder. Indeed, Björklund and Jäntti (2012) argue that intergenerational correlations represent only the “tip of the iceberg” of family background effects. An inability of conventional parent-child measures to accurately capture the extent to which advantages are transmitted across generations is also consistent with recent studies relying on name-based estimators. Following Clark (2014), such work examines the persistence of educational and socio-economic inequalities on surname levels. For example, using historical census data from Florence, Barone and Mocetti (2020) find persistence in earning advantages over nearly six centuries.\footnote{See Santavirta and Stuhler (2021) for a review of different name-based estimators and a list of recent contributions.}

Different methods therefore point to the same conclusion: traditional parent-child correlations understate the transmission of advantages and the persistence of educational inequalities across multiple generations. Why is this the case? The literature has focused on two broad classes of explanations: (i) educational advantages or their underlying determinants might be imperfectly observed in the data, and (ii) grandparents or extended family may have an independent causal influence on child education, over and above that of the child’s parents. While these two interpretations are different, both imply that researchers could gain a deeper understanding of the persistence of educational inequality by considering broader kinship, as opposed to the direct connection from parent to child. We return to this argument in Section 5.

3 A Model of Skill Acquisition and Educational Inequality

Our empirical analysis highlights various dimensions of educational inequality among children and young adults. The observation of pervasive educational inequality gives rise to a number of questions: What specific mechanisms are responsible for unequal outcomes? How do institutions, macroeconomic conditions, and inequality in other variables affect the degree of educational inequality? Are
policy interventions that push back against educational inequality needed, and if so, which might hold the most promise?

To organize our discussion of the literature addressing these questions, we present a model of human capital accumulation that captures multiple stages of skill acquisition and a variety of inputs (as in Cunha and Heckman 2007, Cunha, Heckman, and Schennach 2010, and Agostinelli and Wiswall 2016, among others).\textsuperscript{25}

3.1 Setup

Our model considers a family comprising a mother $f$ (female) and father $m$ (male) with skills $S_f$ and $S_m$ who are raising one child. The child’s skills evolve over two periods, early and late childhood. The skills of children and adults can be multi-dimensional vectors and include both cognitive and non-cognitive skills. The initial skills or endowments of the child at the beginning of childhood $s_0$ are a function of parental influences and luck:

$$s_0 = f_0(S_f, S_m, \epsilon_0),$$

where $\epsilon_0$ is a random term, and $f_0(\cdot)$ is increasing in each of the arguments.

In early childhood, the child’s skills evolve according to the skill accumulation technology:

$$s_1 = f_1(s_0, I_0, E_0, N_0, \epsilon_1)$$

(2)

Here $I_0$ are parental investments, $E_0$ are non-parental inputs such as preschool, $N_0$ are environmental influences such as peer effects, $\epsilon_1$ is a random term, and $f_1(\cdot)$ is increasing in each argument.

In late childhood, the skill accumulation technology takes the form:

$$s_2 = f_2(s_1, I_1, E_1, N_1, \epsilon_2)$$

(3)

where $s_2$ are the child’s skills at the beginning of adulthood and $\epsilon_2$ is a random term.

\textsuperscript{25}The importance of different stages of child development has long been recognized in the child development literature (Erikson 1950), and has recently been widely adopted in the economics literature.
Once again, we assume that skills $f_2(\cdot)$ are an increasing function of each of the arguments.

Parental utility depends on consumption and leisure and on the skill accumulation of the child. We model the way the child’s skills enter the parent’s utility function as:

$$W(s_2, X)$$

where $X$ captures economywide variables that capture the importance of skills, such as returns to education. The parents agree on their objectives and maximize a joint utility function. The parents’ full expected utility is given by:

$$V = E[U(C_0, C_1, L_0, L_1) + zW(s_2, X)].$$

Here $C_t$ and $L_t$ are parental consumption and leisure in the two periods $t \in \{0, 1\}$, and $z$ measures altruism, i.e., the weight at which the child’s welfare enters the parents’ decision problem. The parents maximize utility subject to the constraint set:

$$g(C_0, C_1, L_0, L_1, I_0, I_1, S_f, S_m, Y_0, Y_1, X) = 0.$$  

Here $Y_0$ and $Y_1$ represent parental income in the two periods. The constraint set can include regular budget constraints for monetary investments in children, time constraints, and also knowledge or ability constraints that depend on parental skills.

### 3.2 Sources of Educational Inequality

Our setup allows for a number of sources of educational inequality. Inequality can arise in terms of the actual skills acquired at different ages ($s_0$, $s_1$, and $s_2$) and in terms of the inputs and influences from parents, educational institutions, and the environment. When focusing on inequality in the overall skills acquired by the end of childhood $s_2$, we can identify the following sources of inequality:

1. **Inequality in parental skills.** Parents are heterogeneous in initial skills $S_f$ and $S_m$. For given other inputs, inequality in parental skills will result in inequality in children’s skills.
2. **Assortative mating.** A second source of educational inequality is assortative mating. If, for given inequality in the mother’s skill $S_f$ and other inputs, there is a positive correlation between the two parents’ skills, educational inequality will be higher.

3. **Inequality in parental inputs.** Educational inequality can also arise from inequality in parental investments $I_0$ and $I_1$. These investments are choices; inequality in investments are a proximate cause of educational inequality, but there are also ultimate causes for why different parents make different choices. Relevant factors include:

   (a) **Economic inequality.** Inequality in parental income $Y_0$ and $Y_1$ determines how affordable parenting investments are for parents of greater and lesser means. These income differences, in turn, may depend on educational, wage, and wealth inequality across parents. They can also arise from factors such as single parenthood, which may limit parental resources.

   (b) **Inequality in parental ability and skills.** The parental skills $S_f$ and $S_m$, in addition to having a direct impact on the child’s initial skills $s_0$, may also affect parents’ relative ability to provide effective educational investments.

   (c) **Inequality in preferences and aspirations.** Parents may differ in their overall degree of altruism towards children $z$, which translates into their willingness to invest in them. Moreover, there may also be inequality in parents’ aspirations for their children; for example, how they weigh economic success versus other aspects of their children’s quality of life. Such differences would be captured by variation in the function $W(\cdot)$.

The importance of these factors for inequality in parental investments may also depend on aggregate conditions $X$. For example, if market returns to education are high, parents will generally be more motivated to make investments in their children’s skills. This, in turn, can make economic constraints that vary across parents more binding, accentuating educational inequality.
4. **Inequality in educational inputs.** There can also be variation in the inputs $E_0$ and $E_1$ provided by educational institutions. In settings where some of these inputs are paid for directly by parents (i.e., private schools and preschools), the same determinants that also matter for parental inputs apply here as well. If these inputs are publicly provided, the organization and financing of the public education system matter for educational inequality.

5. **Inequality in environmental influences.** Lastly, educational inequality may arise from variation in the environmental influences $N_0$ and $N_1$. This variation may again depend in part on choices made by parents, such as which neighborhood to live in and which school to send their children to. Public policy also matters, for example when it comes to policies regarding school choice, housing policy, and taxation (e.g., the extent to which educational expenditures are paid for via local property taxes, as in the United States).

Few, if any, channels work independently of the others. Perhaps the strongest case for an independent channel behind educational inequality is the “nature” aspect of ability, i.e., genetic variation among children as one determinant of educational ability and achievement. But even this genetic variation is subject to economic mechanisms, such as the extent of assortative mating among parents. The choice of who to have children with is arguably in part determined by how a potential partner’s characteristics matter for children’s future success. For example, if returns to education are high, people should be more motivated to find a partner with high academic ability, which would make sorting by academic ability more assortative. Mare (2016) and Lundberg, Pollak, and Stearns (2016) argue that a mechanism of this kind is behind the rising marriage gap by education in the United States, where college graduates are now both more likely to marry each other and to get married in the first place.

The interdependence of the various channels begs further reflection on the deeper drivers of educational inequality. To this end, we first examine the impact of economic inequality (i.e., income and wealth inequality) on educational outcomes. We then focus specifically on neighborhood and peer effects and on the implications of the dynamic multi-stage skill acquisition technology (2)–(3) for the
effects of early versus late policy interventions. Lastly, we discuss evidence on the
determination and importance of parental investments $I_0$ and $I_1$ and on the role
of school inputs $E_0$ and $E_1$ for overall educational inequality.

### 3.3 Economic Inequality and Educational Inequality

The model highlights that parental inputs arise from decisions that depend on the
economic benefit that children will derive from education. This decision problem
implies that changes in the economic environment will feed back into parental
choices. A possibility that is particularly relevant for educational inequality is
that economic inequality can shape the inequality in investments of parents with
different socio-economic backgrounds.

To illustrate this possibility, consider a special case of the model where skills are
determined entirely by the parental investment $I_1$ in late childhood. There is a
single parent with skill $S$ and only two skill levels: low and high, $S, s_2 \in \{L, H\}$. The parent derives period utility from consumption according to felicity $U(C_1)$, and the only constraint for the parent is a budget constraint $C_1 = Y_1(S, X) - I_1,$ where the dependence of income $Y_1$ on skill $S$ and aggregate conditions $X$ captures the impact of skill returns on the income of parents with low and high skill. The variable $X$ here corresponds to the premium for high-skill labor. Accordingly, we set the income of workers with low and high skill to $Y(L, X) = \bar{w}$ and $Y(H, X) = \bar{w} + X$, respectively. Finally, the parent’s concern for their child’s future outcome $W(s_2, X)$ takes the form of a warm-glow preference derived from the child’s future wage, which depends on the returns to skill in the same way as adult income. Hence, if the child ends up with low skill, $s_2 = L$, we have $W(L, X) = \bar{w}$, and for a high-skill child $s_2 = H$ the parent derives utility $W(H, X) = \bar{w} + X$ from the child. We let the probability that the child will end up with $s_2 = H$ be given by $\min\{I_1, 1\}$.

The parent’s decision problem of choosing the investment $I_1$ can then be written as:

$$\max_{I_1} \{U(C_1) + z (\bar{w} + I_1X)\}$$

where $U(\cdot)$ is an increasing and strictly concave utility function and the maximiza-
tion is subject to
\[ C_1 = Y_1(S, X) - I_1. \]

The first-order condition for this decision problem is:
\[ U'(C_1) = zX, \]

that is, the parent equates the marginal utility of consumption (i.e., the disutility of reduced consumption from investing more in their child’s education) to the marginal benefit of a greater probability of the child reaching a high level of human capital, which depends on returns to education \( X \). Plugging in the values of \( C_1 \) and income \( Y_1(S, X) \) and writing the optimal investment of a parent with skill \( S \in \{L, H\} \) as \( I_1(S, X) \) we get:

\[ U'\left(\bar{w} - I_1(L, X)\right) = zX, \quad (4) \]
\[ U'\left(\bar{w} + X - I_1(H, X)\right) = zX. \quad (5) \]

We can now establish the following relationship of aggregate returns to education, parental investments, and educational inequality:

**Proposition 1 (Impact of Returns to Education on Educational Inequality).** If the solution for parental investment \( I_1(S, X) \) is interior for both low- and high-skill parents, a marginal increase in returns to education \( X \) will:

- **Raise the educational investment** \( I_1(S, X) \) **of all parents.**
- **Increase the difference** \( I_1(H, X) - I_1(L, X) \) **between the (higher) educational investment of high-skill parents and the (lower) investment of low-skill parents.**

**Proof:** The first part follows directly from the first-order conditions (4) and (5): if \( X \) increases on the right-hand side, marginal utility has to increase on the left-hand side, which implies that \( I_1(S, X) \) rises. The second part holds because an increase in \( X \) raises the income of high-skill relative to low-skill parents. The first-order condition (5) shows that this results in an additional increase in the investment \( I_1(H, X) \) of high-skill parents by the increase in \( X \). \( \square \)
The intuition for the positive impact of the return to education on parental investment is straightforward; the parent cares about the child, and if an increase in returns makes education more valuable, parents will work harder to give their children an extra push. The same effect would arise if an altruistic parent cares about the full utility, rather than just the income, of the child (see for example Doepke and Zilibotti 2017). The effect on educational inequality arises from the parental budget constraint. If returns to education rise, the income of highly educated parents increases relative to that of others with less education. This rise in income increases consumption, lowers the marginal utility of consumption, and hence lowers the marginal cost of investing in children’s education.

The results in Proposition 1 provide a possible explanation for the general trends in parental investments in children’s education that have been observed in a number of countries since the 1970s. As discussed in Section 2, in most high-income economies, economic inequality, including education wage premia, increased throughout the 1980s and 1990s, with particularly large changes in the United States and the United Kingdom. Meanwhile, time use studies show that parents today spend many more hours caring for their children compared to the 1970s, particularly when this concerns time spent on education-oriented activities, such as helping children with homework (Doepke and Zilibotti 2019). Our model of parental investments in children’s education suggests that at least part of this shift can be seen as a response to a changed economic environment where succeeding in formal education is much more highly rewarded than in earlier times.

Likewise, in countries where economic inequality has risen quickly, there is clear evidence of increasing inequality in educational inputs. For the United States, Ramey and Ramey (2010) show that in recent decades more educated parents (those with at least some college education) have increased the time spent on child care much more than less educated parents. In the 1970s, there was little difference in child-care time between these groups, but by the 2010s college-educated parents spent more than three additional hours each week interacting with their children. Trends for monetary investments in children are similar. Corak (2013), Kornrich and Furstenberg (2012), and Schneider, Hastings, and LaBriola (2018) observe a large increase in the gap in spending on children between high- and
low-income households from the 1970s to the 2000s. The overall rise in spending is driven by households in the top quarter of the income distribution, whereas spending has actually declined recently among households in the bottom quarter of the income distribution. These trends mirror household income itself, which has for decades stagnated for households below the median, while simultaneously growing quickly for well-educated households at the top of the income distribution.

Another facet of parental investment that responds to economic inequality is parenting style. Doepke and Zilibotti (2017) and Doepke, Sorrenti, and Zilibotti (2019) develop models of parenting similar to the setup considered here where parents also face a choice between different parenting styles. The models emphasize potential conflicts and disagreements between parent and child. For example, the parent may want the child to put more effort into homework and studying, whereas the child may prefer to go play with friends. Parenting style refers to how such conflicts are resolved. A permissive parent gives much freedom, allowing the child to choose for herself; an authoritarian parent exerts control and demands obedience; and an authoritative parent aims to convince the child to adopt the parent’s preferred behavior.

The models of Doepke and Zilibotti (2017) and Doepke, Sorrenti, and Zilibotti (2019) imply that the choice between these styles depends on inequality. Specifically, when income inequality is high (including a large wage gap between those with greater and lesser educational attainment), parents are more concerned about their children’s success, and hence are more likely to adopt a more intensive parenting style (i.e., authoritative or authoritarian) that pushes children towards high achievement in education. In line with these predictions, Doepke and Zilibotti (2017, 2019) use evidence from the World Values Survey to show that in countries with high income inequality, there are more authoritarian and authoritative parents and fewer permissive ones. Parenting styles also respond to changing inequality within countries. Namely, if income inequality goes up over time, so too does the fraction of parents who employ one of the intensive styles of parenting.

The impact of economic inequality on educational inequality extends beyond parental investments. As spousal correlations tend to be high (Fernández and
assortative mating is also an important driver of educational inequality. In the longitudinal data sets used in Section 2, the spousal correlation in years of schooling varies between 0.45 and 0.6, and is similarly high in many other countries (Fernández, Guner, and Knowles 2005). Notably, marital sorting is stronger in the United States (spousal correlation of 0.6) than in England, Germany, and Australia, consistent with the idea that such sorting may be strongest in high inequality environments. Indeed, Fernández, Guner, and Knowles (2005) show that the spousal correlation in years of schooling tends to be greater in countries where skill premia and income inequality are high. Moreover, recent evidence suggests that mating has become more assortative over time in the United States as inequality has risen (Greenwood et al. 2014, Greenwood et al. 2016, Chiappori, Dias, and Meghir 2020).

The feedback from aggregate inequality to educational inequality can be further amplified if there are bottlenecks in the education system. To illustrate this possibility, consider a variant of the model above in which the number of children who are able to attain high skill is fixed, say because of a set number of slots at university. Higher parental effort $I_1$ still increases the chance that a child will become high-skill, but if all parents increase their parenting effort, this will raise the bar for success. Consider an economy with $P$ parents of each type. The probability that a child will achieve high skill is now given by $\psi I_1$, where $\psi$ is taken as given by parents, and in equilibrium is equal to:

$$
\psi = \frac{\phi}{P (I_1(L,X) + I_1(H,X))},
$$

where $\phi$ is the fixed number of children who end up with a high level of education (the bottleneck). In this setting, the parenting investments of one group of parents impose an externality on other parents, because the more they invest the higher the bar for success. We can now show:

**Proposition 2** (Impact of Returns to Education on Educational Inequality with

---

Moreover, a comparison of spouses and more distant in-laws implies that assortative mating in educational advantages is even stronger than that captured solely by spousal correlation in years of schooling (Collado, Ortuño-Ortín, and Stuhler 2022). We return to this question in Section 5, where we discuss recent evidence on the persistence of educational advantages across multiple generations.
Bottlenecks). In the model with a fixed number of children who can attain high skill, if the solution for parental investment $I_1(S, X)$ is interior for both low- and high-skill parents, a marginal increase in returns to education $X$ will:

- Raise the educational investment $I_1(H, X)$ of high-skill parents.
- Increase the difference $I_1(H, X) - I_1(L, X)$ between the (higher) educational investment of high-skill parents and the (lower) investment of low-skill parents.
- Increase the probability that a child of a high-skill parent will attain high skill, and lower the probability that a child of a low-skill parent will attain high skill.

**Proof:** The first-order conditions for investment (4) and (5) now read:

$$U'(\bar{w} - I_1(L, X)) = z\psi X,$$
$$U'(\bar{w} + X - I_1(H, X)) = z\psi X,$$

where the endogenous productivity of investing in skill $\psi$ now appears on the right-hand side (in addition to the altruism factor $z$). Given that the utility function is strictly concave, $U'$ can be inverted and we can write optimal investment at an interior solution as:

$$I_1(L, X) = \bar{w} - (U')^{-1}(z\psi X),$$
$$I_1(H, X) = \bar{w} - (U')^{-1}(z\psi X) + X.$$

Hence, the difference between the investment of high-skill and low-skill parents is given by $I_1(H, X) - I_1(L, X) = X$ and thus increases in $X$. The third part of the proposition follows as given the bottleneck, any increase in the probability of the child of a high-skill parent attaining high skill has to be matched by a corresponding decrease in the probability that the child of a low-skill parent will attain high skill. Lastly, the first part of the proposition follows because if both types of parents lowered their investment, given (6) $\psi$ would rise, but then given the results of Proposition 1 (which continue to apply with $\psi X$ taking the role of $X$ in Proposition 1) all parents would like to invest more. Hence, at least high-skill parents have to increase their investment. The absolute change in the investment
of low-skill parents is ambiguous, because even though $\psi$ has to decrease, the product $\psi X$ may either rise or fall.

Hence, a rise in economic inequality not only increases inequality in parenting, but results in an absolute decrease in the chance that a child from a poorer family will succeed. For poorer families, the increase in parenting investments of rich families leads to a discouragement effect, which lowers their incentive to invest and further widens educational inequality.

In reality, bottlenecks are not as narrow as in this example, where the number of children who achieve high skills is fixed independently of parents’ investments and children’s achievements. Yet, aggregate feedback mechanisms of this kind arise not just from fixed slot constraints, but also from general equilibrium effects on the price of skill and on the cost of education. For example, if one of group of parents redoubles their investment and demand for college education among their children consequently rises, all else equal college tuition will rise and returns to college will decline once the increased number of college graduates enters the labor market. Both changes have a negative impact on other parents’ incentives to make educational investments.

Moreover, actual bottlenecks do exist in certain areas, such as admission slots in top universities (as discussed in Section 2). Ramey and Ramey (2010) cite competition for college admission as one reason for the widening disparity in parenting investments observed in the United States. Notably, few offered slots at top universities can be artificial, in that they may reflect a strategic choice on the part of the institution rather than true scarcity. Blair and Smetters (2021) document that even though the total number of students in college more than doubled in recent decades in the United States, elite schools have not expanded enrollment, choosing instead to admit a smaller fraction of applicants. They argue that this outcome reflects an inefficient competition among colleges for prestige, with the end result being that few students get to attend a top institution. In other countries, high-ranking schools have among the largest enrollments (e.g., the University of Toronto in Canada), and hence competition for admission is less fierce. In places such as China and South Korea, a similar bottleneck is created by national entrance exams that govern admission to the best public universities. Entrance
to these institutions goes hand in hand with high parenting investments (such as paying for “cramming schools”), leading to concerns over a lack of opportunity for students from disadvantaged backgrounds whose parents cannot afford such investments.

In a more general model, the impact of a rise in $X$ would also depend on the functional form through which parental investment $I_1$ affects children’s skills $s_2$ (which is linear in our example). If returns to parental investments are strongly diminishing, a rise in $X$ could result in a rising gap in parental investment (as in Propositions 1 and 2) but little or no change in the skills gap between children of high- and low-skill parents. Such a model could help address the observation in Section 2.5 that, while there is clear evidence of larger gaps in parental investments as economic inequality has risen, the evidence for the impact of rising inequality on gaps in skills and attainment is more ambiguous.

3.4 From Educational Inequality to the Great Gatsby Curve

The results from Propositions 1 and 2 provide a possible rationale for the empirical phenomenon of the Great Gatsby Curve discussed in Section 2.4. A rise in the return to education $X$ would increase the gap in parental investments between low- and high-skill parents, and thereby contribute to widening the gap in outcomes among their children. Moreover, the direct impact of $X$ on the income gap between workers with less and more skill would further accentuate the income gaps between workers of different education levels.

Several recent studies use richer versions of the model of skill acquisition presented here to examine such a link between educational inequality and social mobility. Herrington (2015), for example, develops a model with multiple stages of human-capital investment to analyze differences in social mobility between the United States and Norway, two countries with particularly high (United States) and low (Norway) income inequality. Consistent with the Great Gatsby curve, social mobility is higher in Norway, a fact that is matched by the quantitative model. Herrington uses the model to examine the role of taxation and public education spending policies in generating the Great Gatsby curve, and finds that these policy dimensions account for about one-third of the difference in income inequality and
14 percent in social mobility. Spending on early childhood education turns out to have a powerful impact on educational inequality, and also amplifies the effect of other policies.

The model of Lee and Seshadri (2019) features parental investments in early and late childhood, a college decision, and additional accumulation of skills on the job. The model is consistent with empirically observed intergenerational elasticities in terms of lifetime earnings and college attainment. Similar to Herrington (2015), the authors find that parental background has a particularly large impact on early investments in young children. Policy interventions at this early stage, when poorer parents face considerable constraints, are predicted to increase social mobility.

In a similar setting, Daruich (2020) notes that the impact of such early policy interventions may increase across generations. In addition to the direct impact on children receiving more education, the future earnings generated by this additional education will also induce this cohort to invest more in their own children. Hence, the beneficial effects are propagated to the grandchild generation.

These studies agree on the basic insight that economic inequality and social mobility are closely linked through the determination of investments in the skill acquisition process, along the lines of our stylized model. In addition, they all point to the importance of the timing of investments in skills and public education funding, which we will further discuss in Sections 3.5, 3.6, and 3.8 below.

### 3.5 The Role of Peers and Neighborhoods

Thus far, we have focused on a stripped-down version of our model, where economywide inequality affects educational inequality exclusively through effects on parental income $Y$ and parental investments $I_1$. In the general version of our model, additional feedback effects can arise through the other inputs in child development. In particular, the technology for skill acquisition (2)–(3) also allows for educational inputs $E_0$ and $E_1$, which stand for factors such as the quality of schooling, and for environmental influences $N_0$ and $N_1$. Like the direct parental investments $I_0$ and $I_1$, these additional factors respond at least in part to aggregate economic conditions and overall inequality.
The environmental inputs $N_0$ and $N_1$ capture neighborhood and peer influences in school and beyond. Inequality in these inputs is related to inequality in schooling inputs: if parents choose to put their children in private school or move to an expensive neighborhood because of the availability of high-quality public schools, this will also affect which peers and local role models children are exposed to. Research by Chetty and Hendren (2018a, 2018b) suggests that such local inputs do matter, as prospects for upward mobility differ systematically across neighborhoods and regions in the US data.\textsuperscript{27}

Beyond the choice of neighborhood and school, parents can also more directly intervene in the peer group formation of their children, for example by signing them up for specific extracurricular activities or by actively discouraging them to socialize with specific peers. As noted by Agostinelli et al. (2020), these choices can be interpreted as parents actively weighing the potential benefits and risks of their children interacting with particular peer groups. Learning can be affected by peers both directly, such as children studying together and learning from one another, and indirectly, via their influence on aspirations and social norms. For example, Bursztyn and Jensen (2015) show that students in low-performing peer groups try to avoid social stigma by reducing their educational efforts when those efforts are observable by their peers. Endogenous peer group formation can amplify educational inequality, because homophily bias (the tendency to associate with peers who are similar to oneself) implies that socio-economic differences across families are reproduced in the peer connections children make in schools and neighborhoods (Agostinelli et al. 2020).

Fogli and Guerrieri (2019) analyze the relationship between economic inequality and educational inequality in a model with local spillovers in human capital and endogenous residential choices. Rising economic inequality leads to more residential segregation, as richer parents seek out homogeneous neighborhoods with strong peer effects. As a result, educational inequality increases, in turn further widening economic inequality. In a similar setting, Eckert and Kleineberg

\textsuperscript{27}As the degree of segregation is itself a function of the level of cross-sectional inequality (Durlauf and Seshadri 2018), the choice of school or neighborhood is likely less important in countries characterized by lower spatial inequality. For example, Hermansen, Borgen, and Mastekaasa (2019) find that school and neighborhood correlations are small and declining in Norway.
(2021) show that a policy that equates school funding across neighborhoods has only limited benefits due to the endogenous response of residential segregation. As these papers make clear, neighborhoods may affect children through several channels and mechanisms, though empirically distinguishing between them represents a challenge (Galster 2012). One source of evidence on the importance of neighborhoods comes from Moving to Opportunity, a program implemented in five US cities that provided families in public housing with vouchers to move to better neighborhoods. This resulted in an exogenous source of variation in location, and is linked with long-term improvements in outcomes for children who moved (Chetty, Hendren, and Katz 2016). That said, the effects were much smaller than observational differences in outcomes between children across neighborhoods (Harding et al. 2021).

The inputs $E_0$ and $E_1$ depend on the system of education finance. Where public and private schools coexist, richer parents will often prefer high-quality but expensive private schools, whereas children from poorer families attend public schools (de la Croix and Doepke 2009). If economic inequality between rich and poor families rises, we would expect to see an increase in spending on private schools attended by the rich without a corresponding increase in the quality of public schools.

Even if most families rely on public school, the system of education finance can still imply a feedback effect from aggregate inequality to educational inequality. In the United States, schools are often financed locally through property taxes, implying that richer neighborhoods have better schools. In such a system, a direct link arises between education spending and the neighborhood effects already discussed.\(^{28}\) When economic inequality rises, so too does inequality between rich and poor neighborhoods, and gaps in school funding will widen. In addition, higher returns to education can incentivize parents to relocate to more expensive neighborhoods with stronger schools (see Nechyba 2006 for an analysis of the impact of residential sorting on educational inequality). An increase in economic

\(^{28}\) Agrawal, Altonji, and Mansfield (2019) use a structural model to estimate the combined impact of neighborhood and school funding effects, which is revealed to be substantial. Moving from a neighborhood/school combination at the 10th percentile of the distribution to the 90th percentile would increase the probability that a child enrolls in college by 17 percentage points.
inequality may then result in more residential segregation and, once again, more educational inequality.

Clearly, policy choices regarding the financing of public schools (e.g., local versus state-level funding) play a large part in determining whether aggregate inequality drives educational inequality through variation in the quality of public schooling. Early formal analyses of these issues is provided by Fernández and Rogerson (1996, 1998). More recently, Kotera and Seshadri (2017) study the role of school funding in cross-state variation in social mobility in the United States. Building on Fernández and Rogerson (2003), they develop a structural model in which funding for public education is decided via majority voting. States where public school funding is decided at the local rather than the state level see more unequal spending on public schools and lower social mobility.

In a similar vein, Zheng and Graham (2022) develop a life-cycle model of skill acquisition with heterogeneous neighborhoods and endogenous school quality. High house prices prevent low-income households from living in neighborhoods with good schools, which results in low social mobility. In line with the evidence from the Moving to Opportunity program (Chetty, Hendren, and Katz 2016), their model shows that vouchers that give low-income families access to schools in districts with high housing prices can be an effective policy response. The link between school funding equalization and higher social mobility is supported by the empirical results of Biasi (2022), who examines the effect of state-level reforms in school financing in the United States and observes that equalized funding increases the social mobility of low-income students.

The relative importance of peers or neighborhoods as compared to parents is difficult to disentangle, as these factors reinforce each other through segregation and the sorting of families. For Denmark, Bingley, Cappellari, and Tatsiramos (2020) exploit within-family variation in exposure to different neighborhoods, and document that community background accounts for about one-fifth of the sibling correlation in years of schooling. Moreover, it is difficult to separate the contributions of peers, schools, and neighborhoods. In some cases, institutional

\[29\] These estimates must necessarily be interpreted in the Danish context of extensive redistribution between municipalities and schools. Though, studies comparing sibling correlations with the correlation among unrelated neighbors, such as that by Solon, Page, and Duncan (2000),
factors generate useful variation in specific aspects of the local environment. For example, Laliberté (2021) take advantage of the fact that school catchment areas in Montreal differ across language groups, and estimate that 50—70 percent of the benefits of moving to a better area for educational attainment is due to access to better schools.

3.6 Early versus Late Investments and Dynamic Complementarity

A key feature of our model of skill acquisition is that investments in skills take place in two stages, early and late, governed by the production functions (2) and (3). This two-stage process allows us to capture the differing role of inputs at different life stages and the dynamic relationship between early and late investments.

A sizeable literature characterizes the properties of children’s skill acquisition process. In this body of work, findings that are particularly relevant for educational inequality concern the self-productivity and dynamic complementarity of skill acquisition. Self-productivity means that acquiring skills early on facilitates obtaining additional skills at later stages. This feature implies that skill deficits that arise early on in a child’s development are difficult to later compensate. Together with evidence that skills are particularly malleable early in life (Carneiro and Heckman 2003, Ermisch and Francesconi 2005, Heckman and Mosso 2014), the self-productivity of skill acquisition points to the important role of skill gaps between young children from different backgrounds in generating overall educational inequality. Conversely, early childhood is likely to be a phase when interventions aimed at compensating deficits are particularly productive. Similarly, dynamic complementarity of skill acquisition means that early investments in skills make later investments more productive. Cunha, Heckman, and Schennach (2010) estimate a general nonlinear technology of skill acquisition and provide evidence for both self-productivity and dynamic complementarity. Self-productivity becomes stronger throughout childhood and, for cognitive skills, similarly point to a limited contribution of neighborhood factors to educational inequality for other countries.

30Surveys are provided by Heckman and Mosso 2014 and Attanasio 2015, and Currie and Almond (2011) summarize the evidence on the impact of early-life influences on children’s future outcomes.
complementarity between existing skills and new investments also increases over time.

Early evidence from randomized control trials of high intensity programs targeted at poor, low-educated families in the United States in the 1960s and 1970s indicated that early investment could improve outcomes and reduce educational inequality. Specifically, the Perry pre-school program in Michigan as well as the Abecedarian and CARE programs in North Carolina all demonstrated substantial benefits (Elango et al. 2015). The Abecedarian and CARE programs were quite intense, providing full-time childcare from eight weeks of age plus family support, while the Perry pre-school program combined high quality part-time pre-school with home visits. A further factor contributing to success of these programs was arguably the fact that participating children were likely to receive only low-level stimulation at home, making substituting home care with centre-based care more valuable.

Public childcare has become more widespread over recent decades with the share of children enrolled in preschools increasing from 15 to 61 percent between 1970 and 2020 (The World Bank 2020). Evidence on the success of universal childcare programs is more mixed than for the early targeted programs (Blanden and Rabe 2021), though most carefully designed studies show that the provision of early childcare is beneficial, especially for children from disadvantaged backgrounds (Havnes and Mogstad 2015, Cornelissen et al. 2018, Felfe and Lalive 2018, Gormley and Gayer 2005). This is in line with what might be expected, as the level of alternative investment received by children of poorer, less-educated and immigrant backgrounds is likely to be lower.

A few programs, for example $5-a-day childcare in Quebec and state-funded pre-K in Tennessee, have instead been found to have negative effects on children’s skill acquisition (Baker, Gruber, and Milligan 2008, Durkin et al. 2022). A possible explanation is that these programs are providing less, or poorer quality, investment than children received previously (Haeck, Lelihan, and Merrigan 2018). This could be due to the quality of the programs themselves and/or to potentially more advantageous home environments in these cases compared to programs that have large beneficial effects. Why some types of public early investment succeed
while others do not remains an open question (Blanden and Rabe 2021). Moreover, public investments may not reach those groups who would most benefit from them. In studying an expansion of early childcare in Germany, Cornelissen et al. (2018) find that children from disadvantaged backgrounds are less likely to attend child care than those from advantaged backgrounds, even though their gains from attendance are higher.

Incentivizing parents to take parental leave in the first months after birth may improve children’s outcomes due both to mothers’ ability to breastfeed and parents’ comparative advantage in providing secure attachment. This could reduce educational inequality if poorer parents are less likely to take leave, for example due to credit constraints. Evidence summarized by Berlinski and Vera-Hernández (2019) indicates that paid maternal leave beyond three months has no additional benefit for early childhood development. We know little, however, about the impact of policies that promote paternity leave on child outcomes.

Carneiro et al. (2021) investigate the optimal timing of parental income for enhancing children’s outcomes as adults and find that income in early and late childhood is more important than income during the middle years, casting some doubt on recent models that emphasize early investment above all else.

3.7 Quantifying the Parental Investment Channel

There is now broad consensus that parental investments play an important role in children’s skill acquisition. Parental investments can, however, take different forms and, as outlined in Section 3.2, there are alternative explanations for why investments vary across families with different backgrounds. Quantifying the contribution of different investment channels to child development represents an ongoing challenge, as does better understanding the relative importance of economic factors, parental skills, and parental beliefs and preferences in generating inequality in investments.

The literature on skill acquisition shows that both cognitive and non-cognitive skills matter for economic outcomes (Almlund et al. 2011). Non-cognitive skills, such as perseverance and conscientiousness, are both malleable and important determinants of earnings. In line with the setup developed here, Carneiro and
Heckman (2003), Heckman and Masterov (2007), and Cunha et al. (2006) show that parents have a crucial impact on the acquisition of both cognitive and non-cognitive skills, in part through transmission of their own skills and in part through their engagement and interaction with the child.\(^{31}\) Deming (2017) and Edin et al. (2022) document an increase in the economic returns to social and non-cognitive skills in the United States and Sweden in recent decades. Moreover, the early acquisition of non-cognitive skills may result in higher productivity in acquiring cognitive skills later on. Blanden, Gregg, and Macmillan (2007) argue that children from higher income backgrounds have better non-cognitive skills and that this is an important driver of intergenerational transmission.

The precise mechanisms by which non-cognitive personality traits affect skill acquisition and later life outcomes remain unclear. One possibility is that non-cognitive skills are linked to greater cognitive efforts, in school or the labor market. Little work has been conducted in this regard, partly because effort is rarely observed and instead deduced indirectly as a residual after having accounted for differences in cognitive and non-cognitive skills. In real-effort experiments with fifth graders in Spain, Apascaritei, Demel, and Radl (2021) find that self-reported personality scales such as locus of control or conscientiousness are at best weakly associated with real effort.

To assess which parental inputs matter the most, Del Boca, Flinn, and Wiswall (2014) estimate a model that distinguishes between inputs of time and money. While both are productive, time inputs generally matter more. The important role of time inputs also implies that direct cash transfers to poor families will have a limited impact on children’s skill acquisition, as time inputs don’t respond strongly to such transfers and a large fraction of transfers is spent on goods other than educational inputs. Empirical evidence on the causal impact of changes in parental income on child achievement is reviewed by Björklund and Jäntti (2020) and Mogstad and Torsvik (2021), who conclude that family income does have a

\(^{31}\)Sibling correlations are much larger than the square of parent-child correlations, suggesting that the latter capture only part of family influence on children’s cognitive and non-cognitive skills (Anger and Schnitzlein 2017). In particular, intergenerational correlations might not fully reflect the impact of neighborhood and peer effects (see Section 3.5) or latent parental advantages (Section 5).
direct impact on children’s outcomes, in particular for children from low income or disadvantaged families.\footnote{This is supported by recent evidence from Troller-Renfree et al. (2022), who find that a regular income boost improves children’s brain development in their first year of life.}

Inequality in parental investment in education can arise from differing beliefs about the productivity of such investment. To this regard, Rauh and Boneva (2018) consider parents’ perceptions of investment, showing that they generally view investments at different stages of life as substitutes rather than complements and expect higher returns from investments at later compared to early ages. Given that these perceptions are at odds with the empirical evidence, providing better information on returns may foster educational investments, particularly among families at the bottom of the income distribution. A shift in parental beliefs could also affect child beliefs on the returns to education, which are predictive of attainment gaps in higher education (Boneva, Golin, and Rauh 2021).

Similarly, differences in parental investments can stem from preferences, either regarding the importance parents attach to children’s education and other outcomes, or regarding the cost of investing. Kalil et al. (2020) note that in the United States, more educated mothers spend considerably more time on childcare than mothers with less education, and ask whether part of the reason may be that educated mothers find childcare more enjoyable. Evidence from the Well-Being Modules of the American Time Use Survey does not, however, show significant differences in the enjoyment of childcare by the mother’s education. Hence, to the extent that differences in preferences and beliefs matter, these are more likely to relate to the returns to investments in children’s skills rather than the cost of investment. Such a channel is supported by evidence that more educated mothers not only spend more time on childcare overall, but also tailor this time more closely to their children’s developmental needs (Kalil, Ryan, and Corey 2012), and that the overall gap in childcare time between more- and less-educated parents is especially large for education-oriented activities (Ramey and Ramey 2010; Kalil et al. 2016; Doepke and Zilibotti 2019).

A preference channel for intergenerational persistence in educational attainment is also supported by the observation that preferences and aspirations are transmitted
from parents to children (see for example Dohmen et al. 2012). Lekfuangfu and Odermatt (2020) show that parental aspirations are strong predictors of the educational aspirations of their children, even conditional on the socio-economic status of the parents and the cognitive and non-cognitive skills of the child. Such intergenerational correlation in aspirations could be due the transmission of information and beliefs about the returns to education, but could also stem from more purposeful actions by parents to shape their children’s aspirations according to their own preferences (Bisin and Verdier 2011).

Caucutt, Lochner, and Park (2017) use a structural model to distinguish the empirical predictions of alternative channels that can result in unequal parental investments. An important role for either credit constraints or information frictions (i.e., low-income parents being less informed about the returns to parental investments) is supported by the observation that measured returns to parental investment are higher among low-income families. In contrast, if differential investment was primarily driven by intergenerational transmission of ability, we would expect higher investment returns for children from high-income families.

### 3.8 Compensating Investments at School

As discussed, the investments \( E_0 \) and \( E_1 \) provided by schools can be a source of educational inequality, for instance if local financing makes the quality of public schools vary with the average income in a neighborhood. Schools can, however, also promote educational equality if they offer equal opportunities to all children regardless of background or even compensate for unequal investments and influences outside of school. Indeed, the belief that public education is the ‘great leveler’ underlies much of the concern over the school closures during the COVID-19 pandemic (Agostinelli et al. 2020), an issue we discuss in Section 6. Here, we consider possible ways school systems may reduce inequality, as informed by recent empirical evidence.

Section 2 documents substantial differences between countries in both the level and inequality of test scores. Hanushek and Woessmann (2011) and Woessmann (2016) explore the extent to which this can be explained by differences in education systems across countries. Their analysis reveals several consistent patterns, with
high teacher quality and more hours of instruction shown to be beneficial for outcomes. Perhaps contrary to popular expectation, they find no relationship between the level of school funding and test scores at the national level among OECD countries. Structural factors also matter; early sorting of students into different school tracks increases inequality in educational performance while high-stakes examinations to assess student learning combined with school autonomy leads to better average performance.

Relying on cross-country differences to identify successful features of school systems has advantages and disadvantages. As noted by Woessmann (2016), international variation allows researchers to explore the many possible ways schools can be organized, while within-country comparisons are constrained by the specific institutional setting. Studies targeting a particular country and reform also tend to ignore general equilibrium effects elsewhere in the system. That said, cross-country variation in institutions and policies can be correlated with other important characteristics that are hard to observe, such as cultural differences. Evidence obtained from the macro analysis of schools and performance should accordingly be complemented with findings from specific natural experiments and randomized control trials (reviewed in Fryer Jr 2017).

The evidence on the importance of school funding for student outcomes is mixed. In contrast to Hanushek and Woessmann (2011) and Woessmann (2016), several recent studies document moderate effects of school funding based on plausibly exogenous variation in funding levels within countries. In a recent review of studies using US data, Jackson and Mackevicius (2021) estimate that greater funding of 1000 dollars per student, sustained for four years, leads to a 3.5 percent of a standard deviation increase in test scores and relatively larger effects on high school graduation and college-going. For the most advantaged students, the effects are smaller. Given that the gaps between students from advantaged and disadvantaged backgrounds in Figure 1 are close to one standard deviation, higher funding alone is unlikely to close these gaps, in particular since the average low-income student does not live in an especially low-income district, meaning that distributing more money to poor districts is not a well-targeted transfer (Lafortune, Rothstein, and Schanzenbach 2018).
School funding is a high level input in the education production function. A given dollar can be spent in different ways, and finding the most cost-effective way to use funds could substantially improve the effectiveness of additional spending. One obvious possibility is to increase the number of teachers per pupil, i.e., reduce class sizes. Based on randomization and natural experiments, the literature shows that the estimated impacts of money spent on reducing class size are at the upper range of the equivalent estimates from the school funding literature (Gibbons and McNally 2013). A class size reduction of eight students is associated with a 15 percent of a standard deviation improvement in test scores, with some evidence of larger benefits for disadvantaged groups (Schanzenbach 2020). An alternative to reducing class size is to provide additional small group teaching. To this regard, Nickow, Oreopoulos, and Quan (2020) provide a recent review of the evidence, noting that individual and small group tutoring increases outcomes by 37 percent of a standard deviation over all the available studies and is particularly effective for younger students. Such interventions thus potentially offer an effective means of reducing inequality.

Additional funding could also be spent on increasing the hours of teaching that students receive. This can be done by lengthening the school day, by extending the school term, or by lowering the school starting age. There is evidence that increases along all of these margins can have modestly beneficial effects. For example, Huebener, Kuger, and Marcus (2017) find that a German reform extending the school week by two hours improved students’ performance in mathematics, science, and reading by slightly more than 0.05 of a standard deviation. Though, as high performing students benefited more, it also increased inequality. Lavy (2020) observes that an additional hour of weekly instruction on mathematics, science, and language improves students’ performance by 0.03 to 0.05 of a standard deviation. In the most disadvantaged schools in southern Italy, Battistin and Meroni (2016) document a rise in math scores by almost one third of a standard deviation for one to two hours of additional instruction time, with no effects observed for language. There is some evidence that the number of days spent in school has a greater effect on disadvantaged students, implying that raising instructional time would help close socio-economic gaps. Given that the effects of the number of days of learning are also informative for understanding the
potential impact of Covid-19 school closures, we leave a detailed discussion of this literature to Section 6. With regard to school starting age, Cornelissen and Dustmann (2019) find that an additional month spent in schooling at age 4 increases test scores by 0.06-0.09 of a standard deviation in England, with larger effects for boys with lower social class backgrounds. Leuven et al. (2010) sees slightly smaller effects, concentrated among students with low-educated parents and those from a minority background.\footnote{The interaction between school starting age and the availability and quality of preschool should also be considered. Namely, if preschool is high quality, this weakens the argument for starting school earlier.}

An alternative approach to improving outcomes for children is to increase the quality of teachers. Hanushek (2011) argues that “no other attribute of schools comes close to having this much influence on student achievement,” while Chetty, Friedman, and Rockoff (2014) find that a one standard deviation increase in teacher quality in a single grade raises annual earnings by 1.3 percent, which amounts to 39,000 dollars on average in cumulative lifetime income. Jackson (2018) and Liu and Loeb (2021) report even larger effects. Teachers therefore clearly matter, but it is less obvious how their effectiveness be improved. Though scholars have yet to identify observable characteristics that distinguish good teachers (Rockoff 2004, Rivkin, Hanushek, and Kain 2005), one approach taken in the literature consists of modeling how employment conditions might be altered to select and retain the most effective teachers. Burgess (2019) reaches the conclusion, based on studies that simulate the impact of possible policies (Staiger and Rockoff 2010; Rothstein 2015), that teachers should be monitored closely, with the least effective among them being dismissed early on in their careers. Evidence from the Washington IMPACT policy further supports these findings. Specifically, Dee and Wyckoff (2015) estimate that this policy improves the quality of teachers both by threatening poor teachers with dismissal and by using performance-related pay (PRP) to reward highly effective teachers. More generally, financial incentives raise both teacher effort and quality by encouraging high-performers to select into and remain in the profession (Britton and Propper 2016; Biasi 2021).

Another way to improve teacher performance is to change their pedagogical approach, either through their initial training or by encouraging them to adopt new
methods once on the job. Though thus far there have been few opportunities to randomize the contents of teacher training programs, other interventions do shed light on the features of effective teaching. To this regard, two English programs of are particular interest. First, the “literacy hour” in English primary schools (Machin and McNally 2008) showed that a focused hour a day of teaching children to read (costing but a small amount), could increase student test scores by eight percent of a standard deviation. Second, training teachers to implement a specific pedagogical approach in teaching reading (synthetic phonics) led to sustained gains in reading outcomes for disadvantaged groups as well as long-term reductions in inequality (Machin, McNally, and Viarengo 2018). That modifying teaching practices can improve children’s outcomes is supported by the even larger estimated effects of the Success for All (Borman et al. 2007) and Reading Recovery (May et al. 2014) programs in the United States, albeit these are small group remedial interventions as opposed to the whole class approaches considered for England.

Hanushek and Woessmann (2011) and Woessmann (2016) note that successful school systems often couple school autonomy with accountability through exit exams. In a previous edition of this Handbook, Epple, Romano, and Zimmer (2016) provide evidence on the beneficial effects of autonomous US charter schools, and explore the puzzle of why such schools are effective. Arguably, the particular policies associated with charter schools, such as a “no excuses” mindset of high expectations of student behavior and strong staff commitment, are crucial to achieving positive long run effects (Dobbie and Fryer Jr 2020). Fryer Jr (2014) shows that similar measures have been effective in traditional US public schools, pointing to a bundle of policies in Houston that raised math test scores by 15 to 18 percent of a standard deviation. Evidence from autonomous English academies meanwhile indicates that while school autonomy is an effective policy prescription in low-performing schools in disadvantaged areas, it has limited effects as a general school reform (Eyles and Machin 2019, Eyles, Machin, and

34 Examples of autonomous schools are charter schools in the United States (including Knowledge is Power of KIP), Swedish free schools, and English academies. All of these schools operate outside local government guidance, and often have distinct pedagogical philosophies.
35 These included increased instructional time, more-effective teachers and administrators, high-dosage tutoring, data-driven instruction, and a culture of high expectations.
Silva 2018).

The success of school investments in improving outcomes and lessening educational inequality depends to some extent on how parents react. If school inputs and parental investments are substitutes, then increasing inputs through the education system may lead to reduced investment at home. This may partly explain why the effect of increasing school resources on students’ achievement is relatively small. There is some support for this hypothesis, with Greaves et al. (2019), Houtenville and Conway (2008) and Fredriksson, Öckert, and Oosterbeek (2016) all finding that when parents become aware of school quality improvements they reduce their engagement with children’s school work. It is possible that the strength of this effect depends on how easily observable the school investment is to parents. Whereas physical resources (e.g., stationery) are obvious, teaching quality can be more difficult for parents to assess (Rabe 2019). Interestingly, Greaves et al. (2019) and Fredriksson, Öckert, and Oosterbeek (2016) find that parents of higher socio-economic status are more likely to respond to increased school investment by reducing their own investment. This could help explain why additional school inputs tend to reduce educational inequality; unlike more advantaged parents, poorer families are less likely to diminish their own investments, perhaps because they were low to begin with.

The literature thus highlights several fruitful approaches that school policy can act on to close gaps by family background. However, most of the documented effects are fairly small compared to the almost one standard deviation gap in test scores between children from richer and poorer families observed in Section 2. Schools’ ability to substantially reduce educational inequality may therefore be limited. 36 Nonetheless, public school systems do considerably lessen the extent of inequality compared to what would prevail if all investments were provided or paid for by the family.

36 Kramarz, Machin, and Ouazad (2015) conclude that there is more than three times as much variation in outcomes between pupils as there is between schools, and Agrawal, Altonji, and Mansfield (2019) observe that the share of variation in college attendance associated with schools is 16 percent of the total.
4 Inequality in Higher Education

The previous section focused on skill acquisition from early childhood to the end of secondary schooling, the period when parental decisions matter most. However, in high-income economies, educational inequality is also shaped by inequality in higher education. In this phase, parental influences have a less direct impact; educational inequality instead arises from young adults’ decisions on whether to work, to go to school, which school and which program to attend, and how much effort to put in their education. In what follows, we provide a simple framework to discuss sources of educational inequality at this stage.

4.1 Setup

We consider the education and labor supply decisions of an individual who has already gone through the two periods of childhood and enters adulthood with skills $s_2$. Financial resources are also relevant at this stage, given by assets $a_2$. We can think of $a_2$ as arising from bequests or transfers received from parents. Adult life now unfolds through two further stages. In period 2, the young adult can choose between starting to work immediately and attending college, whereas in period 3 all individuals work. Given that we are focusing on education decisions, we do not model retirement, and hence period 3 is the final period.

Preferences are given by a standard expected utility function with discounting over the two periods:

$$U(c_2, c_3) = u(c_2) + \beta u(c_3),$$

where $c_t$ is consumption and the period utility function $u(\cdot)$ is strictly increasing, strictly concave, and features decreasing absolute risk aversion.

In period 2 (young adulthood), the individual must decide whether to attend college, how much effort (time) $i_2$ to invest in studying, and whether to also work while in college. We consider a simple setting where attending college only affects earnings if college is successfully completed. Let $d_3$ denote whether college was completed, where $d_3 = 1$ indicates completion and $d_3 = 0$ lack of completion. Let $e_2 \in \{0, 1\}$ denote the decision of whether or not to enroll in college. The probability of completing college is given by a function $p_d(e_2, s_2, i_2)$,
where \( p_d(0, s_2, i_2) = 0 \) (you cannot graduate if you do not enroll), and where \( p_d(1, s_2, i_2) \) is increasing in both arguments and strictly concave in \( i_2 \).

Adult wages are given by functions \( w_2(s_2) \) and \( w_3(s_3, d_3) \). We set \( s_3 = s_2 \), hence, basic skills do not evolve throughout adulthood and only college completion matters. This is easily generalized, but the simplified case considered here turns out to be sufficient to illustrate the main tradeoffs and mechanisms of interest.

The decision problem of the young adult can be written as follows:

\[
\max_{c_2, c_3, a_3, n_2, i_2, e_2 \geq 0} E \{ u(c_2) + \beta u(c_3) \}
\]

subject to:

\[
c_2 + a_3 = a_2 + n_2 w_2(s_2) - T e_2, \quad (7)
\]

\[
c_3 = (1 + r) a_3 + w_3(s_3, d_3), \quad (8)
\]

\[
i_2 + n_2 = 1. \quad (9)
\]

Constraints (7)–(8) are the budget constraints, where \( T \) is the tuition that must be paid if college is attended \((e_2 = 1)\). Constraint (9) is the time constraint in the young adulthood period, where time is split between working \( n_2 \) and putting effort into college \( i_2 \). In the old adulthood period, everyone supplies one unit of labor. The constraints are written for the case where there is no insurance available for the uncertainty regarding college completion; we consider the case of insurance below.

### 4.2 The Impact of Financial Constraints on Educational Inequality

Our analysis focuses on how educational outcomes are related to initial skills \( s_2 \) and initial assets \( a_2 \). Specifically, we ask: under which conditions will poorer individuals with fewer assets end up with less education, even if they have a lot of skills?

One potential source for such attainment gaps are financial constraints.\(^{37}\) A natural benchmark is provided by an environment with perfect financial markets, where

\(^{37}\)Following Becker (1975), the economic literature emphasizes the role of financial investments.
students are able to borrow to finance education and to obtain insurance for the uncertainty of college completion (or more generally, uncertainty about future income). In this case, education decisions depend entirely on skills $s_2$ but not on wealth.

**Proposition 3** (Higher Education under Perfect Financial Markets). If students can borrow and there is actuarially fair insurance for income uncertainty, college attendance, effort in college, and the return to college depend only on initial skill $s_2$ but not on resources $a_2$.

**Proof:** The availability of insurance can be represented by replacing actual income in the budget constraint (8) with expected income:

$$c_3 = (1 + r)a_3 + E \{w_3(s_3, d_3) | e_2, s_2, i_2\}, \quad \text{(10)}$$

that is, adults who fail to graduate from college are compensated by those who succeed, conditional on the expected probability of success given enrollment, initial skills, and effort in college. The model is then deterministic, and given no borrowing constraints the two budget constraints (7) and (10) can be combined into a single present-value budget constraint:

$$c_2 + \frac{c_3}{1 + r} = a_2 + (1 - i_2)w_2(s_2) - Te_2 + \frac{w_3(s_2, 0) + pd(e_2, s_2, i_2)(w_3(s_2, 1) - w_3(s_2, 0))}{1 + r},$$

where on the right-hand side we have expressed expected income in terms of the graduation probability $pd(e_2, s_2, i_2)$ and we have replaced $n_2$ with $1 - i_2$ from the time constraint (9). The form of the budget constraint implies that the enrollment decision $e_2$ and education effort $i_2$ will be chosen so as to maximize the right-hand side of the present-value budget constraint, and hence these decisions do not depend on initial assets $a_2$. Specifically, if the young adult enrolls in college and if

and constraints. The sociological literature instead stresses the influence of values or norms, as well as differences in parental preferences regarding the value of higher education (e.g., cultural reproduction theory). Structural models such as Belley and Lochner (2007) allow for such additional factors through preference shocks (i.e., a consumption value of schooling) that may depend on parental background.
optimal effort $i^*_2$ is interior, it will satisfy:

$$w_2(s_2) = \frac{1}{1 + r} \left( \frac{\partial p_d(e_2, s_2, i_2)}{\partial i_2} (w_3(s_2, 1) - w_3(s_2, 0)) \right),$$

which equates the cost of effort in terms of forgone consumption to the present value of expected future income gains. Likewise, given optimal effort $i^*_2$ conditional on enrolling, the child will enroll if expected gains exceed the cost:

$$\frac{1}{1 + r} p_d(1, s_2, i^*_2) (w_3(s_2, 1) - w_3(s_2, 0)) > i^*_2 w_2(s_2) + T.$$

Neither of these conditions depend on assets $a_2$.

Hence, in the case of perfect financial markets, unequal financial resources among families (captured by $a_2$) will not result in additional educational inequality. Of course, there is still likely to be inequality in skills $s_2$, and as discussed in the previous section this inequality may in part be generated by family socio-economic characteristics and hence be correlated with $a_2$. Functioning financial markets do not remove existing sources of inequality, but neither do they add an additional channel for further increasing inequality.

Next, we can consider how the outcome changes if financial markets are less-than-perfect. We first consider a setting in which there is no hard borrowing constraint, but there is no insurance available for the uncertainty of college graduation (or more generally, for the uncertainty about earnings conditional on attending college). Such a setting echoes the current institutional setup of college finance in the United States, where education loans are widely available, but repayment is generally not contingent on future income and discharging student debt in bankruptcy is difficult or impossible. The budget constraints for this case are given by (7)–(8). Here we can show that even though borrowing is possible, initial resources still matter for education decisions.

**Proposition 4 (Higher Education without Insurance).** If students can borrow but no insurance for income uncertainty arising from college attendance is available, for students who have a sufficiently low probability of graduating (given their skill $s_2$) effort in college (if interior) and the return to college given skill are increasing in their resources $a_2$, and
for given skill, students with greater resources are more likely to enroll in college.

The proof for the proposition is provided in Appendix A. Here, the effects of resources on college decisions arise from the impact of wealth on risk attitudes in the environment without insurance. As wealth increases, marginal utility becomes flatter and students come closer to simply maximizing the financial return to college, as in the case with insurance. Students with low wealth have higher marginal utility, more curvature in utility, and higher absolute risk aversion. Attending college is a risky decision, and hence poorer, more risk-averse students will be less willing to enroll. If better insurance markets could be provided, educational inequality between students of low and high wealth would decrease. Krebs, Kuhn, and Wright (2015) provide a quantitative analysis of this point.

Note that in our setting, attending college always increases income uncertainty in later life compared to the case of not attending. In reality, there are forces running in different directions. In many countries, workers who never attended college face higher unemployment risk and may be more impacted by structural change affecting specific occupations, such as the decline of routine non-cognitive occupations in manufacturing. If attending college universally lowered future income risk, young adults with low wealth may actually be more likely to enroll in university, because escaping from the uncertainty that comes with little education is more valuable to them.

Nevertheless, as our model emphasizes, for young adults with little wealth college completion is a key margin—many more students begin college than finish it, and dropout rates are closely related to socio-economic status. If the probability of actually attaining a degree is sufficiently small, attending college is an inherently risky decision, because it involves an up-front cost with an uncertain outcome.

The impact of wealth on education is even more severe when there are binding borrowing constraints in addition to imperfect insurance markets.

Proposition 5 (Higher Education with Binding Borrowing Constraints). If there is a binding borrowing constraint and no insurance for income uncertainty arising from college attendance is available, effort in college (if interior) and the return to college for
given skill $s_2$ is higher for students with more resources $a_2$, and for given skill students with more resources are more likely to enroll in college.

The proof for the proposition is provided in Appendix A. Qualitatively, a binding borrowing constraint has the same implications as missing insurance markets, but quantitatively, the same effects are further amplified. When students with fewer assets face a binding borrowing constraint, their marginal utility of consumption when young is high, which increases the utility cost of paying tuition $T$ to attend college. Similarly, the opportunity cost of putting effort $i_2$ into college is also high. Hence, all else equal a student with fewer assets will put less effort into college and instead work more while also studying, which lowers the probability of graduating. These implications align with evidence indicating that students from low-wealth families are more likely to work during college, attain fewer credits per semester, and ultimately have a lower probability of graduating.

4.3 Evidence on the Importance of Borrowing Constraints

The role of borrowing constraints in generating a link between family income and college attendance was observed as early as Becker (1975). Carneiro and Heckman (2002) examine the role of ability and credit constraints for college decisions in the United States using the National Longitudinal Survey of Youth 1979 (NLSY79), which covers a cohort that attended college in the early 1980s. They argue that, once ability is controlled for, financial constraints play a small role in college attendance for this cohort. Cameron and Taber (2004) come to the same conclusion in a study that compares different methods for assessing the importance of borrowing constraints. Keane and Wolpin (2001) also build a structural model of the education decisions of the NLSY79 cohort, focusing in particular on the role of parental transfers. They estimate that financial constraints are tight, but that nevertheless, relaxing borrowing constraints would have little impact on educational attainment. This is largely because parental transfers and part-time work enable students to attend college even without access to loans.

---

38See Lochner and Monge-Naranjo (2012) for a recent survey of the role of credit constraints in education decisions.
According to Carneiro and Heckman (2002), even though family resources do not matter much conditional on children’s skills, financial constraints may still be important for earlier skill investments, reflected in skills acquired by the end of high school. In a structural model of skill acquisition over multiple life stages matched to data from 1990, Restuccia and Urrutia (2004) similarly conclude that financial constraints are binding primarily during early education but much less so for college education. In our model, these results can arise if financial constraints are loose or if the cost of tuition $T$ is low, so that ability-dependent returns (and possibly preferences) rather than financial considerations drive attendance decisions.

The work of Keane and Wolpin (2001), Carneiro and Heckman (2002), and Cameron and Taber (2004) focuses on the 1980s. The cost of attending college has since risen substantially in the United States and other countries. Belley and Lochner (2007) reexamine the importance of borrowing constraints using the NLSY 1997 cohort, which attended college around the turn of the 21st century. They show that by the 2000s, family income had become a much stronger determinant of college attendance, consistent with a greater role of financial constraints driven by the higher cost of university.

Belley, Frenette, and Lochner (2014) ask whether the cost of attending college and tuition-support policies can explain why the gradient between family income and college attendance is substantially steeper in the United States compared to Canada. They find, however, that financial support for attending college is actually more generous for students from low-income families in the United States, and that factors other than the net costs of attending college must play a role. One possibility is that students from low-income families are not fully aware of the financial aid they can apply for, which would amplify the role of financial constraints.

Lochner and Monge-Naranjo (2011) argue that to account for the empirical relationships between family income, student ability, and college attendance, endogenous borrowing constraints need to be taken into account, meaning that borrowing limits depend on the ability to pay and therefore increase with education. They document that among children from low-income families, college attendance is
strongly increasing in ability. The model developed in Section 4.1 does generate a positive ability-enrollment relationship even with a fixed borrowing constraint, because high-ability students have a higher return to college and are therefore more willing to endure temporarily limited resources to attend. Still, Lochner and Monge-Naranjo (2011) contend that this effect is too small to account for the observed relationship, and hence that endogenous responses to credit limits are necessary to explain the data. They build a model matched to US data that accounts for both government student loan programs and private lending, and claim that this setting can account for a variety of features of the changing relationships between ability, financial resources, and college attendance in the United States.

Additional evidence on the role of borrowing constraints in higher education in the United States is provided by Brown, Karl Scholz, and Seshadri (2011). Using data from the Health and Retirement Study, they show that children from low-income families who are offered more financial aid for college achieve higher educational attainment, which is consistent with binding financial constraints.

Abbott et al. (2019) examine the implications of college financial aid policies within a general equilibrium model that accounts for parental transfers, government financial aid policies, borrowing constraints, and working during college as an additional source of funding. In the estimated model matched to US evidence, an expansion of financial aid increases college attainment and improves welfare, indicating an important role of binding financial constraints. The estimated model also implies that there are sizeable differences in the return to college by students’ ability. As a result, an ability-tested expansion of financial aid is even more effective than a general expansion.

Studies by Kaufmann (2014), Solis (2017), and Cáceres-Delpiano, Giolito, and Castillo (2018) on Mexico and Chile further suggest that credit constraints are more important in middle-income countries. Specifically, financial constraints are likely to be binding for a larger share of families, and private financial markets for funding education investment are less developed. Accordingly, lowering attendance costs or providing better access to credit would lead to substantial increases in college enrollment in these settings.
4.4 Policy Implications

Our model of higher education decisions under financial constraints has implications for potential policy interventions. For example, providing student loans would lower the impact of financial resources on college attendance and the probability of graduating. Nevertheless, student loans would not completely eliminate educational inequality between children from families with more and less resources. This is clearly the case if borrowing constraints are relaxed but continue to bind on the margin, as in Proposition 5. Here, a binding constraint does not mean that a student is unable to borrow enough money to afford tuition. Rather, even if hitting the borrowing constraint merely results in lower consumption (and hence high marginal utility) during the college phase, the incentive to attend college and to put in high effort will be lower among students with fewer financial resources. Furthermore, even if the borrowing constraint is fully eliminated through generous student loans, it still matters that attending college is a risky decision with uncertain returns, which can also introduce an impact of wealth on college attendance and returns (Proposition 4). The risk of attending college is accentuated if student loans need to be repaid regardless of success in college.

From the perspective of college as a risky investment, a “graduate tax” that makes loan repayment income-contingent can lower the importance of the risk exposure channel. These benefits must be weighed against disincentive effects for effort during college and later in working life. In particular, higher effective income tax rates may reduce work and study incentives by lowering the realized returns to college. The higher education funding system in England has some features of a graduate tax. Students only repay their loans once their income reaches a particular threshold, and repayments are fixed as a share of salary. Any loans outstanding after 30 years are written off by the state (Murphy, Scott-Clayton, and Wyness 2019). This is an expensive system, with the state predicted to pay almost 43 percent of the value of the loans made, owing to low interest rates and non-repayment (Crawford, Crawford, and Jin 2014). Nevertheless, it does mitigate risk for low income students. Indeed, it appears that the combination of rising fees and the switch to income-contingent loans in England has had no appreciable
impact on inequalities in higher education participation (Murphy, Scott-Clayton, and Wyness 2019 and Azmat and Simion 2017).

Our results on the impact of financial resources on college completion relate to recent work on socio-economic gaps in college graduation rates. Bailey and Dynarski (2011) document a growing disparity in the United States between students from richer and poorer families in terms of college entrance, persistence, and graduation. Hendricks and Leukhina (2017) use detailed transcript data to model students’ progress throughout college, and show that high dropout rates are associated with slow progress in college from the very start (i.e., few attempted and completed credits). Both initial skills and financial resources can influence progress throughout college, although if students are able to predict their graduation prospects well, financial resources play a minor role. Stange (2012) and Trachter (2015) point out that the possibility of dropping out of college early, while introducing risk, can also benefit students with lower ex-ante graduation probabilities by allowing them to learn about their prospects before committing to studying for the entire duration.

The longitudinal data used in Section 2 enables us examine determinants of non-completion of college by age 25 for those enrolled in bachelor programs at age 20. By far the largest impact of family background is found in the United States, where students with highly educated parents are 14.5 percentage points more likely to complete college than students with less educated parents. Family background also has a significant impact in England (a five percentage point difference in completion rates) but not in Australia. High school test scores give an indication of graduation probability based on ability. Conditioning on this ability measure eliminates the impact of family background in England but it remains important in the United States, with those from highly educated families still nine percentage points less likely to drop out compared to children of similar ability but from less-educated families. In line with the structural models discussed above, these basic facts are consistent with an important role of financial constraints in educational inequality at the college level in the United States.

For ease of exposition, we have considered investment in skills during the early

---

39The sampled students were still too young to measure non-completion in Germany.
years (Section 3) separately from our analysis of higher education here. Yet, in models of education over the entire life cycle, interactions between these stages naturally arise. For example, Caucutt and Lochner (2020) find that while policies that relax financial constraints at a single stage of the life cycle have only moderate effects, eliminating financial constraints throughout has a large impact on the educational investments of poorer families and on social mobility. Underlying this result is the complementarity of investments at different stages, as discussed in the previous section. The same complementarity also implies that policies that relax borrowing constraints in higher education have larger effects if they are anticipated. Specifically, if poorer parents expect that financial constraints will not stand in the way of their children receiving a college education, they will perceive higher returns to education earlier in childhood and increase their investments. In the language of the model, the skills $s_2$ at the beginning of adulthood will increase if financial constraints are relaxed.

Blandin and Herrington (2021) develop a structural model comprising both early investments in children and college attendance, and they use this model to account for recent trends in college attendance and completion in the United States. They document that college attendance has risen over time for children from richer and poorer families alike. However, consistent with the evidence discussed above, a gap in completing college conditional on attending has emerged. From 1995 to 2015 the probability of completing college conditional on attending rose by more than 10 percentage points among children with at least one college-educated parent raised in a two-parent home, but actually decreased for children raised by a single non-college-educated parent. As in the model developed in Section 3, parental investments respond to aggregate conditions, and in particular to the return to college education. Differences in pre-college investments turn out to play a key role in generating socio-economic differences in college completion. As the return to college increases over time, richer families raise their investments in their children’s skill more than poorer parents do, which results in a widening disparity in college completion rates. For these reasons, and in line with the work of Herrington (2015), Lee and Seshadri (2019), and Daruich (2020) discussed above, policies that support earlier parental investments in children’s skills turn out to be more effective than later interventions such as tuition subsidies.
Beyond college attendance and completion, there is also considerable heterogeneity in outcomes conditional on completing college, relating to issues such as choice of college major and post-college career and occupation choices. Altonji, Blom, and Meghir (2012) consider these dimensions in a model that captures parental investments at the high school level, college education, and later labor market outcomes. Given that passing rates and average grades vary across majors, pre-college investments once again play an important role. In particular, less well-prepared students may choose “safer” majors, even if they ultimately yield a lower financial return.

5 Educational Inequality across Multiple Generations

We have reviewed some of the key mechanisms that shape the transmission of educational advantages from parents to their children. However, social mobility can be analyzed not just from one generation to the next, but also across multiple generations. A key finding from the studies reviewed in Section 2.6 is that educational mobility across multiple generations is lower, and perhaps much lower, than a naive extrapolation from conventional parent-child measures would suggest. This pattern is not only compelling in its own right, but is informative about the underlying mechanisms that generate persistence in educational inequality. Multigenerational estimates of social mobility have accordingly become the subject of debate not only in economics, but also in demographic and sociological studies.

The literature has focused on two broad classes of explanations to rationalize the evidence on high multigenerational persistence. First, educational status or its determinants might be mismeasured, which would bias estimates of intergenerational persistence from parent to child downward. Mismeasurement may occur because the outcome observed in the data is an imperfect proxy of educational achievement (e.g., years of schooling may not reflect the quality of schooling), or because the parents’ education is only one of many determinants of child education that vary across families (e.g., Clark 2014, Braun and Stuhler 2018).

In Section 2.6, we documented multigenerational transmission using regressions of a child’s years of schooling on the average years of schooling of the parents and grandparents (see Equation (1)). According to the mismeasurement interpretation,
the tendency of the coefficient $\beta_{gp}$ on grandparent schooling in such regressions to be positive, as shown in Figure 3, reflects an omitted variable problem, with grandparents’ schooling serving as a proxy for unobserved attributes of the parent generation. Classical measurement error or misreporting in survey data would yield similar implications (Solon 2014).

A second, contrasting interpretation is that grandparents or extended family may have an independent causal effect on child education, over and above their indirect influence via the parent generation (Mare 2011). According to this interpretation, a positive coefficient $\beta_{gp}$ on grandparents’ schooling in Figure 3 may represent true grandparent effects. One strategy to distinguish this hypothesis from alternative interpretations is to study whether the size of the coefficient $\beta_{gp}$ varies with exposure of grandchildren to their grandparents. In their review of the literature, Anderson, Sheppard, and Monden (2018) note that the coefficient $\beta_{gp}$ does not appear to vary systematically with the likelihood of contact between grandparent and grandchild. However, there are exceptions (Zeng and Xie 2014), and a direct effect of grandparents on their grandchildren is possible through means that do not require contact, such as financial transfers (Hällsten and Pfeffer 2017).

While these interpretations differ, they both imply that researchers can gain a deeper understanding of intergenerational processes by extending their analysis to more distant kin. Focusing on the omitted variable interpretation, we first consider a setting of multi-generational transmission in which we make a distinction between the latent (unobserved) skills and the observed educational outcomes of a given generation. One useful insight is that the transmission of such latent advantages can be indirectly assessed by considering how educational inequalities persist in the extended family beyond the core parent-child relationship. We then consider the potential contribution of assortative mating to educational inequality, and how this contribution can be quantified.

40Consistent with this interpretation, the coefficient $\beta_{gp}$ on grandparent’s education tends to be smaller when controlling for both paternal and maternal education (e.g., Warren and Hauser 1997, Chiang and Park 2015, Braun and Stuhler 2018, Engzell, Mood, and Jonsson 2020).
5.1 Single- versus Multigenerational Transmission

Consider a setting in which the skill of the member of a family alive at time $t$ is given by $S_t$. The true skills $S_t$ are unobserved; observed instead is an educational outcome $Y_t$, such as years of schooling, which is related to true skills by the equation:

$$Y_t = \alpha S_t + \epsilon_t,$$

where $\epsilon_t$ is an i.i.d. random variable and $\alpha$ can be interpreted as the effect of skills on educational attainment. Let us assume that skills evolve over generations according to:

$$S_{t+1} = \lambda S_t + \nu_t,$$

where $\nu_t$ is an i.i.d. random variable and $0 < \lambda < 1$ captures the intergenerational persistence of skills. For simplicity, we standardize the variances of $Y_t$ and $S_t$ to one, such that $\alpha$ and $\lambda$ can be interpreted as correlations. In this model, the parent-child correlation in schooling is given by

$$\rho_1 = \frac{\cov(Y_{t+1}, Y_t)}{\var(Y_t)} = \alpha^2 \cov(S_{t+1}, S_t) = \alpha^2 \lambda,$$

while the three-generation (grandparent-child) correlation is given by

$$\rho_2 = \frac{\cov(Y_{t+2}, Y_t)}{\var(Y_t)} = \alpha^2 \cov(S_{t+2}, S_t) = \alpha^2 \lambda^2.$$

More generally, the correlation $k$ generations ahead is equal to $\alpha^2 \lambda^k$. The three-generation correlation is therefore larger than a simple iteration of the parent-child correlation would suggest,

$$\rho_2 > \rho_1^2,$$

as long as skills $S_t$ are not a perfect predictor of schooling $Y_t$, that is, as long as $\alpha < 1$. As shown in Braun and Stuhler (2018), this observation $\rho_2 > \rho_1^2$ is simply the flip side of the observation that the coefficient $\beta_{gp}$ on grandparents’ education in the child-parent-grandparent regression (1) tends to be positive (see Figure 3).

In richer models, the inequality could also invert, with the square of the parent-
child correlation \( \rho_1 \) being greater than the grandparent-child correlation \( \rho_2 \).\footnote{Indeed, a famous prediction from Becker and Tomes (1979) is that the coefficient on grandparent income in a child-parent-grandparent regression should be negative, which necessarily holds in a simplified version of their model (Solon 2014). This prediction is, however, at odds with the recent multigenerational evidence.} A robust conclusion is that parent-child correlations may not be very informative about the extent to which educational or socio-economic advantages persist across multiple generations. Indeed, if \( \lambda \) is sufficiently large, multigenerational persistence can be high even if the parent-child correlation \( \rho_1 \) itself is only modest in size. In the extreme case of full persistence, \( \lambda = 1 \), we would observe no further regression to the mean after the first generation, so that \( \rho_1 = \rho_2 = \ldots = \rho_k \).

Multigenerational estimates are then useful for two distinct reasons. First, they offer direct evidence on the persistence of educational advantages in the long run, on which parent-child correlations are less informative. As such, they provide insights on an important descriptive aspect of inequality, independently of what the underlying transmission mechanisms may be. Second, they may provide indirect information on more hidden aspects of the intergenerational transmission process between parents and children, such as the latent skills \( S_t \) in the model above. Indeed, this simple latent factor model can be identified from linked data on just three generations, as the intergenerational persistence of skills \( \lambda \) is identified by the ratio \( \rho_2/\rho_1 \). Following this approach, Braun and Stuhler (2018) find an intergenerational correlation of latent educational advantages of around 0.6 in Germany, nearly 50 percent larger than the parent-child correlation in years of schooling in their samples. Neidhöfer and Stockhausen (2019) find similarly high latent persistence in a comparison of three different data sets from the United States, the United Kingdom, and Germany, as do Colagrossi, d’Hombres, and Schnepf (2020) in comparing 28 European countries. Other studies documenting excess persistence of educational inequalities in the sense of \( \rho_2 > \rho_1^2 \) or \( \beta_{gp} > 0 \) include Pfeffer (2014), Lindahl et al. (2015), Celhay and Gallegos (2015), Kroeger and Thompson (2016), Song (2016), Sheppard and Monden (2018), Ferrie, Massey, and Rothbaum (2020), and Chuard (2021), among others. Anderson, Sheppard, and Monden (2018) provide a systematic review of this literature.

While informative, multigenerational correlations do suffer from a limited com-
parability of socio-economic measures across generations, as the marginal distributions of educational attainment and other outcomes usually differ across generations. Moreover, the evidence they provide is insufficient to fully characterize richer models of intergenerational transmission. A recent “dynastic” or “distant-kin” approach addresses these limitations by shifting the attention from multigenerational relations to family relations in the horizontal dimension, such as between cousins in the same generation. Using data from Sweden, Adermon, Lindahl, and Palme (2021) document that the average educational attainment of dynasties in the parent generation (including parents’ siblings and cousins, and their siblings and spouses) are highly predictive of child education, suggesting that conventional parent-child correlations underestimate long-run persistence by at least one-third. Hällsten and Kolk (2020) merge historical and modern data sources to compare socio-economic status across many generations and across distant cousins, showing that outcomes for past generations predict education, occupations, and wealth many generations later.

Collado, Ortuño-Ortín, and Stuhler (2022) exploit administrative data to distinguish many different types of kin, which they use to fit a detailed intergenerational and assortative model. They show that distant-kin as well as more traditional measures of educational inequality, such as parent-child and sibling correlations, can be all integrated within a consistent transmission model. In particular, multigenerational estimates can be related to earlier evidence from sibling correlations, which are an omnibus measure of the importance of family and community that reflect parental influences, but also other influences shared by siblings that are orthogonal to parental characteristics (Björklund and Salvanes 2011). Siblings share educational advantages to a much a greater extent than what is captured by parent-child correlations, implying that intergenerational correlations represent only a small share of family background effects (Björklund and Jäntti 2012). Recent multigenerational studies are consistent with this hypothesis, and imply that the unexplained gap between sibling and parent-child correlations is at least partially due to unmeasured family influences (as opposed to influences that are orthogonal to family characteristics, such as neighborhood or peer influences). Moreover, a comparison of distant kin suggests that sibling correlations still understate the importance of family influences, as most of the advantages that siblings share are
not reflected in observables such as years of schooling (Collado, Ortuño-Ortín, and Stuhler 2022).

5.2 What Drives High Multigenerational Persistence?

What are the mechanisms underlying the high degree of persistence in educational advantages documented in recent studies? Interpreted from the perspective of the model outlined above, a higher degree of persistence implies an intergenerational persistence parameter $\lambda$ closer to 1. However, the model is silent as to what drives this parameter.

One possibility is that persistence reflects genetic transmission. If ability is in large part determined by genetic endowments that are passed on from generation to generation, a high multigenerational degree of persistence can arise. Yet, genetic transmission necessarily combines the endowments of different families. Because mothers and fathers contribute in approximately equal parts to the genetic endowments of their children, a child’s genetic endowment is given by:

$$S_{t+1} = \lambda \frac{S_{f,t} + S_{m,t}}{2} + \nu_t,$$

where $S_{f,t}$ and $S_{m,t}$ are the endowments of mother and father, respectively. For this model to generate a high multi-generation correlation of skills, a $\lambda$ close to one is not sufficient. For example, if the skills of husband and wife are uncorrelated, the persistence of skills across generations is driven by $\lambda/2$, which would imply very low multi-generation correlations after a few generations.

As a result, for a genetic model to explain high multigenerational correlations there would also have to be high assortative mating in terms of genetic endowments (Clark 2021). For illustration, the endowments of the mother can be described as:

$$S_{f,t} = \gamma S_{m,t} + \xi_t,$$

where $0 < \gamma < 1$ describes the assortativeness of mating and $\xi_t$ is an i.i.d. term. For high intergenerational correlations to arise, both $\lambda$ and $\gamma$ would have to be sufficiently close to one. Little direct evidence on the assortativeness of mating in terms of genetic endowments exists. A standard assumption in quantitative
genetics has been to consider that assortment occurs in the phenotype (Crow and Felsenstein 1968), which in our context corresponds to education. But because spousal correlations in years of schooling tend to "only" be between 0.4–0.6 (Fernández, Guner, and Knowles 2005), and because genes explain but a part of the variation in education (Lee et al. 2018, Young 2019), phenotypic assortment necessarily implies a limited extent of genetic assortativeness. Recent work finds that the genetic predictors of education are more correlated than could be explained by phenotypic assortment, due to secondary assortment on a genetically correlated trait that also increases the spousal correlation in genetic predictors of education (Robinson et al. 2017).

While this is an active area of research, we would argue that the assortativeness in genetic advantages is unlikely to be sufficiently high to explain the high multigenerational persistence in educational advantages documented by the recent economic literature. Strong assortativeness would also be required to account for the findings of studies comparing relatives in the horizontal dimension. Collado, Ortuño-Ortín, and Stuhler (2022) estimate that in Sweden, spousal correlations in latent advantages would have to be around 0.75 to explain the correlation pattern in educational attainment between distant siblings-in-law. This evidence suggests that assortative mating would need to be far stronger than that reflected in the conventional measures, such as the spousal correlation in years of schooling.

Two alternative explanations for strong multigenerational persistence can be hypothesized. One is that the mechanisms described in Section 3 reach across multiple generations. For example, persistence will be higher if grandparents have a direct impact on the education and socialization of their grandchildren. The reach of this mechanism is limited by the fact that there is usually substantial overlap between at most three generations at the same time. A second possibility is that transmission is generation-to-generation, but works in large part through mechanisms that are not genetic in nature but may be subject to high rates of assortative mating. For example, the variable $S_l$ could represent a concept termed “family culture,” which summarizes how a given family views its role in society and the degree of ambition of its members. In a class-based society, we can envision that a given family takes its overall place in the hierarchy as given,
and will therefore preserve its relative standing over multiple generations. These mechanisms are reinforced if society imposes limits that hinder mobility across classes. Such restrictions were codified in many European societies throughout the aristocratic period (e.g., Goni 2022), and exist in much stronger and more persistent form in caste societies. To this regard, Doepke and Zilibotti (2008) provide an analysis of the intergenerational transmission of values and attitudes in a class based society, and show that persistent class differences can arise and are reinforced by the different economic circumstances of each class. Less clear, however, are the mechanisms that might explain high multigenerational persistence in contemporary populations in high-income countries, constituting an interesting question for future research.

6 Educational Inequality in the Covid-19 Pandemic

Public health measures in response to the Covid-19 pandemic have led to an unprecedented shock to investments in education. According to UNESCO, 94 percent of the world’s student population was impacted by educational institution closures in the spring of 2020. By May 2021, schools across countries had been fully closed for an average of 17 weeks (UNESCO 2021). These closures varied widely in length, and were only partially determined by infection rates (OECD 2021). Students in many developing nations, and in some US states, experienced closures that lasted more than a year, whereas there were no school closures at all in Belarus and Burundi.

Figure 4 illustrates the worldwide distribution of school closures, based on data collected by the Oxford Covid-19 Government Response Tracker (Hale et al. 2021). We compare the accumulated number of weeks of school closure at an early stage of the pandemic (June 1, 2020) and one year later (June 1, 2021), assigning weekly values of 1 for full closure at all levels, 0.5 for partial closure, and 0 for minor alterations or no measures. By June 2020 (Panel (a)), nearly all countries had imposed some form of school closure to halt the progression of the pandemic. Closures were particularly long in China, Indonesia, and some countries in Southern Europe, but of similar intensity in most other countries. Over the following year, there was more variation in school closures across countries,
being particularly extensive in the Americas, in some countries in the Middle East, and in Southern Asia (Panel (b)). Schools and universities adjusted to a lack of in-person teaching by shifting to remote learning, albeit with great variation in speed and efficiency.

As noted by Hale et al. (2021), while the initial policy response was relatively uniform, later measures were driven by local epidemiological situations and differing political environments, leading to divergent policy responses. Students around the world accordingly experienced highly unequal exposure to school closures.

School closures have been especially controversial in the United States and Canada, where closures have continued much longer than in other developed economies. In the United States, school closures were not nationally mandated and were rather determined at the state or school district level, resulting in substantial variation in children’s experiences, as well as posing a challenge for the systematic collection of data. Evidence from mobile phone locations (Parolin and Lee 2021) indicates that 9 out of 10 schools were closed in April 2020, falling to 40 percent in September but then rising again to 56 percent in December. Halloran et al. (2021) use school district-level data from 12 US states for the 2020–2021 academic year and show that shares of in-person schooling time varied from 9 percent in Virginia to 98 percent in Florida. At the time of writing in early 2022, the Covid-19 omicron variant is spreading, leading a number of countries and regions to once again close their schools (Parker 2022).

Economists have expressed concern over the future economic cost of these closures (Burgess and Sievertsen 2020; Psacharopoulos et al. 2021; Hanushek and Woessmann 2020a). As emphasized in the model described in Section 3, learning is a cumulative process where skills acquired at one life stage foster further learning later on. This dynamic nature of skill acquisition implies that learning losses, once incurred, are subsequently difficult to compensate. Many of the schoolchildren affected by the pandemic are therefore likely to enter adult life with fewer skills and lower educational attainment than they would have otherwise. This loss of human capital will be reflected in lower lifetime earnings at the individual level, and could result in a lower stock of human capital and lower national income at
the aggregate level for decades to come.

We are particularly interested here in whether school closures increase educational inequality by differentially impacting children of different socio-economic backgrounds. There are two reasons why this might occur. First, the incidence of school closures themselves may vary by social background, for instance when public schools close while private schools attended by richer families stay open. Second, children from disadvantaged backgrounds might experience greater learning loss if their school closes.

In the model of skill acquisition presented in Section 3, children’s learning depends on inputs from educational institutions, parental inputs, and neighborhood and peer effects. All of these inputs are affected by school closures in ways that are likely to differ across families. During the closures, the inputs provided by schools and teachers were often delivered via online education. Yet, just how well virtual education can replace in-person schooling depends on factors such as having a reliable internet connection, functioning tablets or laptops, and a quiet work environment; all of which are more likely to be met in higher-income families. Parents also play an important role, and richer parents may not only be more capable of assisting their children in making up for lost time but also more likely to work from home, where they can help if need be. Social networks that exist outside of school are likely to matter for peer and neighborhood effects, and residential stratification by income might once again put lower-income families at a disadvantage.

School closures are not the only mechanism via which the pandemic may impact educational inequality. The macroeconomic effects of the pandemic could decrease parents’ income and educational investments, reduce public spending on schooling, or affect the returns and incentives to acquiring education. The full impact of all of these changes on educational inequality will gradually emerge over the next few years, but much can already be learned from pre-pandemic evidence on the consequences of school closures, from new evidence on the pandemic already collected, and from structural modeling of the long-run impact of the pandemic.

Fiorini and Keane (2014) analyze time-use data in Australia and suggest that among a set of different child activities, time spent with parents on educational activities is most effective at increasing cognitive skills.
Figure 4: Number of weeks of school closures at (a) June 1, 2020 and (b) June 1, 2021, based on Oxford Covid-19 Government Response Tracker, Blavatnik School of Government. Weekly values assigned as 1 for full closure at all levels, 0.5 for partial closure, and 0 for minor alterations or no measures.
6.1 The Effect of School Closures: Pre-pandemic Evidence

Given that direct evidence on the impact of pandemic school closures on skill acquisition and educational inequality takes time to accumulate, researchers have considered other sources of variation in school access or instruction time in an effort to make first assessments of the likely impact of the crisis. Table 4 summarizes the evidence and reports the implied effect of a 12-week school closure on standardized test scores.

Initially, pandemic school closures were anticipated to last two to three months, about the time it took to contain the initial Covid-19 outbreak in China with social distancing measures. This time span allowed researchers to draw parallels with the so-called summer learning loss—or the fact that children’s knowledge and skills degrade over the summer school break. However, estimates of the magnitude of the loss vary widely between studies, from 0.06 to 0.6 of a standard deviation in skills for a 12-week closure (Kuhfeld et al. 2020a, Cooper et al. 1996, McCombs et al. 2014). There is greater agreement over variation in learning loss across subjects. In particular, summer learning loss has been found to be less severe for reading skills, where children have more opportunity for independent practice, compared to mathematics or spelling (Shinwell and Defeyter 2017, Paechter et al. 2015). A limitation of applying the summer-learning-loss literature to the pandemic is that the impacts are measured over a short period of time (from just before to just after summer) and hence are not necessarily informative for long-term outcomes.

Other studies exploit variation in instructional time between students in different locations or cohorts, using research designs that can be informative about long-term effects. Carlsson et al. (2015), for example, consider variations in the length of preparation time available for male Swedish students before taking a cognitive test. Even among 18-year-olds (for whom we might expect investment effects to be weaker) an extra ten days of school instruction increases scores on crystallized intelligence tests (synonyms and technical comprehension tests) by approximately 0.01 of a standard deviation. Assuming linearity, this implies effects of around 0.06 of a standard deviation for a 12-week closure. Fitzpatrick, Grissmer, and Hastedt (2011) estimate stronger impacts for the early years of schooling, implying
a drop of around 0.3 of a standard deviation in math scores and 0.4 in reading scores as the result of a 12-week school closure. Meanwhile, Lavy (2015) exploits differences in instruction time spent on different subjects across countries. As noted by Burgess and Sievertsen (2020), Lavy’s results would predict a 0.06 of a standard deviation fall in math scores as a result of a 12-week school closure. Pischke (2007) studies the effect of shortened school years that resulted from education reforms in Germany. While he does observe short-run impacts on test scores and grade repetition, long-run effects on earnings or employment are not found. Another approach is to consider variation in effective instruction time caused by differences in the age at school entry. For example, exploiting regional variation in school entry rules in England, Cornelissen and Dustmann (2019) see large effects of the effective length of the first school year on cognitive and non-cognitive outcomes at the end of the first school year, implying a fall of around 0.2 of a standard deviation in test scores as a result of a 12-week school closure. The impacts on cognitive outcomes largely disappear by age 11, while the effect on non-cognitive skills is more persistent.

A further set of papers investigates the consequences of unanticipated shocks to instruction time. For example, Belot and Webbink (2010) document that a seven-month teacher strike in Belgium, which ended with six weeks of uninterrupted school closures, led to five percent lower educational attainment, although the estimates are imprecise. For Argentina, Jaume and Willén (2019) find long-run effects of a strike on earnings and intergenerational effects on education. Marcotte and Hemelt (2008) observe measurably lower performance from just five days of lost school instruction due to snow days in Maryland, with the effect being larger for younger children. Developing this approach further, Hansen (2011) considers snow days in Maryland, Minnesota, and Colorado, and find effects between 0.05 and 0.15 of a standard deviation for a five-day absence for children in third, fifth, and eighth grade, though no consistent evidence that these effects are larger for younger children. Goodman (2014) finds no impact of snow days resulting in school closures in Massachusetts, but does document effects of individual absences. Similarly, Aucejo and Romano (2016) consider variations in instruction time that affect entire cohorts due to variations in the date of a test and absences that are idiosyncratic to specific children. They arrive at similar conclusions,
suggesting that individual absences have more adverse effects than do shocks affecting an entire class. Goodman (2014) attributes this pattern to coordination problems; teachers find it more difficult to manage situations where children are learning at different rates. Further evidence of the detrimental effect of student absences is provided by Gershenson, Jacknowitz, and Brannegan (2017) and Liu, Lee, and Gershenson (2021). Cattan et al. (2022) use Swedish historical and administrative data to show that in addition to reducing academic performance, absences have a negative long-run impact on labor income over the life cycle.

Some of the studies based on pre-pandemic evidence compare outcomes across children of varying socio-economic backgrounds. Lavy (2015), for instance, finds that disadvantaged children are more strongly affected by cross-country differences in instruction time. The effects of early education found by Cornelissen and Dustmann (2019) are particularly large for English boys from low socioeconomic backgrounds, though in the German data, Passaretta and Skopek (2021) do not observe differences in the effect of the first year of schooling by socioeconomic background. Results in the summer learning literature are also mixed. Kuhfeld et al. (2020a) notes that while there is substantial variation in the extent of summer learning loss across students in the United States, this variation is not strongly related to family background. Paechter et al. (2015) document that children from more educated parents in Austria experience less summer learning loss in mathematics, but that there is little variation in effect size by family background in spelling or reading. A possible reason for these contrasting findings is that most children take a break from learning during the regular scheduled summer vacation irrespective of their family background. Interruptions of the regular school year may lead to different behavioral responses. In line with this interpretation, a study on teacher strikes in Canada by Johnson (2011) suggests that the children of less educated families were particularly affected. Similarly, Marcotte and Hemelt (2008) and Goodman (2014) both find that individual absences related to snow days have a more negative impact on achievement in schools with higher poverty rates, and Aucejo and Romano (2016) and Gershenson, Jacknowitz, and Brannegan (2017) show that individual absences have significantly worse effects on the outcomes of low-income students. These studies support the notion that unexpected reductions in instruction time increase educational inequality between
children of lower socio-economic backgrounds and those from well-off families.

Table 4: Evidence on the Effect of School Closures on Educational Outcomes

<table>
<thead>
<tr>
<th>Paper</th>
<th>Variation</th>
<th>Country and Age Group</th>
<th>Implied effect 12-week closure on tests in SD</th>
<th>Other effects</th>
<th>Differences by family background</th>
</tr>
</thead>
<tbody>
<tr>
<td>Kuhfeld et al. (2020a)</td>
<td>Summer learning loss</td>
<td>US, grades 3 to 8</td>
<td>Between 0.06 and 0.6</td>
<td></td>
<td>No.</td>
</tr>
<tr>
<td>Cooper et al. (1996)</td>
<td>Summer learning loss</td>
<td>US, grades 1 to 6</td>
<td>0.13</td>
<td>Summer learning loss increases with students’ grade level.</td>
<td>Higher-income students gain on reading recognition while lower-income students lose.</td>
</tr>
<tr>
<td>McCombs et al. (2014)</td>
<td>Summer learning loss</td>
<td>US, grade 3</td>
<td>0.22-0.26 on mathematics</td>
<td>Non-significant effect on reading or socio-emotional tests.</td>
<td>No.</td>
</tr>
<tr>
<td>Shinwell and Defeyter (2017)</td>
<td>Summer learning loss</td>
<td>Scotland and North Eastern England, 5-10-year-olds</td>
<td>0.34 on spelling</td>
<td>Non-significant effect on reading.</td>
<td>The study sample is limited to children from low socioeconomic status (SES) areas.</td>
</tr>
<tr>
<td>Paechter et al. (2015)</td>
<td>Summer learning loss</td>
<td>Austria, Between 10 and 12 years old</td>
<td>0.73 on arithmetic problem solving, 0.38 on spelling</td>
<td>Summer learning loss in arithmetic problem solving and spelling but gains in reading.</td>
<td>Greater learning loss among children from less-educated parents in mathematics, but not other subjects.</td>
</tr>
<tr>
<td>Carlsson et al. (2015)</td>
<td>Timing of tests</td>
<td>Sweden, 18-year-old males</td>
<td>0.07 on synonym tests and 0.05 on technical comprehension test</td>
<td>Test scores on fluid intelligence (spatial and logic) do not increase with additional school days.</td>
<td>No. Similar effects based on parental education and father’s earnings.</td>
</tr>
<tr>
<td>Study Authors</td>
<td>Type of Event</td>
<td>Location/Year</td>
<td>Timing of Tests</td>
<td>Math and Reading Scores</td>
<td>Findings</td>
</tr>
<tr>
<td>-------------------------------</td>
<td>--------------------------------------</td>
<td>---------------</td>
<td>----------------</td>
<td>-------------------------</td>
<td>--------------------------------------------------------------------------</td>
</tr>
<tr>
<td>Fitzpatrick, Grissmer, and Hastedt (2011)</td>
<td>Timing of tests</td>
<td>US, kindergarten and grade 1</td>
<td>0.3 in mathematics and 0.4 in reading</td>
<td>No significant differences.</td>
<td></td>
</tr>
<tr>
<td>Lavy (2015)</td>
<td>Instruction time across subjects</td>
<td>International (50 countries), 15-year-olds (PISA)</td>
<td>0.06 on mathematics, science or language</td>
<td>Lower impact in developing countries (0.025 SD).</td>
<td>Instruction time has greater effect for students from lower-educated backgrounds.</td>
</tr>
<tr>
<td>Pischke (2007)</td>
<td>Short school years</td>
<td>Germany, grades 1 to 4</td>
<td>20-50% more grade repetitions, 10% fewer students attend intermediate track</td>
<td>No long-term effects on earnings and employment.</td>
<td>Not measured.</td>
</tr>
<tr>
<td>Cornelissen and Dustmann (2019)</td>
<td>School entry age</td>
<td>England, reception year (age 4)</td>
<td>0.17-0.25 on cognitive (at age 5), 0.17-0.19 on non-cognitive (at age 5)</td>
<td>Effect on cognitive outcomes largely disappears by age 11.</td>
<td>Larger effects for boys from low socioeconomic background.</td>
</tr>
<tr>
<td>Belot and Webbink (2010)</td>
<td>Teachers’ strikes</td>
<td>Belgium, high school students</td>
<td>Cohort affected by seven-month strike, reduced educational attainment by about 5 percent</td>
<td>Reallocation of students from university studies to higher vocational education.</td>
<td>Not measured.</td>
</tr>
<tr>
<td>Jaume and Willén (2019)</td>
<td>Teachers’ strikes</td>
<td>Argentina, primary school students</td>
<td>Lowers high school completion, college completion, and years of schooling for males (females) by 3.2% (2.5%), 8.7% (1.9%), and 1.4% (1.4%)</td>
<td>Lower wages and increased likelihood of being unemployed. Males experience occupational downgrading while females increase home production.</td>
<td>Not measured. But there are intergenerational effects: children of individuals exposed to strikes suffer negative education effects as well.</td>
</tr>
<tr>
<td>Marcotte and Hemelt (2008)</td>
<td>Weather (snow days) and timing of tests</td>
<td>Maryland, grades 3, 5 and 8</td>
<td>Grade 3 pass rate in reading (math) exam decreases by 0.49% (0.53%) with each day of unscheduled closure</td>
<td>Smaller impacts for students in grades 5 and 8.</td>
<td>50% greater impact in schools with highest compared to lowest share of low-income students.</td>
</tr>
<tr>
<td>Study</td>
<td>Research Question</td>
<td>Location</td>
<td>Absences Overview</td>
<td>Impacts Overview</td>
<td></td>
</tr>
<tr>
<td>-------------------------------</td>
<td>-----------------------------------------------------------------------------------</td>
<td>------------------------------------------------</td>
<td>-----------------------------------------------------------------------------------</td>
<td>-----------------------------------------------------------------------------------</td>
<td></td>
</tr>
<tr>
<td>Hansen (2011)</td>
<td>Weather (snow days) and timing of tests</td>
<td>Colorado, Maryland and Minnesota, grades 3, 5 and 8</td>
<td>Between 0.6 and 1.8</td>
<td>Not measured.</td>
<td></td>
</tr>
<tr>
<td>Goodman (2014)</td>
<td>Weather (snow days)</td>
<td>Massachusetts, grades 3 to 8 and 10</td>
<td>0.48 in mathematics and English</td>
<td>Large negative effect for individual absences of student or student’s peers. No effect of school closure.</td>
<td></td>
</tr>
<tr>
<td>Aucejo and Romano (2016)</td>
<td>Individual absences and timing of tests</td>
<td>North Carolina, grades 3 to 5</td>
<td>0.10 in mathematics and 0.05 in reading</td>
<td>Absenteeism is more detrimental in higher grades and for low performing students.</td>
<td></td>
</tr>
<tr>
<td>Cattan et al. (2022)</td>
<td>Primary school absences</td>
<td>Sweden, grades 1 to 4</td>
<td>0.38</td>
<td>Long-term effect on lifetime earnings. Ten annual days of absence in elementary school decrease income by 1-2%.</td>
<td></td>
</tr>
<tr>
<td>Gershenson, Jacknowitz, and Brannegan (2017)</td>
<td>Individual absences</td>
<td>North Carolina and US survey, kindergarten and grades 1, 3, 4, 5 and 8</td>
<td>0.12–0.42 in mathematics and 0.12-0.24 in reading</td>
<td>Unexcused absences are 2-3 times more harmful than excused absences.</td>
<td></td>
</tr>
<tr>
<td>Liu, Lee, and Gershenson (2021)</td>
<td>Individual absences</td>
<td>California, grades 2 to 11</td>
<td>0.18–0.24 in mathematics and ELA (English Language Arts) tests</td>
<td>Ten absences in 9th grade reduce both the probability of on-time graduation and ever enrolling in college by 2%.</td>
<td></td>
</tr>
<tr>
<td>Liu, Lee, and Gershenson (2021)</td>
<td>Individual absences</td>
<td>California, grades 2 to 11</td>
<td>0.18–0.24 in mathematics and ELA (English Language Arts) tests</td>
<td>Ten absences in 9th grade reduce both the probability of on-time graduation and ever enrolling in college by 2%.</td>
<td></td>
</tr>
<tr>
<td>Study</td>
<td>Effects</td>
<td>Details</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>---------------</td>
<td>----------------------------------------------</td>
<td>-------------------------------------------------------------------------</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Passaretta and Skopek (2021)</td>
<td>Differences in testing period.</td>
<td>Germany, kindergarten cohort (age 4-5) 0.38 in mathematics, 0.30 in science and 0.12 in vocabulary</td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

No effect of 1st-grade schooling on socioeconomic gaps in any skill domain. Schooling is beneficial for all children equally.

<table>
<thead>
<tr>
<th>Study</th>
<th>Effects</th>
<th>Details</th>
</tr>
</thead>
<tbody>
<tr>
<td>Johnson (2011)</td>
<td>Teachers’ strikes and work-to-rule campaigns</td>
<td>Ontario, grades 3 to 6 Reduce pass rates by 1.8-4.6% on mathematics tests and 0.8-2.5% on reading tests</td>
</tr>
</tbody>
</table>

Negative effects are stronger on reading tests for grade 3 students compared to grade 6 students, but less so on writing and mathematics tests. Largest reductions in results are found at schools where children enter with other disadvantages, as measured by level of parental education.

### 6.2 Pandemic Evidence: Inequality in the Incidence of School Closures

The pre-pandemic evidence suggests that Covid-19 could increase educational inequality via two channels: a greater incidence of school closures in low-income neighborhoods, and a greater learning loss conditional on closure among disadvantaged students. Indeed, early work on the pandemic supports both channels. Parolin and Lee (2021) show that school closures in the United States in the fall of 2020 were more common for students from ethnic minorities. School closures were also more widespread in institutions with lower third grade math scores, more homeless students, more students with limited English proficiency, and a larger share of students eligible for free or subsidised lunch. Halloran et al. (2021) confirm this picture in a sample of 12 states, documenting that districts with a greater share of black students and a higher share of students receiving free lunches offered less in-person schooling.

In the United Kingdom, school closures are determined at the national level, but local mitigation procedures led to varying incidence, as groups of children were required to isolate if a positive case was detected in their “bubble.” Eyles and Elliott Major (2021) show that in the fall of 2020, these localized measures led to nine days of missed schooling in the poorest areas of the United Kingdom compared to only two days in the most affluent municipalities. This evidence suggests that variation in the incidence of school closures could exacerbate educational inequalities.
6.3 Pandemic Evidence: Test Scores

Some alarming direct evidence is emerging on the impact of school closures in the early phases of the pandemic (see Table 5 for a summary). Engzell, Frey, and Verhagen (2021) find that in the Netherlands, eight weeks of online rather than in-person learning led to 0.08 of a standard deviation lower test scores for students aged eight to eleven. Notably, this is precisely the effect size we would expect if test scores increase by 0.4 of a standard deviation for each academic year of in-person schooling (as found by Bloom et al. 2008 and Azevedo et al. 2021) and online learning leads to no learning gains at all. The impact is 40 percent larger among those in the least educated homes, suggesting that the pandemic not only increased educational inequality, but that disadvantaged children’s skills actually deteriorated.

Tomasik, Helbling, and Moser (2021) analyze improvement in student skills in German-speaking Switzerland over the initial eight-week school closure starting in March 2020, compared to the eight weeks just prior. On average, primary school pupils learned half as much under distance learning, and there was more inequality in their progression. In particular, those with higher ability going into the pandemic saw stronger effects. Students in secondary school learned at the same speed as before. Though these estimates may be affected by seasonal variation, at face value they suggest less severe impacts than indicated by Engzell, Frey, and Verhagen (2021).

Maldonado and De Witte (2020) provide evidence on 5th graders in Flemish Belgium who experienced seven weeks of school closure, partially replaced with online teaching. This period led to reduced test scores, equivalent to 0.19 of a standard deviation in math and 0.29 of a standard deviation in Dutch compared to earlier cohorts. Students performed worse than if they had simply retained their initial knowledge, suggesting a slide in skills. The authors observe weak effects on inequality, with no differences across schools by initial average test scores or by the school’s social mix for math outcomes, and only slightly larger effects for poorer schools in Dutch. However, measuring social background at the school level is less accurate than at the family level. In addition, this data is not based on a student-level panel and may be affected by attrition.
Kuhfeld et al. (2020b) and Lewis et al. (2021) use the results of aptitude tests for students in grades 3–8 in US public schools to compare the outcomes of students affected by the pandemic with those of the previous cohort. Differences between cohorts are greater in the spring of 2021 than in the fall of 2020, larger for math than reading, and stronger among younger children and those in high poverty schools. It is difficult to ascertain how much of these effects are a consequence of skill losses due to the pandemic and how much is due to additional sources of variation between cohorts. Using the same between-cohort design, other studies examine outcomes in the fall of 2020 in New South Wales, Australia (Gore et al. 2021) and in Baden-Württemberg, Germany (Schult et al. 2021). Gore et al. (2021) observe that third-grade children in the most disadvantaged schools are two months behind their pre-pandemic achievement in math, with no significant effects in reading or math for fourth-grade students. Schult et al. (2021) document that fifth-grade students are slightly behind across the board, with the largest impact among low-achieving students in math.

The results of Engzell, Frey, and Verhagen (2021) and Maldonado and De Witte (2020) suggest that school closures during the pandemic had greater effects on test scores than one might have expected based on extrapolations from prior evidence. Children’s learning may have been affected not just by the school closures themselves but also by other effects of the crisis, such as the disruption of peer interactions or increased anxiety during the pandemic. Improved virtual instruction might have helped reduce learning losses as the pandemic wore on, but uneven engagement has the potential to worsen inequalities even further. Lewis et al. (2021) point to “pandemic fatigue” as an explanation for why they observe more learning loss in the spring of 2021 compared to six months previously, and cite evidence that students were more likely to report not liking school in the winter of 2021 compared to the start of the academic year.

Using panel data for several cohorts of US students from the third to eighth grade, the identifying assumption here is that any difference between cohorts is generated by the pandemic, which is not necessarily the case. An alternative research design is to make use of exogenous variation in access to school during the pandemic. Blanden et al. (2021) use differences in eligibility for an early return to school by grade in England and find that being out of school has substantial negative mental health effects. Such effects are likely to both partly explain and compound the test score effects we focus on here.
grade, Halloran et al. (2021) show that proficiency rates in English and math were on average 14 percentage points lower during the pandemic. By associating variation in time spent in different learning modes over the 2020/2021 academic year (remote, hybrid, in-person) with district-level information on test scores, the authors conclude that this gap would have only been four percentage points if schools had remained open throughout the period, though the effects are likely to be downward biased due to missing data. The authors see larger effects in districts with more students of color and a greater number of students eligible for free lunch. These findings are based on a phase during the pandemic when hybrid and online study was well established. Differential impacts could therefore be attributable to uneven engagement with online schooling, an issue we turn to next.

6.4 Pandemic Evidence: Inequalities in Home Learning

Underlying the impact of school closures on overall learning and educational inequality are several distinct mechanisms. First, the availability and quality of virtual learning offered by schools is clearly important. Second, there may be differences in parents’ ability to support virtual learning and to compensate for the lost investments from schools. Third, the work put in by the students themselves matters as well. These mechanisms also interact in that the efforts of parents and children may respond to the inputs provided by schools, as discussed in Section 3.8. A growing body of work has begun to uncover the importance of each of these factors during the pandemic.

Clark et al. (2021) consider evidence from three schools in China and show that children who have access to online learning through their school do 0.22 of a standard deviation better on tests that follow the end of a seven-week period of school closures. While effects by family background are not reported, the authors find that effective online learning is especially beneficial for low achievers. This observation suggests that inequalities in access to online learning may in part drive inequalities in the impact of school closure.

Bacher-Hicks, Goodman, and Mulhern (2021) use information from internet searches for digital learning resources in the United States before and during
the pandemic. Searches doubled in April 2020 compared to the pre-pandemic period, and were 20–40 percent higher in high-income compared to low-income areas. This implies that uneven take up of online learning may be a contributor to the unequal impact of the pandemic.\textsuperscript{44}

Andrew et al. (2020) survey parents in the first period of English school closures and find that primary school students in the tenth percentile of the family income distribution did about 35 minutes less learning per day than those from median-income families, and 1 hour and 10 minutes less that a child from a family in the 90th percentile of the income distribution. That richer children spent more time on learning in England’s first lockdown is confirmed in Del Bono et al. (2021), with students in the top quartile of household earnings spending an additional 20 minutes on homework. Similarly, Grewenig et al. (2021) and Werner and Woessmann (2021) find that during school closures, low-achieving students in Germany disproportionately replace learning time with less productive activities, such as playing video games. Chetty et al. (2020) reports evidence on student effort from an online math program used by a representative sample of schools. They observe that while students from the richest quartile of neighborhoods quickly recovered to their prior level of progress, students from the bottom half were completing at least 40 percent fewer lessons in April 2020 than before schools closed.

Gaps in measureable parent support are narrower than gaps in student effort. Del Bono et al. (2021) observe no differences in the time spent by parents in supporting children’s learning by parental education level. Bansak and Starr (2021) instead find that in the United States, parents with a college education spent 2.2 hours a week more time on home learning than parents who are high school drop outs. Evidence from the United States and the United Kingdom suggests that inputs from both parents and children rise with schooling inputs (Bansak and Starr 2021, Del Bono et al. 2021) while in Germany, daily online instruction substantially increases student learning time (Werner and Woessmann 2021). Effective distance learning provision for more vulnerable groups has a

\textsuperscript{44}The direction of these effects may not, however, be universal. Amer-Mestre, Ayarza-Astigarraga, and Lopes (2021) document that in the early stages of the pandemic in Italy, searches for online learning resources increased more in regions with lower academic performance.
multiplicative effect on reducing the unequal impact of school closures.\textsuperscript{45}

Table 5: Covid-19 Pandemic Evidence on Educational Outcomes

<table>
<thead>
<tr>
<th>Paper</th>
<th>Variation</th>
<th>Country and Age group</th>
<th>Implied effect 12-week closure on tests in SD</th>
<th>Differences by family background</th>
</tr>
</thead>
<tbody>
<tr>
<td>Engzell, Frey, and Verhagen (2021)</td>
<td>Pandemic, compared with previous year</td>
<td>Netherlands, grades 4 to 7</td>
<td>0.12 in maths, spelling, and reading</td>
<td>Effects 60% larger among those with low-educated parents.</td>
</tr>
<tr>
<td>Tomasik, Helbling, and Moser (2021)</td>
<td>Pandemic, comparing learning to previous 8 weeks</td>
<td>Switzerland, primary and secondary students</td>
<td>Primary school pupils learned more than twice as fast during in-person as during distance learning; no significant difference for secondary school students</td>
<td>Greater heterogeneity in learning progress during distance learning among primary school pupils, but not among secondary school pupils.</td>
</tr>
<tr>
<td>Maldonado and De Witte (2020)</td>
<td>Pandemic, compared with previous year</td>
<td>Belgium, grade 6</td>
<td>0.25 in maths and 0.39 in Dutch</td>
<td>Learning loss increases in most indicators for socio-economic status.</td>
</tr>
<tr>
<td>Kuhfeld et al. (2020b)</td>
<td>Fall 2020 compared with same grades in Fall 2018</td>
<td>US grades 3-8</td>
<td>No overall effect on reading, 5-10 percentile decline in math performance. Larger in grades 3-6 than grades 6-8</td>
<td>Effects greater for Blacks, Latinos and Native American and Alaskans, and greater for younger children in high poverty schools.</td>
</tr>
<tr>
<td>Lewis et al. (2021)</td>
<td>Spring 2021 compared with same grades in spring 2019</td>
<td>US grades 3-8</td>
<td>4-6 percentile decline in reading, 7-11 percentile decline in math. Larger in grades 3-5</td>
<td>Lower achievement growth in mathematics for grade 3 students in least advantaged schools.</td>
</tr>
<tr>
<td>Gore et al. (2021)</td>
<td>Pandemic, compared with previous year</td>
<td>Australia (New South Wales), grades 3 and 4</td>
<td>No significant differences between 2019 and 2020 in mathematics or reading tests</td>
<td>Math competencies of low-achieving students and those with lower socio-cultural capital particularly affected.</td>
</tr>
<tr>
<td>Schult et al. (2021)</td>
<td>Pandemic, compared with previous year</td>
<td>Germany (Baden-Württemberg), grade 5</td>
<td>0.11 for reading comprehension, 0.14 for operations, 0.05 for numbers comprehension</td>
<td></td>
</tr>
</tbody>
</table>

\textsuperscript{45}In addition to differences in time spent, parents may vary in their capacity to help due to their own skills or confidence. Bol (2020) documents a large gap in the extent to which parents feel capable of supporting their child, with lower-educated mothers and fathers feeling less sure of themselves, even when their children are still in primary school.
<table>
<thead>
<tr>
<th>Study Authors</th>
<th>Study Type</th>
<th>Country/Region</th>
<th>Grade/Year</th>
<th>Findings</th>
</tr>
</thead>
<tbody>
<tr>
<td>Halloran et al. (2021)</td>
<td>Pandemic, compared with previous year</td>
<td>US, grades 3 to 8</td>
<td></td>
<td>Overall decline in students' 2021 test scores in maths (14.2 percentage points) and English language arts (ELA) (6.3 percentage points)</td>
</tr>
<tr>
<td>Clark et al. (2021)</td>
<td>Online education</td>
<td>China (Guangxi Province), grade 9</td>
<td></td>
<td>0.34 increase for students that had access to online learning compared to those that did not. Higher impact (0.45) for students that had online lessons from external high-quality teachers</td>
</tr>
<tr>
<td>Bacher-Hicks, Goodman, and Mulhern (2021)</td>
<td>Online education (internet searches)</td>
<td>US, K-12 students</td>
<td></td>
<td>Searches for school-centered (parent-centered) online resources 39% (24%) higher in high-income areas than in low-income areas.</td>
</tr>
<tr>
<td>Amer-Mestre, Ayarza-Astigarraga, and Lopes (2021)</td>
<td>Online education</td>
<td>Italy, primary and secondary students</td>
<td></td>
<td>Searches for e-learning tools increased more in regions with previously low academic performance than higher-performing regions.</td>
</tr>
<tr>
<td>Andrew et al. (2020)</td>
<td>Pandemic, children time use</td>
<td>UK, reception year to grade 10</td>
<td></td>
<td>Primary school students in bottom decile of family income spent 70 minutes less learning per day than those in top decile. Poorer children attended schools with less active home-learning support and had less resources such as computers or dedicated study space.</td>
</tr>
<tr>
<td>Del Bono et al. (2021)</td>
<td>Pandemic, children time use</td>
<td>UK, primary and secondary students</td>
<td></td>
<td>Children’s time spent on schoolwork was lower in disadvantaged families, but parental time spent on home schooling did not differ by indicators of socio-economic background.</td>
</tr>
<tr>
<td>Grewenig et al. (2021)</td>
<td>Pandemic, children time use</td>
<td>Germany, primary and high school students</td>
<td></td>
<td>Daily learning reduction was significantly larger for low-achievers (4.1 hours) than high-achievers (3.7 hours), but not larger for children of low-educated parents.</td>
</tr>
<tr>
<td>Werner and Woessmann (2021)</td>
<td>Pandemic, children and parent time use</td>
<td>Germany, primary and high school students</td>
<td></td>
<td>Children’s learning time decreased severely during the first school closures, particularly for low-achieving students.</td>
</tr>
</tbody>
</table>
Chetty et al. (2020) - Online education, US, K-12 students

Children in high-income areas temporarily learned less but recovered to baseline levels, while children in low-income areas remained 50% below baseline through the end of the school year.

Bansak and Starr (2021) - Pandemic, children and parent time use, US, K-12 students

Parental time helping children positively associated with parental education. College-educated parents spent 2.2h more per week compared to those without a high school degree. In addition, less-educated households were much more likely to experience computer or internet access problems.

6.5 Structural Estimates of the Long-term Impact of the Pandemic

Given that the pandemic is ongoing, the empirical literature has so far been able to quantify only a subset of potential channels that may affect educational inequality, and findings on long-run impacts will take time to materialize. A number of papers leverage structural modeling that is disciplined by both current and pre-pandemic data to assess the combined impact of different channels as well as the potential long-run repercussions of the crisis.

Agostinelli et al. (2022) use a model along the lines of Section 3 to assess the potential impact of the pandemic on educational inequality among US high school students. Educational achievements depend on school inputs, parental effort, parenting style, and on peer effects. As in Agostinelli and Sorrenti (2018), the formation of peer groups is endogenous and subject to possible interventions of parents. School closures during the Covid-19 pandemic affect learning through three channels. First, there is a decline in the overall efficiency of skill accumulation because remote learning is less effective than in-person instruction. Second, parental time inputs become more important during remote learning, as parents have to replace some inputs that are usually provided by teachers. Parents’ ability to provide these inputs depends on time constraints: parents who are able to work from home during the pandemic have an easier time helping their children with school work than do essential workers who must work outside the home. Third, peer effects and peer-group formation is also disrupted during the pandemic, as
during closures children lose contact with some existing friends and new peer interactions are restricted to the local neighborhood rather than schools.

Agostinelli et al. (2022) assess the contribution of these channels to educational inequality. The model estimation relies on a combination of empirical findings specific to the pandemic (such as lost learning time during school closures and variation in parents’ time budgets depending on whether they can work from home) and pre-pandemic evidence on issues for which contemporary evidence is not yet available (such as peer effects). All three channels are found to contribute to a widening of educational inequality. While all parents increase their time investments during the pandemic, the ability of low-income parents to respond is hampered by the fact they are much less likely to have jobs that can be done from home (Adams-Prassl et al. 2020a, 2020b). Hence, inequality in parental input increases between high- and low-income neighborhoods. Inequality in peer effects also rises, in part because children from low-income neighborhoods lose the ability to meet more high-ability peers at school, and in part because the effect of losing any peer connection on learning is worse for children already struggling in school. The impact on educational inequality is large: students from poor neighborhoods suffer a learning loss close to half a standard deviation, whereas the skill accumulation of children from rich neighborhoods is barely affected.

Fuchs-Schündeln et al. (2021) focus on the long-run implications of school closures for educational attainment and children’s future earnings. Similar to Agostinelli et al. (2022), they build their analysis on a human capital production function with time and monetary investments by parents and public investments provided by schools. The model is calibrated to the US economy. They find large effects: among children aged 4-14 during the pandemic, a school closure lasting six months increases the share without a high school degree by seven percent and reduces the share of children with a college degree by 3.2 percent. These changes diminish the average lifetime earnings of the affected children by about one percent. The effects are largest for younger children, an implication that follows from two features of the skill accumulation technology emphasized in Section 3, namely self-productivity (investments today increase human capital tomorrow) and dynamic complementarity (investments today increase the marginal productivity of further
Turning to educational inequality, Fuchs-Schündeln et al. (2021) consider the role of both the financial resources and the education of parents. Poorer children are predicted to suffer more from school closures for two reasons. First, a larger share of their educational investments come from schools rather than from parents. Second, richer parents increase their investments by more in response to school closures. Lower college attendance rates are one key mechanism for the overall loss in welfare. This implies that the welfare loss is non-monotonic in parental education, being strongest for children with high school educated parents (who have sizeable college completion rates) rather than for those whose parents did not complete high school (whose attendance rates were low even before the pandemic). Intuitively, students who are unlikely to attend college anyways have less to lose from school closures than those whose participation decision is more marginal. The welfare loss is, however, monotonic in the financial resources of parents, as financially constrained parents find it hard to increase investments in response to the reduced governmental investment associated with school closures.

Fuchs-Schündeln et al. (2021) extend their earlier work to account for the empirical distribution of school closures as observed in the early stages of the pandemic. In the United States, secondary and public schools were closed for longer periods than elementary and private schools, respectively. Extending their earlier life cycle model to include the choice of parents between public and private school options, the authors predict that the earnings- and welfare losses will be largest for children who started public secondary schools at the onset of the crisis. Welfare losses are smaller for children from richer families, who are more likely to send their children to private school. The authors further suggest that a policy intervention to extend schooling (by shortening the summer breaks in future years) would raise tax contributions sufficiently to be self-financing.

Jang and Yum (2020) also study the impact of school closures in a dynastic overlapping-generations calibrated to the US economy. Unlike Fuchs-Schündeln et al. (2021), they account for general-equilibrium effects. The authors find that school closures that last for one year reduce the lifetime income of the affected cohorts by about one percent, compared to a one percent reduction for a half-year
closure as estimated by Fuchs-Schündeln et al. (2021). General equilibrium effects have a substantial impact on the aggregate impact: the decline in the supply of human capital by the affected cohorts raises the return to education, which provides additional incentives for parents to make up for at least some of the learning losses through higher investments. In the setting of Jang and Yum (2020), school closures have only a small impact on cross-sectional inequality. Nevertheless, there is a sizeable effect on intergenerational mobility. On average, a one-year school closure would lower the probability of children born into the bottom income quintile to move up to the top quintile by two to three percent and increase the rank correlation in income by 0.4 to 0.9 percent. In contrast to the findings of Fuchs-Schündeln et al. (2021), these effects turn out to be larger for older children, who have less time to compensate for learning losses through greater time investments.

Alon et al. (2022) use a structural model to assess the macroeconomic impact of pandemic school closures in low-income countries. One reason for different outcomes compared to high-income countries is the extent of the learning loss itself. Survey evidence shows that considerably fewer children continued learning activities during school closures in low-income countries, with particularly large reductions in sub-Saharan Africa. Limited education funding and less access to communications technology implies that few children had access to virtual lessons during school closures. Many children essentially received no education at all during prolonged school closures, so that the total learning loss is likely to be severe. Moreover, beyond the size of the learning loss, a given learning loss is likely to have a greater long-run economic impact in low-income countries. This is partly due to demographic reasons. Low-income countries have much younger populations than do high-income countries, which means that cohorts of children finishing school are large compared to the adult labor force. Hence, a given reduction in human capital for children finishing school has a strong impact on overall human capital in the economy. The effect is additionally amplified as, in the lowest-income countries, older cohorts usually received little schooling. This further increases the share of total human capital accounted for by recent graduates, and hence heightens the aggregate economic impact of learning loss of children who will enter the labor market in the coming years.
The findings in this section can be considered in light of the educational inequality in PISA test scores shown in Figure 1. The gap between children in the top and bottom quintile of family background is roughly one standard deviation. Results from Engzell, Frey, and Verhagen (2021) for an eight-week school closure imply that this gap would further increase by around 0.05 of a standard deviation. This could easily rise to 0.10 as schools in many countries were closed for twice as long, with potentially even larger effects in places such as the United States with particularly long closure periods.

The effect sizes found by Engzell, Frey, and Verhagen (2021) show the impact of the pandemic in the short term. Incorporating time constraints and peer effects, Agostinelli et al. (2022) indicate that skill inequality could increase by 0.5 of a standard deviation, or to 1.5 times its current high level. Dramatic policy action would be needed to close such a gap. While the mechanisms explored in the structural studies vary, there is a general consensus that pandemic school closures are likely to increase educational inequality, with long-term consequences for the educational attainment, lifetime income, and social mobility of the affected cohorts. Notably, additional unexplored mechanisms could lead to even more substantial inequalities. For example, it is assumed that all children are affected by a school closure of the same duration, whereas the evidence discussed above shows that (at least in the United States and the United Kingdom) children from poorer areas missed more days of school compared to those in affluent neighborhoods (Parolin and Lee 2021, Eyles and Eliott Major 2021). Other factors that may further increase educational inequality include the role of family structure (e.g., single parents, who are often poorer and perhaps less able to provide support) and access to learning technology (e.g., the availability of a reliable internet connection, a functioning laptop or tablet, and a quiet place to work).

Commentators on both sides of the Atlantic have called for policy action to help offset the damaging effects of school closures (Harris and Strunk 2020; Burgess 2020; Sibieta 2021). These primarily focus on what schools can do once children return. A wealth of research evaluates school-level interventions, much of it reviewed in Section 3.8. Limiting the additional educational inequality caused by

---

46Engzell et al.’s comparison is based on the 4 percent most educationally disadvantaged homes, for whom effects are 60 percent larger than for the overall population.
by the pandemic requires policies able to target the most affected groups and successfully aid struggling students. Proposed interventions include increased school funding, providing small group instruction, and lengthening the school day or year. All of these have potential, with targeted small group instruction shown to be especially fruitful. Evidence suggests that additional days spent at school raise test scores for poorer students, but the likelihood of diminishing returns means the optimal length of the post-pandemic school year is unclear.

Overall, it has now become quite clear that the Covid-19 pandemic has had a major negative impact on many children’s learning and is likely to have substantially increased educational inequality within the affected cohorts. Tracing the effect of this shock over the following years and contributing to the design of effective policy responses represents an important challenge for future research. At the same time, the crisis provides an opportunity to learn more generally about the sources and consequences of educational inequality. The pandemic introduced large, previously unanticipated changes in various inputs in children’s skill acquisition in a way that varied substantially across countries, schools, and families. We expect that the growing body of work on the consequences of this shock will advance our understanding of educational inequality both during the pandemic and beyond.

7 Outlook and Conclusions

The literature in recent years has made tremendous strides in measuring educational inequality, understanding its sources, working out its long-run implications, and examining policy options. We have documented that educational inequality between children from different family backgrounds is pervasive and manifests both in test scores and educational attainment. At the aggregate level, we observe a “Great Gatsby Curve,” whereby more unequal countries also experience lower social mobility. To show that educational inequality contributes to this relationship, we provide evidence for an “Educational Great Gatsby Curve,” meaning that in more unequal countries the intergenerational correlation between parents and children in educational attainment is higher. We also review research documenting that educational inequality is more persistent across generations.
than captured by such intergenerational correlations, and discuss the potential mechanisms underlying this finding.

We show how structural models of skill acquisition and education decisions describe the role of and interactions between different factors contributing to educational inequality, including parental investments in children’s education, public inputs, and peer and neighborhood effects. One advantage of a structural approach is that it allows for counterfactual policy analysis, including assessments of the impact of interventions ranging from expanded early childhood education to student loans for higher education on educational inequality.

Despite substantial progress in research on educational inequality, many challenges remain. Understanding educational inequality is a complex undertaking. As we have outlined, there are several channels that potentially contribute to inequality, and a variety of interactions between them. Distinguishing the contribution of different channels to overall inequality is further complicated by the fact that the scope for experimental and quasi-experimental evidence on this issue is limited. Some drivers of educational inequality are difficult or impossible to control via randomized evaluations, and even where randomized experiments are possible, results can be difficult to interpret. For example, the introduction of a new preschool program may have a direct effect on the enrolled children, but might also lead to changes in parents’ investments. How parents react, in turn, may differ depending on the economic, institutional, and cultural setting in which the intervention takes place.

Given these limitations, greater understanding of educational inequality will likely emerge from combining alternative approaches, including structural modeling and a variety of sources of empirical evidence. We conclude by outlining several particularly important outstanding issues that future research might address.

**Productivity of different inputs:** While there is plenty of evidence that investments in children’s skills are productive, there is still much to be learned about what kind of interactions with children have the highest returns. Little experimental evidence exists on this issue, especially relative to parental investments. Observational data often does not permit fine-grained distinctions between different kinds of parental inputs, and observational associations (e.g., children who
routinely eat dinner with their parents do well) are likely not causal. In recent years, a number of experimental intervention studies have been carried out that allow for different treatments (such as nutrition assistance for children versus information sessions for parents), emphasizing the benefit of talking with young children. Much more detailed research in this direction is needed to shed greater light on the effects of different parental inputs.

**Sources of multigenerational persistence:** As outlined above, the recent literature has established that rates of social mobility over multiple generations are low compared to what a simple extrapolation of single-generation correlations would suggest. One interpretation of this observation is that the potential impact of educational inequality on social mobility is even larger than apparent at first sight, making policies that push back against educational inequality even more desirable. Yet, whether this is the correct conclusion crucially depends on the sources of low multigenerational mobility. One possibility is that there is a direct influence across multiple generations, for example through childcare or funding for other investments provided by grandparents. In this case, policies that provide similar investments for children who receive less support from their grandparents would be expected to increase long-run mobility. Conversely, if low multi-generation mobility is linked to genetic transmission within families, policy interventions may be less effective. A third possibility is that the persistence of status across generations is related to the transmission of values, attitudes, or preferences within families, which would have yet other implications for how persistence responds to policies and changes in the economic environment. Sorting out these possible mechanisms should be a high priority for research on multigenerational persistence.

**Reconciling opposing trends in educational inequality:** We have discussed mechanisms that suggest that the rise in overall economic inequality observed in a number of high-income economies in recent decades should result in higher educational inequality. There is, indeed, clear evidence that parental inputs of money and time have become more unequal across the income scale in different countries (Ramey and Ramey 2010; Kornrich and Furstenberg 2012; Corak 2013; Schneider, Hastings, and LaBriola 2018; Doepke and Zilibotti 2019). Nevertheless, measures of educational inequality based on attainment or test scores often suggest little
change in overall educational inequality. There are three main possibilities for reconciling the opposing trends in the inequality of educational inputs and outcomes. First, it may take time for the change in inequality in inputs to be fully reflected in outcomes, in which case we should expect educational inequality to rise in the near future. Second, the change in inequality in inputs does push towards higher educational inequality, but may have been offset by a more equal provision of other inputs (such as public schooling inputs). Third, the parental inputs that have been increasing quickly among richer parents are relatively unproductive or run into strongly diminishing returns.\textsuperscript{47} Which of these channels is dominant has important implications for future trends in overall inequality, social mobility, and the desirability of potential policy responses.

Our survey has focused on evidence on educational inequality in high-income economies. Yet, the majority of the world’s children live in low- and middle-income countries where, given generally lower living standards, the consequences of inequality can be even more marked.\textsuperscript{48} While most of the issues discussed here apply to these settings, additional factors to consider include the role of child labor, nutrition, and the varying quality of formal education. Much work remains to be done to examine the causes and consequences of educational inequality on a global scale.

References


\textsuperscript{47}This channel would be consistent with the observation that marginal returns for investing in children’s skills in early childhood are higher for children with lower initial skills (Agostinelli and Wiswall 2016).

\textsuperscript{48}See Attanasio, Cattan, and Meghir (2021) for a recent survey of research on early childhood development with a focus on developing countries.


Clark, Gregory. 2014. The Son Also Rises: Surnames and the History of Social Mobility. Princeton University Press.


Connolly, Marie, Catherine Haeck, and David Lapierre. 2019, April. “Social Mobility Trends in Canada: Going up the Great Gatsby Curve.” Working papers 19-03, Research Group on Human Capital, University of Quebec in Montreal’s School of Management.


Durkin, Kelley, Mark W Lipsey, Dale C Farran, and Sarah E Wiesen. 2022. “Effects of a Statewide Pre-Kindergarten Program on Children’s Achievement and Behavior through Sixth Grade.” *Developmental Psychology*.


Hansen, Benjamin. 2011. “School Year Length and Student Performance: Quasi-Experimental Evidence.” *Available at SSRN 2269846*.


Kuhfeld, Megan, Beth Tarasawa, Angela Johnson, Erik Ruzek, and Karyn Lewis. 2020b. “Learning during COVID-19: Initial Findings on Student’s Reading and Math Achievement and Growth. Center for School and Student Progress.” NWEA.


Lewis, Karyn, Megan Kuhfeld, Erik Ruzek, and Andrew McEachin. 2021. “Learning during COVID-19: Reading and Math Achievement in the 2020-21 School Year. Center for School and Student Progress.” NWEA.


May, Henry, Heather Goldswothry, Michael Armijo, Abigail M Gray, Philip M Sirinides, Toscha J Blalock, Helen Anderson-Clark, Andrew J Schiera, Horatio Blackman, Jessica


Mogstad, Magne, and Gaute Torsvik. 2021. “Family Background, Neighborhoods and Intergenerational Mobility.”


A Proofs for Propositions

**Proof of Proposition 4:** Let $c_{3,1}$ denote consumption in period 3 if graduating from college, and $c_{3,0}$ if not graduating:

$$c_{3,0} = (1 + r) a_3 + w_3(s_3, 0),$$
$$c_{3,1} = (1 + r) a_3 + w_3(s_3, 1).$$

Conditional on attending college, the optimality condition for savings $a_3$ is given by:

$$u'(c_2) = \beta(1 + r) \left[ p_d(1, s_2, i_2) u'(c_{3,1}) + (1 - p_d(1, s_2, i_2)) u'(c_{3,0}) \right].$$  \hspace{1cm} (11)

The optimality condition for effort in college $i_2$ is:

$$w_2 u'(c_2) = \beta \frac{\partial p_d(1, s_2, i_2)}{\partial i_2} [u(c_{3,1}) - u(c_{3,0})],$$

which can also be written as:

$$w_2 u'(c_2) = \beta \frac{\partial p_d(1, s_2, i_2)}{\partial i_2} \int_{c_{3,0}}^{c_{3,1}} u'(c) \, dc.$$  \hspace{1cm} (12)

In the limit where the probability of succeeding in college approaches zero, the savings condition (11) is:

$$u'(c_2) = \beta(1 + r) u'(c_{3,0}).$$

Using this to replace $u'(c_2)$ in (12) gives:

$$w_2 (1 + r) u'(c_{3,0}) = \beta \frac{\partial p_d(1, s_2, i_2)}{\partial i_2} \int_{c_{3,0}}^{c_{3,1}} u'(c) \, dc.$$
or:

\[ w_2(1 + r) = \frac{\partial p_d(1, s_2, i_2)}{\partial i_2} \int_{c_{3,0}}^{c_{3,1}} \frac{u'(c)}{u'(c_{3,0})} dc. \]

The only term that varies by assets \( a_3 \) is the integral. Making the dependence of consumption \( c_{3,0} \) and \( c_{3,1} \) on assets explicit, this integral can be written as:

\[ \int_{c_{3,0}}^{c_{3,1}} \frac{u'((1 + r)a_3 + w_3(s_2, 0) + x)}{u'((1 + r)a_3 + w_3(s_2, 0))} dx. \]

For a given \( x \), the derivative of the integrand with respect to assets \( a_3 \) is given by:

\[ (1 + r) \frac{u''(c_{3,0} + x)u'(c_{3,0}) - u''(c_{3,0})u'(c_{3,0} + x)}{(u'(c_{3,0}))^2}. \]

This term is positive if we have:

\[ -\frac{u''(c_{3,0} + x)}{u'(c_{3,0} + x)} < -\frac{u''(c_{3,0})}{u'(c_{3,0})}, \]

which is satisfied because we assume that the utility function exhibits decreasing absolute risk aversion. The integral is therefore increasing in assets \( a_3 \). Moreover, \( a_3 \) is increasing in initial wealth \( a_2 \), implying that effort \( i_2 \) is also increasing in wealth. Intuitively, the risky investment in college education has a higher return for otherwise identical students with more assets because marginal utility diminishes more slowly and hence the return to college is worth relatively more to them.

The expected return to attending college is given by:

\[ p_d(1, s_2, i_2)(w_3(s_2, 1) - w_3(s_2, 0)). \]

Hence, conditional on skills \( s_2 \), the return is increasing in effort \( i_2 \), so that if richer students put in more effort they also get a higher return.

Lastly, for given skills and given effort, attending college is a risky investment with an expected return that does not depend on wealth. Given this same investment opportunity, decreasing absolute risk aversion implies that attending college is more attractive to students with higher wealth. Moreover, given that poorer students put in less effort conditional on attending, they also experience lower returns to attending college, which lowers the likelihood of attending even more.

**Proof of Proposition 5:** With a binding borrowing constraint we have \( a_3 = 0 \) and the
budget constraints (7) and (8) read:
\[ c_2 = a_2 + n_2 w_2(s_2) - T e_2, \]
\[ c_3 = w_3(s_3, d_3). \]

Conditional on enrolling in college \((e_2 = 1)\) the first-order condition governing the choice of effort in college \(i_2\) is given by:
\[ u'(a_2 + (1 - i_2) w_2(s_2) - T) = \beta \frac{\partial p_d(1, s_2, i_2)}{\partial i_2} \left[ u(w_3(s_3, 1)) - u(w_3(s_3, 0)) \right]. \]

Here the marginal benefit of putting effort on the right-hand side does not depend on assets \(a_2\), but the marginal cost of effort on the left-hand side is decreasing in assets, so that students with more resources will put in higher effort \(i_2\), and conversely students with fewer resources will spend more time on working during college \((n_2\) is decreasing in \(a_2\)). Higher effort for wealthier students also implies that the expected return from attending college (conditional on skill \(s_2\)) is increasing in wealth. Lastly, a student will decide to attend college \((e_2 = 1)\) if:
\[ u(a_2 + w_2(s_2)) - u(a_2 + (1 - i_2) w_2(s_2) - T) \leq \beta p_d(1, s_2, i_2) \left[ u(w_3(s_3, 1)) - u(w_3(s_3, 0)) \right] \]

Here the right-hand side is increasing in assets \(a_2\) (because effort \(i_2\) increases in assets) and the left-hand side is decreasing in assets (because of diminishing marginal utility), implying that students with more assets \(a_2\) are more likely to attend (put differently, the threshold for skill \(s_2\) above which a student attends college is decreasing in assets \(a_2\)). □
<table>
<thead>
<tr>
<th>No.</th>
<th>Authors</th>
<th>Title</th>
</tr>
</thead>
<tbody>
<tr>
<td>1848</td>
<td>Martina Manara, Tanner Regan</td>
<td>Ask a local: improving the public pricing of land titles in urban Tanzania</td>
</tr>
<tr>
<td>1847</td>
<td>Rebecca Freeman, Kalina Manova, Thomas Prayer, Thomas Sampson</td>
<td>Unravelling deep integration: UK trade in the wake of Brexit</td>
</tr>
<tr>
<td>1846</td>
<td>Nicholas Bloom, Scott W. Ohlmacher, Cristina J. Tello-Trillo, Melanie Wallskog</td>
<td>Pay, productivity and management</td>
</tr>
<tr>
<td>1845</td>
<td>Martin Gaynor, Adam Sacarny, Raffaella Sadun, Chad Syverson, Shruthi Venkatesh</td>
<td>The anatomy of a hospital system merger: the patient did not respond well to treatment</td>
</tr>
<tr>
<td>1844</td>
<td>Tomaz Teodorovicz, Raffaella Sadun, Andrew L. Kun, Orit Shaer</td>
<td>How does working from home during Covid-19 affect what managers do? Evidence from time-use studies</td>
</tr>
<tr>
<td>1843</td>
<td>Giuseppe Berlingieri, Frank Pisch</td>
<td>Managing export complexity: the role of service outsourcing</td>
</tr>
<tr>
<td>1842</td>
<td>Hites Ahir, Nicholas Bloom, Davide Furceri</td>
<td>The world uncertainty index</td>
</tr>
<tr>
<td>1841</td>
<td>Tomaz Teodorovicz, Andrew L. Kun, Raffaella Sadun, Orit Shaer</td>
<td>Multitasking while driving: a time use study of commuting knowledge workers to access current and future uses</td>
</tr>
<tr>
<td>1840</td>
<td>Jonathan Gruber, Grace Lordan, Stephen Pilling, Carol Propper, Rob Saunders</td>
<td>The impact of mental health support for the chronically ill on hospital utilisation: evidence from the UK</td>
</tr>
<tr>
<td>Year</td>
<td>Authors</td>
<td>Title</td>
</tr>
<tr>
<td>------</td>
<td>---------</td>
<td>-------</td>
</tr>
<tr>
<td>1839</td>
<td>Jan Bietenbeck, Andreas Leibing, Jan Marcus, Felix Weinhardt</td>
<td>Tuition fees and educational attainment</td>
</tr>
<tr>
<td>1838</td>
<td>Jan De Loecker, Tim Obermeier, John Van Reenen</td>
<td>Firms and inequality</td>
</tr>
<tr>
<td>1837</td>
<td>Ralph De Haas, Ralf Martin, Mirabelle Muûls, Helena Schweiger</td>
<td>Managerial and financial barriers during the green transition</td>
</tr>
<tr>
<td>1836</td>
<td>Lindsay E. Relihan</td>
<td>Is online retail killing coffee shops? Estimating the winners and losers of online retail using customer transaction microdata</td>
</tr>
<tr>
<td>1835</td>
<td>Anna D’Ambrosio, Vincenzo Scrutinio</td>
<td>A few Euro more: benefit generosity and the optimal path of unemployment benefits</td>
</tr>
<tr>
<td>1834</td>
<td>Ralf Martin, Dennis Verhoeven</td>
<td>Knowledge spillovers from clean and emerging technologies in the UK</td>
</tr>
<tr>
<td>1833</td>
<td>Tommaso Sonno, Davide Zufacchi</td>
<td>Epidemics and rapacity of multinational companies</td>
</tr>
<tr>
<td>1832</td>
<td>Andreas Teichgraeber, John Van Reenen</td>
<td>A policy toolkit to increase research and innovation in the European Union</td>
</tr>
<tr>
<td>1831</td>
<td>Antonin Bergeaud, Jean-Benoît Eyméoud, Thomas Garcia, Dorian Henricot</td>
<td>Working from home and corporate real estate</td>
</tr>
</tbody>
</table>

The Centre for Economic Performance Publications Unit
Tel: +44 (0)20 7955 7673 Email info@cep.lse.ac.uk
Website: http://cep.lse.ac.uk Twitter: @CEP_LSE