A discussion of current second language testing trends and practices in Australia focuses on the use of performance assessment, providing examples of its application in four specific contexts: an occupational English test used for to assess job-related English language skills as part of the certification procedure for health professionals; performance tests developed to assess the language skills of second language teachers; an oral interaction test for tour guides; and English-as-a-Second-Language tests for prospective university students. Issues discussed in these contexts include how tasks are selected for inclusion in the tests, what really gets assessed in a performance test, whether overall language proficiency can be assessed with a performance test, whether such assessment can be fair, whether abilities other than productive performance can be tested, and the advantages and disadvantages of this form of testing. Contains 19 references. (MSE) (Adjunct ERIC Clearinghouse on Literacy Education)
Assessment of Second Language Performance
Tom Lumley, Language Australia-Language Testing Research Centre (LTRC), The University of Melbourne
This Digest will explore the notion of second language performance assessment with the aim of explaining some concepts, illustrating them with examples of the ways in which performance assessment is carried out in Australia, and drawing attention to issues that need to be considered in the design and administration of performance assessment.

What is second language performance?
The idea of second language performance usually includes both the ability to manipulate the rule systems and formal features of a language (vocabulary, grammar, sentence structure, spelling, pronunciation etc), as well as the ability to use language appropriately in a given context. Performance (what you do with the language) is thus distinguished from knowledge of the rules and formal features of the language.

What does performance assessment look like?
Broadly, performance assessment is the measurement of the ability of candidates to perform particular types of language tasks. These tasks may relate to general language use, or be relevant to a given context. When determining a person's general proficiency in a language, or when it is considered to be impossible to specify in any detail the sort of contexts in which a person may have to operate, assessment tasks may relate very generally to work situations, or to language use in social situations. However, performance assessment is perhaps more common when the contexts of language use can be more clearly specified. Examples of specific contexts are:

- working as a general medical practitioner
- teaching Italian to primary school children
- acting as a guide for groups of Japanese tourists
- studying at an Australian university.

This paper will focus on this last type of performance assessment in specific contexts such as these. Performance-based assessment involves using evaluative language tasks which relate to what people are required to do in the real world. Because of this real-life focus, they are commonly used for accreditation purposes in professional or academic situations such as those mentioned above.

Three types of performance assessment have been described in the literature (Wesche 1992):
- the observation over time of individuals as they carry out their normal work routine
- the assessment of performance on a number of specified tasks within the actual work setting
- the assessment of performance on simulations of specific occupational tasks.

The third approach, using simulations of tasks which occur in specific occupations, is the most commonly used in the assessment of language skills, as it is the most practical. Of the three types of performance assessment listed above, it is the least complex and time-consuming; does not require that the person being assessed is already working in the target situation (e.g., as a practicing physiotherapist); and allows for standardization of tasks, so that all people being assessed are presented with the same tasks thereby making the test fair and easy to compare across candidates. Standardization is obviously a vital issue when one is dealing with assessments that carry high stakes, such as the accreditation of people to practise in the professions.

Example 1: Health professionals
The Occupational English Test (OET) is used as part of the accreditation procedure for health professionals trained overseas who wish to practise professionally in Australia: dentists, dietitians, doctors, nurses, occupational therapists, pharmacists, physiotherapists, podiatrists, radiographers, speech pathologists and vets. If we need to know, for example, whether or not someone has adequate English proficiency to work as a general practitioner, we would be interested in things such as their ability to write a letter of referral to another doctor, or to conduct a consultation with a patient. Simulations of tasks such as these are developed for each version of the OET by staff at the LTRC. For example, in the speaking section of the OET, candidates are required to take part in an interviewer in role plays simulating patient-health professional consultations, where the interviewer adopts the role of a patient and the test candidate assumes his/her professional role. The role plays require some sort of negotiation between the participants, rather than a simple transfer of information, since this sort of communication reflects the real-life communicative
demands of health professionals. The materials are prepared according to careful specifications, in conjunction with representatives from each of the health professions that use the test. In order to provide the fairest possible test for everyone, the same selection of materials is presented to all the members of each profession at any test administration.

How do you decide what tasks to use in performance tests?

The tasks selected for performance assessments need to be carefully chosen. Clearly, it is impossible to present the full range of the types of communication required in occupations involving a wide range of communicative acts (to get an idea of the magnitude of the task, try writing down all the tasks you perform in a week using language as part of your professional or academic work). Representatives of the relevant occupation are therefore generally involved in providing information about those tasks which are most relevant and crucial. This stage of test development is called a needs analysis or job analysis.

Example 2: LOTE teachers

Language Australia-LTRC has designed two performance tests of language proficiency for LOTE teachers, one in Italian (Elder 1994) and one in Japanese, while a third test, for Indonesian, is in the process of development. They have the following purposes:

- to certify LOTE teachers
- to select applicants for LOTE teacher education
- to identify professional development needs

During the job analysis phase of the Italian test, four Italian teaching programmes in different schools were used as sites for observing foreign language teachers in action. These programmes represented various approaches to the teaching of Italian: partial immersion, activity-based, grammar-based, thematic. This observation phase enabled the test developers to obtain a sense of the range of communicative demands teachers face as part of their job; the frequency of particular kinds of communication; and the importance of being able to handle particular types of communicative situations. The test developers used this information to produce a trial version of the test, including a wide range of tasks. A number of these were eliminated, following trials, either because they did not work very well as test tasks, or because they were unpopular with trial candidates or raters, or because no additional information about test takers was obtained by including them. The final version of the test aimed to cover the range of types of interaction a teacher of Italian would face in her / his work, both inside and outside the classroom.

What really gets assessed in a performance test?

It is essential to differentiate between two aspects of performance assessment. The first relates to task fulfilment, or successful completion of the demands of the situation or task presented in the test. A language test for a particular profession will employ a range of assessment tasks based on the types of interactions typically encountered by members of that profession. A doctor could be required to successfully reassure a patient, or make an appropriate medical diagnosis; a tour guide might be asked to deal with a tourist's complaint about a hotel room; a teacher of Italian could be required to explain why a student was in error; a student may be instructed to write a convincing explanation of a scientific phenomenon for a university lecturer.

The other aspect of performance assessment, more important here, is based on linguistic performance, where the aim is to establish whether or not the test taker has sufficient language ability to participate appropriately in the sort of situation simulated in the assessment task. If the test taker does not produce a good performance, it is important for test developers as well as raters (assessors) to consider whether this is the result of a language problem or a problem associated with occupational knowledge, competence or experience.

McNamara (1996) discusses two approaches to performance assessment, 'strong' and 'weak'. In his terms, a 'strong' approach is one where success in the task is crucial to success in the test. This makes it more than a language test: the task is the target as well as the vehicle for assessment, the assessment is concerned with effectiveness of task performance against real-world criteria, and consequently both language and content are assessed. On the other hand, in a 'weak' approach, the one used in most language tests, the assessment task merely provides a context for eliciting a relevant language sample. It simulates, but does not claim to replicate, the real world: the task is the vehicle for eliciting language, and the assessment criteria are concerned only with the quality of this language sample. Language and content may need to be explicitly distinguished in procedures which assess both, as the following example shows.

Example 3: Tour guides

Another performance test developed by the LTRC is the Japanese Tests for Tour Guides (Brown 1994, 1995). This test of oral interaction contains tasks simulating the kinds of situations Japanese-speaking tour guides will face in their work. The raters have experience either as tour guides or as teachers of Japanese, or sometimes as both. In order to distinguish the linguistic aspects of the test candidates' performance from their ability to behave like competent tour guides, assessment criteria are divided into two categories: one set relates to linguistic performance and the other to professional competence. Candidates' test performances are scored by trained raters on both categories, and separate reports for each category are provided in the certificates they receive. This allows raters to separate, in their assessments, the decision about whether or not the test taker would make a good tour guide from the issue of whether or not he / she has enough language to communicate well in Japanese.

Can we predict overall language proficiency in a performance test?

It is a complex business to talk with certainty about what test takers can do on the basis of small samples of language. Part of the difficulty for any assessment procedure rests in the question of whether it can be truly representative of the range of communicative ability that it claims to test.
Some researchers (eg, Bachman 1990) have argued for the importance of 'construct validity' in test construction and for a more precise analysis of the critical features of communicative language use. According to this view, performance testing becomes the testing not of authentic texts but of the authentic features which underlie such texts. The point here is that the act of selecting tasks that appear to simulate the real world is not in itself sufficient. Rather the need is to ensure that tasks allow assessment of the interactional abilities underlying performance on the task — abilities which are transferable to other situations than the task specifically offered during the assessment procedure.

Nevertheless, there are certain tasks that we would want to feel confident that candidates can perform successfully when they are in particular occupations. For example, a doctor must know how to negotiate a course of action with a patient, and a LOTE teacher should be able to give a set of instructions to a group of learners in the target language. While the main interest is in the underlying language abilities (Bachman 1990), Davies (1995) has argued for an integration of this aim with careful sampling from the domain of the profession, to ensure that the underlying language abilities required are adequately represented.

Performance tests are generally rated according to a variety of performance criteria. These may be stated in general terms (eg, fluency, intelligibility, resources of grammar and expression, coherence and cohesion), or they may relate specifically to the tasks included in the assessment (eg, 'Recognises a range of workplace safety signs'; Manidis and Jones 1992). The latter is particularly common in competency-based assessment. The apparent advantage of relating performance criteria to specific tasks (for face validity and ease of assessment) must be weighed against the need to provide assessments which have 'generalisability', that is, they can tell us more than just how well the candidate performed on one particular task on one particular occasion.

An associated issue is the need to recognise that language users who attempt a particular language task will show varying levels of performance on the task. It is misleading to assume that a task belongs to a level. Instead it is necessary to recognise that the level of performance will be decided during the assessment carried out by the rater. A task requiring language learners to compose a short formal letter or to comprehend a novel, for example, has the potential to elicit a very wide range of levels of performance; the assessment criteria used and the levels they describe are the most appropriate way of determining a fair assessment of the writing.

**Can performance assessment be fair?**

Performance assessment relies on subjective judgements carried out by raters who are most commonly language teachers or others with language training of some kind. The training of raters in the scoring of performance is necessary to improve the reliability (dependability) of the assessments made, since without this training significant discrepancies between individual raters are almost inevitable (Lumley and McNamara 1995). This training will reduce but not eliminate differences between raters (Weigle 1994; Shohamy, Gordon and Kraemer 1992). When the assessment procedure involves high stakes (such as entry to a profession or to an educational institution), the unavoidable uncertainty associated with subjective assessments requires a minimum of two raters to be involved, and continual monitoring of rater behaviour (consistency and level of harshness) in order for the person being assessed to have a chance of being fairly treated and a valid assessment to be made (Davidson 1992; Lumley and McNamara 1995). The conditions under which an assessment procedure is administered will also exert a major influence on performance (Bachman 1990; O'Loughlin 1995; Lumley and Brown, forthcoming). It is necessary, therefore, that such variables as texts and tasks used in the assessment, interviewer behaviour and time allowed for candidate response are carefully controlled, if significant weight is to be attached to the assessment.

These measures aim to improve the reliability (or dependability) of the assessment by controlling variables of the assessment procedure. There are other, equally significant aspects of language assessment which also affect its fairness. These include a range of subjective decisions made in the process of test development and administration, which will vary according to who makes them and on what basis they do so (for an example see Alderson, Clapham and Wall 1995). These decisions affect the test specifications (including content, tasks and items used, and their design); the content of the assessment criteria and/or scales used; the interpretations made of test scores; and the setting of standards (how much is enough for the specified purpose).

**Do performance tests assess only productive language ability?**

Performance tests are most commonly thought of as tests of productive language: can the learner say or write what is needed for a particular context? However, it is possible for performance tests also to include components which assess the receptive skills of reading or listening comprehension. A writing task, for example, might be based on a reading text that test takers have to read and comprehend before writing their answer. This approach is used in the OET, where the task in the writing test is to produce a letter of referral. Because this part of the test is designed also to assess test takers' reading ability, they are presented with a set of patients' case notes, a type of reading material they can expect to encounter often in their professional career. Unless they have first read and understood these notes, it will be difficult for them to produce an appropriate answer. On the other hand, of course, unless they can write intelligibly, it will be hard for them to show that they have understood the input text. Performance tests which integrate language skills in this way are common.

**Example 4: University students**

A listening test, too, may include tasks which simulate real-life language use. A number of tests are currently used in Australia to determine the English language proficiency of prospective university students. One of those used in Victoria is the University Test of English as a Second Language (UTESL) (Lumley 1993; Hill and Vite 1994). The listening sub-test of the UTESL takes the form of a short lecture, from which test takers have to take brief notes. In
What are the advantages and disadvantages of performance assessment?

Performance assessments have been criticised for a number of reasons. Firstly, they are relatively costly to administer, particularly if circumstances require the use of more than a single rater. Secondly, the subjective nature of assessments of this kind mean that reliability may not be very high. This potential problem needs to be weighed against the potential for greater validity offered by performance assessment. Questions may also be raised about the extent to which tasks performed in the artificial test environment can in fact relate to real life.

Performance-based assessment nevertheless offers a number of advantages. This type of assessment usually has greater face validity than some other assessment procedures because of its requirement for candidates to demonstrate their ability actually to use the language (eg, a test in which someone is required to produce a letter, compared to one where candidates are required to recognise the correctly written forms from a range of choices given). This may serve to motivate language learners to produce their best performance.

An indirect advantage is that the content of performance-based assessment may have a beneficial influence (washback) on the curriculum to which it is frequently related (although as Wall and Alderson [1993] point out, whether and how washback affects teaching is still poorly understood). By explicitly linking language learning and language use in the real world, real-life target language use may become more widespread in language teaching classrooms.

Perhaps the greatest advantage of performance assessment is that it aims to measure performance on tasks which require that learning be applied in an actual or simulated setting. A high degree of realism is provided to the test situation by the test stimulus or by the expected response or both. This should result in better predictions of test takers’ ability to communicate successfully in real-life situations.

References


Lumley, T. and A. Brown. Forthcoming. 'The role of professional informants in content validation of specific-purpose language performance tests.' In Wigglesworth, J. and C. Elder (eds.) The Testing Cycle: New Perspectives. ARAL Series S.

O'Loughlin, K. Forthcoming. 'Test taker performance in direct and semi-direct versions of the oral interaction sub-test.' In G. Wigglesworth and Brindley, G. (eds.) access: Issues in English Language Test Design and Delivery. Sydney: NCELTR.

For more information about any of the tests mentioned in this paper, contact Language Australia-LTRC, 149 Barry Street, The University of Melbourne, Parkville, VIC, 3052. Tel. (03) 9344 4389; Fax (03) 9344 5163; email <ltrc_enquiries@unimelb.edu.au>.
I. DOCUMENT IDENTIFICATION:

<table>
<thead>
<tr>
<th>Title:</th>
<th>Assessment of Second Language Performance</th>
</tr>
</thead>
<tbody>
<tr>
<td>Author(s):</td>
<td>Tom Zumley</td>
</tr>
<tr>
<td>Corporate Source:</td>
<td>Language Australia</td>
</tr>
<tr>
<td>Publication Date:</td>
<td>June 1996</td>
</tr>
</tbody>
</table>

II. REPRODUCTION RELEASE:

In order to disseminate as widely as possible timely and significant materials of interest to the educational community, documents announced in the monthly abstract journal of the ERIC system, Resources in Education (RIE), are usually made available to users in microfiche, reproduced paper copy, and electronic/optical media, and sold through the ERIC Document Reproduction Service (EDRS) or other ERIC vendors. Credit is given to the source of each document, and, if reproduction release is granted, one of the following notices is affixed to the document.

If permission is granted to reproduce and disseminate the identified document, please CHECK ONE of the following two options and sign at the bottom of the page.

For Level 1 Release:

- Permitting reproduction in microfiche (4" x 6" film) or other ERIC archival media (e.g., electronic or optical) and paper copy.

The sample sticker shown below will be affixed to all Level 1 documents:

```
PERMISSION TO REPRODUCE AND DISSEMINATE THIS MATERIAL HAS BEEN GRANTED BY

Sample

TO THE EDUCATIONAL RESOURCES INFORMATION CENTER (ERIC)
```

Level 1

For Level 2 Release:

- Permitting reproduction in microfiche (4" x 6" film) or other ERIC archival media (e.g., electronic or optical), but not in paper copy.

The sample sticker shown below will be affixed to all Level 2 documents:

```
PERMISSION TO REPRODUCE AND DISSEMINATE THIS MATERIAL IN OTHER THAN PAPER COPY HAS BEEN GRANTED BY

Sample

TO THE EDUCATIONAL RESOURCES INFORMATION CENTER (ERIC)
```

Level 2

Documents will be processed as indicated provided reproduction quality permits. If permission to reproduce is granted, but neither box is checked, documents will be processed at Level 1.

*I hereby grant to the Educational Resources Information Center (ERIC) nonexclusive permission to reproduce and disseminate this document as indicated above. Reproduction from the ERIC microfiche or electronic/optical media by persons other than ERIC employees and its system contractors requires permission from the copyright holder. Exception is made for non-profit reproduction by libraries and other service agencies to satisfy information needs of educators in response to discrete inquiries.*

Signature: [Signature]

Organization/Address: Language Australia

Telephone: 61 3 9614 0255

E-Mail Address: [E-Mail Address]

Date: 9 Oct. 97
### III. DOCUMENT AVAILABILITY INFORMATION (FROM NON-ERIC SOURCE):

If permission to reproduce is not granted to ERIC, or, if you wish ERIC to cite the availability of the document from another source, please provide the following information regarding the availability of the document. (ERIC will not announce a document unless it is publicly available, and a dependable source can be specified. Contributors should also be aware that ERIC selection criteria are significantly more stringent for documents that cannot be made available through EDRS.)

<table>
<thead>
<tr>
<th>Publisher/Distributor:</th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Address:</td>
<td></td>
</tr>
<tr>
<td>Price:</td>
<td></td>
</tr>
</tbody>
</table>

### IV. REFERRAL OF ERIC TO COPYRIGHT/REPRODUCTION RIGHTS HOLDER:

If the right to grant reproduction release is held by someone other than the addressee, please provide the appropriate name and address:

<table>
<thead>
<tr>
<th>Name:</th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Address:</td>
<td></td>
</tr>
</tbody>
</table>

### V. WHERE TO SEND THIS FORM:

Send this form to the following ERIC Clearinghouse:

However, if solicited by the ERIC Facility, or if making an unsolicited contribution to ERIC, return this form (and the document being contributed) to:

**ERIC Processing and Reference Facility**
1100 West Street, 2d Floor
Laurel, Maryland 20707-3598

Telephone: 301-497-4080
Toll Free: 800-799-3742
FAX: 301-953-0263
E-mail: ericfac@inet.ed.gov
WWW: http://ericfac.piccard.csc.com