In Part I of this report, educational accountability is viewed as being composed of three types. They are: goal, program, and outcome accountability. In addition, three accountability schemes which are considered exemplary of the kinds of proposals presently made and which cover a broad range of accountability types are also discussed. The schemes are: the voucher plan, performance contracting with an external contractor, and performance contracting with a teacher. In Part II, it is suggested that traditional methods of evaluating teachers are not adequate. For example, it is felt that principals' judgments are usually too subjective to provide valid data while standardized tests are often too insensitive to student performance on the specific goals and objectives of a given educational program. It is suggested that student performance on relevant measures be used as the primary basis for a teacher evaluation system. The steps needed for instituting two potentially effective systems--an objectives-based approach to outcome accountability and performance tests--are described along with their advantages and limitations. The difficulties of implementing any kind of an evaluation system are considered as well as how these difficulties might be overcome if the focus of the approach is on the improvement of teacher skills and educational practices.

(Author/JS)
ACCOUNTABILITY DEFINED
Marvin C. Alkin
UNIVERSITY OF CALIFORNIA, LOS ANGELES

It is over simplistic to say that schools are accountable or they are not. Different areas of participation and negotiated responsibility suggest the need to consider different accountability "types." In this article we propose to view accountability as composed of three types: goal accountability, program accountability, and outcome accountability. These derive from an attempt to answer the question: "Who is accountable to whom and for what?"

Introduction

The public has lost faith in educational institutions. Traditional acceptance of educational programs on the basis of their past performance and apparent but unsubstantiated worth is no longer the rule. The public has demanded that schools demonstrate that resources are being utilized "properly." But this has meant far more than mere financial accounting to ensure that funds have not been illegally spent or embezzled. What is demanded instead is that schools demonstrate that the outcomes they are producing are worth the dollar investment provided by communities. In short, what has been called for is a system of "educational accountability."

But educational accountability is very much like other abstract virtues such as patriotism and truthfulness which are universally acknowledged but not amenable to facile description. Lack of adequate description has been one of the major shortcomings of accountability. The reader investigating the subject for the first time becomes immediately inundated with a plethora of views, schemes, mechanisms and, for that matter, a multitude of definitions.

To say that discussion of accountability has been confusing and that definitions of accountability have been amorphous and imprecise is to understake the problem. Barro (1970) says that the basic premise of accountability is that "professional education should be held responsible for educational outcomes—for what children learn." Many teachers and teacher organizations have a negative connotation such as "it is for punishment." Some school administrators feel accountability can be used to eliminate some of the "deadwood" in teaching. Boards of trustees frequently feel the same way about eliminating the "deadwood" and "overstaffing" in administration. Some economists view accountability as a panacean information system which will cure educational ills by ensuring the wisest allocation of scarce resources. To many people, then,
accountability is the answer. It is “in,” however, in a variety of ways for different kinds of proponents.

Popham (1970) asserts that “educational accountability means that the instructional system designer takes responsibility for achieving the kinds of instructional objectives which are previously explicated.” Lopez (1970) casts the definition in a social context: “Accountability refers to the process of expecting each member of an organization to answer to someone for doing specific things according to specific plans and against certain timetables to accomplish tangible performance results.” Lieberman (1970) asserts that the objective of accountability is to relate results to resources and efforts in ways that are useful for policy making, resource allocation, or compensation.

Smith (1971) suggests three kinds of accountability: program accountability, process accountability, and fiscal accountability. Program accountability is concerned with the quality of the work carried on and whether or not it met the goals set for it. Process accountability asks whether the procedures used to perform the research (teaching) were adequate in terms of the time and effort spent on the work, and whether the experiments (lessons) were carried out as promised. Fiscal accountability has to do with whether items purchased were used for the project, program, etc.

Lessinger (1970) has said, “accountability is the product of a process; at its most basic level, it means that an agent, public or private, entering into a contractual agreement to perform a service will be answerable for performing according to agreed-upon terms, within an established time period, and with a stipulated use of resources and performance standards.”

Definition

In this paper we will tentatively settle on a definition of accountability as:

Accountability is a negotiated relationship in which the participants agree in advance to accept specified rewards and costs on the basis of evaluation findings as to the attainment of specified ends.

The essence of this definition is that a negotiated relationship exists in which each of the participants agree in advance as to the criteria (evaluation findings) that will be used to determine acceptability. Furthermore, the level of attainment on these criteria in order to achieve acceptability is pre-specified. Finally, the negotiants stipulate a set of rewards and penalties that will attach to compliance/non-compliance.

At the heart of all of the above elements is the concept of “negotiation.” Negotiation, for example, is suggested in the kind of dialogue which leads to mutual acceptance of a position, or in the acceptance of a negotiated, specified end. Negotiation frequently involves the allowable constraints, such as the students to be worked with and the instructional materials to be utilized. One major form of negotiated relationship, although not the only one, is the written contract. A contractual agreement will specify the locus of problem solving and areas of responsibility between the negotiants. To establish these relationships, a contract will provide with utmost explicitness and clarity, the following:

- A set of stated constraints
- The negotiated ends in light of the constraints
- Designation of responsibility in terms of who is responsible for what, to whom, and when
- Criteria for judging attainment of ends
- Specification of the rewards and costs to include payment and penalty schedules

Before such contractual explicitness can be achieved in terms of relationships between negotiants in a system of accountability, we must first address some contextual considerations and discuss the major segments within that context. Without such specification it is virtually impossible to adequately address the locus of problem solving and areas of responsibility in any manageable form.

We view the three major segments of the accountability context as: (1) goals and objectives, (2) programs, (3) program outcomes. A system of accountability can be functional only in those educational institutions which have clearly defined goals and objectives. These goals and objectives derive from interactions with various constituencies whose views are thought to be relevant and whose priorities are reflected in the specified outcomes. For these objectives, which in turn are related to the broader goals, there are specific, clearly defined, and validated instructional programs or strategies. The instructional programs or strategies have been validated to the extent that there are specific product specifications demonstrating the success of the programs relative to the stated objectives of the program for various kinds of population groups, one
of whom is the group for which it will be employed. A further element of this context is a specific procedure for measuring the program's outcome in terms of the stipulated objectives. To the extent that the school context approaches such a rational effort, it is possible to have an accountability system.

Accountability Types

Part of the differing conceptions of accountability undoubtedly stem from our insistence that accountability is unidimensional. It is over simplistic to say that schools are accountable or they are not. For each area of the context there can be different role participants. Different areas of participation and responsibility suggest the need to consider different accountability "types;" the three components outlined above suggest that there are perhaps three types of accountability.

We propose to designate the three types of accountability as goal accountability, program accountability, and outcome accountability. These three accountability types derive from an attempt to answer the question, "Who is accountable to whom and for what?" When this question is considered with respect to the context areas listed above, we note that different participants are involved on various occasions.

The first area to be considered is goal accountability. School boards are accountable (or should be) to the public for everything that they do. But the foundation of this accountability relationship is in educational goals. School boards are accountable to the public for the proper selection of goals. After all, school boards are legally supposed to function as the lay group expressing the desires and wishes of a broader constituency as to what should be the goals and objectives of the educational program. This determination is clearly within the domain of the public's review responsibility. In goal accountability, school boards are accountable to the public for ensuring that the proper goals and objectives are being pursued in the school program.

After goals and objectives are selected, responsibility rests somewhere for the selection of instructional strategies deemed most effective for achieving the stipulated goals and objectives. This responsibility for program accountability rests generally with the school administration and other school personnel designated by administration. If we conceive of the teachers as being program operators and intend to hold them accountable for the outcomes of their activities, then clearly they may only be held accountable within the constraints of the programs with which they have been provided. The responsibility for program accountability rests with administrators and other members of the professional staff engaged in the process of program selection, modification, and adoption.

In program accountability, these administrators and other district personnel, though again ultimately responsible to the public, are specifically accountable to the school board for maintaining a program which is appropriate for meeting a set of stipulated objectives. We cannot hold a machine operator responsible for his products until we have demonstrated that the machine he has been provided with has the capability for producing that outcome. We cannot expect a printing press operator to produce 100 copies a minute on a machine whose maximum output is 50 copies per minute. We cannot expect a race-track driver to push 300 miles an hour out of an automobile whose limit is far below that standard.

If we are to follow this line of argument to its logical conclusion, then clearly, producers of program components (let us refer to these as instructional products) must be held accountable for the products they produce. This is an area of accountability about which we have heard very little. While there is considerable demand that the classroom teacher be accountable, where is the outcry for accountability on the part of textbook producers? Who demands that producers of film strips, films, and supplemental materials present the specifications of their products in terms of outcomes that may be anticipated?

As part of the standards implied in program accountability, a demand should be placed on those to be held accountable for instructional programs that the producible program outcomes be stipulated in terms of the various sets of constraints and the varying inputs that might be encountered. That is, one cannot merely stipulate, without a considerable loss of accuracy in description, that a given product will produce objectives A, B, and C at a given level of achievement. It is also necessary to indicate what the expectations would be for different characteristics of student inputs (for different student groups). This is similar to the example previously discussed in which a printing press operator might be expected to produce 100 copies a minute on a given machine. It is important in that example to consider such things as the quality and weight of the paper to be used, color of the ink, type of master plate, etc. In the race car example it is necessary to be aware of the performance standards for different kinds of roads and weather conditions. Similarly, in educational accountability it is important to have an indication of the performance standards for each program in terms of a variety of input constraints.

With respect to program accountability a difficult and confused area is the role of teachers in, and as a part of, instructional programs. The confusion is amply demonstrated by the diverse views as to what is meant by "teacher accountability." For example, there are those who maintain that teacher accountability is determined on the basis of input standards for teachers. That is, a teacher is accountable if he demonstrates that he is an able teacher in terms of his ability to teach* and by satisfactory application of his skills in terms of the amount of effort put forth on his job. This view of the teacher's role basically considers the teacher as a program component, a part of the instructional program. Under such a definition of teacher accountability one merely looks at teachers as a potential input or program component. Here teacher accountability
countability is judged in the same way that a textbook, film, or a film strip is considered; the accountability task under such a viewpoint is to ensure the quality of the teacher input. Thus, we may use teacher performance tests as a basis for determining whether teachers participating in the program meet a standard of accountability in terms of their ability to teach.

Within this same definition of the role of teachers, but beyond certification of teacher-input quality, there is a further consideration of the accountability task. This area of accountability responsibility relates to the proper utilization of teacher input. That is, accountability requirements demand that there be an assurance that the inputs (teachers) are working an appropriate number of hours using those skills considered to be appropriate. The notion of teachers as part of instructional programs requires accountability examination in terms of input and process evaluation.

A second view of teacher accountability is one in which the teacher is urged to be responsible for the quality of student outputs. In this view the teacher is considered as an instructional manager utilizing a program whose capabilities have already been determined. Here the teacher is held responsible for the outcomes of his management of that program. This type of accountability we will refer to as outcome accountability. In this framework we do not question the teacher on process characteristics such as score on a teacher performance test, or the amount of time spent in the classroom, or the processes used. Instead, what is said is “Here is a program whose capabilities have been demonstrated. Show that you are able to produce student outcomes of the desired type and standards using that program.”

In outcome accountability, an instructional leader (usually a teacher) is accountable to administration for specified pupil outcomes thought to be a function of teacher management of the instructional program. That is, a teacher manages an instructional program which has certain product capabilities; the job is to determine whether the teacher has managed the program in such a way as to achieve standards or criteria that might be expected from the program.

We have previously said, however, that teachers may only be held accountable within the constraints of the program with which they have been provided. There are those who would maintain, however, that the accountability concern should not focus upon these constraints since the teacher, to a great extent, is the program. In this light, in terms of financial outlay for program operation, those costs incurred directly by the teacher amount to the major portion of the available budget. Further, there is sufficient evidence that program constraints have minimal impact upon student outcomes. One would not deny that the teacher incurs the greatest amount of cost in program operation or that program constraints have only a small effect. Yet teachers do work with constraints, such as type of students, kind of text, size of classroom, etc. Though the effects of these constraints may be small, they do, to varying degrees, affect the management of the program and to that extent must be considered in outcome accountability.

Accountability Types: Summary

We have already discussed three major accountability types (goal, program, and outcome) and have indicated a response for each relative to the question, “Who is accountable -- the specific individual or group bearing the responsibility, (2) To whom -- the individual or group demanding accountability, (3) For what -- specific tasks required.

CHART 1: Accountability Types

<table>
<thead>
<tr>
<th>Who is Accountable</th>
<th>To Whom</th>
<th>For What</th>
</tr>
</thead>
<tbody>
<tr>
<td>Goal Accountability</td>
<td>School Board</td>
<td>Goal &amp; Objective Selection</td>
</tr>
<tr>
<td>Program Accountability</td>
<td>School District Management</td>
<td>Development and/or Selection of Instructional Programs Appropriate for Stated Objectives</td>
</tr>
</tbody>
</table>
| Outcome Accountability| Instructional Manager (i.e., Teacher) | Producing Program  
Outcomes Consistent with,  
Pre-Selected Objectives  
at a Performance Standard  
Appropriate for the  
Instructional Program |

Implications of Various Accountability Schemes

A number of schemes have been noted in the literature for achieving greater accountability in schools. Many of these, such as the voucher plan or performance contracting, have been thought of as almost synonymous with accountability. It is important to recognize, however, that these accountability schemes cannot be understood properly without considering to which accountability types they are addressed (e.g., goal accountability, program accountability, outcome accountability) and how they fit within the accountability context previously described.

We will consider three accountability schemes that are fairly exemplary of the kinds of proposals presently made and which cover a broad range of accountability types. These three schemes are the voucher plan, performance contracting with an external contractor, and performance contracting with a teacher.

Under the voucher plan the school passes on the responsibility for all three kinds of accountability. By giving fund grants directly to parents for their expenditure on a program of their own choosing, the school is in essence relieving itself of the full accountability responsibility. No longer must schools be accountable for goals, because parents with funds in hand will choose educational institutions or programs having goals compatible with their
EVALUATING TEACHERS FOR OUTCOME ACCOUNTABILITY*

Stephen P. Klein

Marvin C. Alkin

UNIVERSITY OF CALIFORNIA, LOS ANGELES

Traditional methods of evaluating teachers are not adequate. Principals’ judgments are usually too subjective to provide valid data while standardized tests are often too insensitive to student performance on the specific goals and objectives of a given educational program. This paper suggests that student performance on relevant measures be used as the primary basis for a teacher evaluation system. The steps needed for instituting two potentially effective systems are described along with the advantages and limitations of both systems. The procedures that could be employed by a school district for analyzing and reporting the results relative to student input characteristics are also discussed. Finally, the difficulties of implementing any kind of an evaluation system are considered as well as how these difficulties might be overcome. If the focus of the approach is on the improvement of teacher skills and educational practices, maturely and with insufficient lead time. Such action puts a severe burden on school personnel who may not be familiar with the issues and methods associated with developing effective evaluation systems. This, in turn, has led to professional evaluators being besieged with requests for

*Based upon a speech presented at the California Teachers Association 21st Annual Good Teaching Conference, January 28, 1972, Los Angeles, California.
biases. Further, what one principal believes will constitute ratings of teacher performance. Thus, the common approach of having principals observe and rate teacher performance is not acceptable since it is too open to individual biases. Further, what one principal believes will constitute an effective teacher may not be too highly related to what another principal thinks nor is either of these two subjective judgments necessarily correlated with actual student performance. Because of this potential lack of a strong relationship between subjective assessments of teacher quality and demonstrated pupil performance, subjective judgments are likely to be a very poor basis for a good accountability system.

One of the first important features of a good teacher evaluation system, then, is that it be objective. Some school districts and state departments of education have sought to achieve such objectivity by relying on nationally-normed standardized tests of student ability and knowledge. The logic behind this approach is that if a teacher does his or her job well, then that teacher's students should learn more than the students of a teacher who is not effective. This seems reasonable, especially if one controls for important factors out of the teacher's control but which still might influence pupil scores. For example, it would be appropriate to compare teachers on the basis of their students' performance if one adjusted the measure of that performance for such factors as the students' previous skills and knowledge. Thus, with the proper controls on certain factors, evaluating teachers on the basis of their students' performance seems like a fair and objective approach.

Unfortunately, the practice of using nationally-normed standardized tests often violates the spirit of this logic. There are several reasons for this, but perhaps the most important is that such measures may be insensitive to the kinds of skills, knowledge, and attitudes that teachers are trying to transmit to their pupils. Nationally-normed tests provide only a single, global score on very general objectives that may have been combined in some very strange ways. These measures may also fail to assess certain objectives considered to be especially important in a given school and these objectives may be among those on which a teacher is devoting most of his class time (Klein, 1970; 1971). Therefore, the use of most nationally-normed standardized tests to assess a given teacher's performance would be analogous to using a bathroom scale to determine how many stamps to put on a letter. A teacher could be very effective and make an important impact on his or her students' performance, but that influence would not register on the measuring scale of nationally-normed tests because such instruments are simply not sensitive enough for the job.

So far we have disqualified one common base for a teacher-evaluation system — ratings from personal contact and observations — and have discussed the possible shortcomings of a second method — nationally-normed standardized measures. In discussing these two kinds of criteria we have mentioned some characteristics that should be considered for a good system. For example, the system should be objective and fair to all the teachers who are going to be evaluated by it. There must, therefore, be some means of adjusting for factors that may influence student performance but over which the teacher has no control. These factors range from prescribed instructional materials (and whether or not they arrive on time) to controlling for

---

**Requirements Of A Good Teacher-Evaluation System**

One way of describing what a good system should look like is to consider what it should not look like. First, it should not require subjective judgments by principals or panels on whether a teacher is performing competently. A good evaluation system should emphasize objective assessments of teacher performance. Thus, the common approach of having principals observe and rate teacher performance is not acceptable since it is too open to individual biases. Further, what one principal believes will constitute...
students with different kinds of ability, socio-economic backgrounds, and cultures. Alkin has elaborated such constraints on the teacher in the discussion of program accountability in the opening article. Secondly, the basis for this system should be sensitive to the educational goals and objectives that the school is trying to achieve. It is senseless to say that one teacher is competent and another is not when the basis for this evaluation is how well each of them can teach students to do something which is irrelevant to the school's goals.

Objectives-based Approach To Outcome Accountability

One method of evaluating teachers for outcome accountability that meets the foregoing criteria involves the use of a set of tests or other devices to assess pupil performance on the particular objectives with which the school is most concerned. This approach is called "objectives-based evaluation." It usually takes the form of selecting a set of important objectives, constructing short tests to measure each of these objectives, and then administering the tests to all the pupils for whom the objectives are intended. The performance of teachers who are operating under the same conditions can then be compared. One never knows what a legislator is thinking when he drafts a bill, but it was probably the intent of the California legislators to use an objectives-based evaluation system when, in passing their teacher-evaluation law, they said:

'It is the intent of the Legislature to establish a uniform system of evaluation and assessment of the performance of certificated personnel within each school district of the state. The system shall involve the development and adoption by each school district of objective evaluation and assessment guidelines.*

This sounds good, but can it be implemented? First, one must determine what objectives are considered to be most important. To our knowledge, procedures for effectively and economically determining the most important objectives within each district have been developed and implemented statewide in at least one state (Klein, 1972). Thus, it is reasonable to assume that this might eventually be done in districts in other states which are adopting accountability procedures.

The second step in implementing an objectives-based accountability system involves selecting and/or constructing measures to assess student performance on the important objectives. Selecting tests is, of course, a lot easier than constructing them; and books such as the CSE Pre-School/Kindergarten Test Evaluations (1971) and Elementary School Test Evaluations (1970) can be used to facilitate this process if there are existing published measures that overlap well with the district's objectives. The construction of measures to assess student performance on the other hand, especially on objectives involving student attitudes, is a very costly undertaking and not likely to be supportable by each individual school district. It is also rather inefficient since many districts will have essentially the same objectives and, thus, there would be an unnecessary duplication of time spent on test construction. A state department of education could, therefore, make an important contribution to setting up an accountability system by coordinating and/or supporting the development of the necessary objectives-based measures.

The third step in this process, the administration, scoring, and analysis of the data, could also be done much more efficiently if it were supervised by one central agency. To help ensure unbiased and confidential reports of results this agency might even be a private firm. Such an agency might also handle some of the inherent problems associated with objectives-based systems. One problem, for example, is the sheer number of objectives on which pupils might be assessed if a district wanted to evaluate every teacher's performance on all the objectives that were judged to be important for each teacher's pupils. This might require so much testing time that little would be left for instruction. Alternatively, to say in advance that only a certain group of important objectives will be assessed might encourage some teachers to ignore the other important objectives and thereby penalize those teachers who are conscientious about their profession and who treat all important objectives. In order to alleviate these problems, it has been suggested that when an objectives-based system is employed, it should also involve systematic sampling of students and objectives. This, in turn, will minimize testing time and costs.

Performance Tests

Another approach which has been suggested for establishing a fair and objective basis for a teacher-evaluation system is called "performance tests" (Popham, 1971 a, b). This approach, analogous to the idea of a job sample, is designed to be more efficient than a total objectives-based system and involves selecting a few relevant objectives and constructing tests to measure student achievement of them. The objectives chosen for this purpose should deal with a relatively small but important unit of the curriculum in which the students have had no previous instruction. The next step is to assign students to teachers randomly or by means of fair matching techniques so that student characteristics and other factors beyond the teacher's control are counterbalanced among the teachers who are to be evaluated. The teachers are then given a fixed amount of time to teach these objectives and, at the end of that period, student performance is assessed. One assumption underlying this approach is that "teaching ability" is a general characteristic and not limited to just certain kinds of objectives. Thus, how well a teacher's students do on a series of performance tests is presumed to correlate fairly well with how that teacher's students do on tests to measure end-of-year kinds of objectives.

The use of performance tests in teacher accountability systems is quite new. There is not yet sufficient data to determine whether these job samples will really reflect teacher proficiency on more than just simple short-term ob-
Setting Standards

No matter what method is chosen, if we are concerned about judging teacher performance, then standards must be set. This setting of standards illustrates how the term "evaluation" differs from "assessment" or "measurement" and it is important at this point to specify the nature of this difference. The term "assessment" is used to describe the collection and tabulation of such data as student scores on a test. The word "evaluation" includes assessment but goes beyond that to include a judgment of the quality of the obtained measurement. Thus, one could assess a teacher's performance in terms of his or her students' test scores; but to evaluate whether or not that performance is satisfactory one must also have a set of standards against which to judge the quality of that performance. One must ask the question, therefore, for an individual student, whether 75% is acceptable or is 99% needed? Obviously, a host of other kinds of standards or frames of reference might be employed. If one wishes to use the measurement of student performance as a means for judging the quality of teacher effectiveness, then one must set some standard against which to evaluate whether or not an individual teacher's performance is acceptable.

There are, of course, many different kinds of standards one might wish to employ. For example, one might set an arbitrary score for the class average. A different kind of standard would involve a comparison of a teacher's effectiveness in improving student performance relative to some norm group, such as students of other teachers. Another approach assumes that students should perform better if they are taught by a professional and qualified teacher rather than by someone who is not a credentialed teacher. Thus, a teacher's effectiveness might be judged in terms of whether his or her students' performance was more like the performance of students taught by a person with or without a credential. It should be noted, however, that Popham (1971b) investigated the utility of this approach and found the results somewhat disconcerting. The reason for his consternation was that he could find no difference in the performance of students who were taught by credentialed teachers versus those taught by people off the street.

The students in both groups improved equally. It appears, therefore, that if comparisons are to be made to some norm group rather than an absolute standard of performance, then this norm should probably be the performance of pupils of other teachers.

How one should make such comparisons fairly is also an important issue for an accountability system. For example, if one simply looks at the class average, then one ignores the possibility that a high or low average might have been due to just a few extreme cases. Lindman (1968) has suggested, therefore, a technique to see whether a teacher's class improves in performance uniformly or whether the observed end-of-year average score was a function of something happening (or not happening) to certain subgroups within the class (such as those with high, low, or medium ability).

A second problem in the use of a norm group against which to evaluate teacher performance is that pupils are not comparable across teachers. A teacher with bright students should obtain a higher level of performance from these students than that same teacher would with students who were less able. One way around this problem might be to construct different norms for different kinds of students such as those falling at different performance levels on a statewide or district-wide test and for groups using different sets of instructional materials. If other input variables, such as the students' socioeconomic status, were also to be considered, then one would need a very large number of categories and/or advanced statistical group matching techniques such as discriminant function analysis. In any event, the number of teachers in a given district with a sufficient number of pupils in even one category for a given grade (or age) level would probably be so small as to preclude any worthwhile analysis within that district. In short, the norm against which comparisons were to be made would be nonexistent. This situation has led a number of researchers, such as Barro (1970), to suggest the use of a technique called regression analysis. The essential features of this approach as it might be applied to an accountability system for a single district are as follows:

1. Administer a pretest to all the students within a given grade or age level. This test should assess each student's performance on all or a good sample of the relevant objectives for students at that level although it is not necessary to have separate scores for each objective. Thus, one might either use a nationally-normed standardized test if it...
matches the district's objectives, or construct a measure specifically for the objectives in question. Such a test should not take more than one or, at the most, two hours of testing time.

2. At the end of the year, administer a posttest covering the same objectives that were assessed with the pretest. It would probably be a good idea to use a different set of items for the two tests, however, so as to minimize potential biases.

3. Plot the two sets of scores (pretest and posttest) for each pupil within a given grade (or age) level. The pupil's teacher should also be identified in this process. The scores of five pupils in each of three classes have been plotted in figure 1 to illustrate this procedure.

4. Fit a line among these points on the plot that would represent the average or typical relationship between pretest and posttest scores. The statistical procedure called regression analysis can be used for this purpose.

5. Inspect the results in terms of whether a teacher's class tends to fall above or below the line of expected performance as well as whether the average class performance tends to be above or below this line. Table 1 is an example of how these results might be summarized. An examination of this table reveals that although Teacher A's class had relatively poor pretest scores, they gained more in relation to their starting position than did the students in either Teacher B's class or Teacher C's class. Five students per teacher is, of course, an insufficient number on which to base sound comparative judgments using this procedure and this number was used only for the purposes of illustration. One would need at least 20 or more students in order to get a stable estimate of how well a teacher's students did relative to the typical performance of students at the same grade (or age) level.

<table>
<thead>
<tr>
<th>TABLE 1</th>
<th>Teacher A</th>
<th>Teacher B</th>
<th>Teacher C</th>
</tr>
</thead>
<tbody>
<tr>
<td>Average Pretest Score</td>
<td>35</td>
<td>50</td>
<td>65</td>
</tr>
<tr>
<td>Average Posttest Score</td>
<td>57</td>
<td>65</td>
<td>73</td>
</tr>
<tr>
<td>Expected Posttest Score</td>
<td>50</td>
<td>65</td>
<td>80</td>
</tr>
<tr>
<td>Difference between expected &amp; actual posttest scores</td>
<td>7</td>
<td>0</td>
<td>-7</td>
</tr>
<tr>
<td>Percent of pupils who are:</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Above Expectancy</td>
<td>80%</td>
<td>40%</td>
<td>20%</td>
</tr>
<tr>
<td>At Expectancy</td>
<td>0</td>
<td>10%</td>
<td>0</td>
</tr>
<tr>
<td>Below Expectancy</td>
<td>20%</td>
<td>40%</td>
<td>80%</td>
</tr>
</tbody>
</table>

This line indicates the average gain in performance between the pretest and the posttest.

*= Teacher A's pupils

= Teacher B's pupils

*= Teacher C's pupils

FIGURE 1
The major advantages of this procedure are that it takes into account the student's skills and knowledge before instruction begins, it is flexible enough (via a technique called multiple regression) to take into account several input factors (such as minority group membership and different instructional programs), and it examines more than just the class's average performance. Its major disadvantage, however, is that it requires that students be measured twice and, thus, might not be applicable for districts that have very high student mobility problems. It is also limited to comparing teachers only on a grade-by-grade basis in elementary school and on a subject-by-subject basis at higher levels.

It is apparent, therefore, that the setting of standards against which to evaluate teacher effectiveness can be a difficult job. To obtain adequate controls for potentially important input factors one must use a large sample of teachers and then wrestle with the question of what constitutes satisfactory performance. The problem is not one that will simply go away by itself. If educators fail to establish satisfactory standards, then alternative procedures will be employed. A school board member once suggested to the authors that the way to apportion teacher salaries is directly on the basis of student performance. This would mean that the highest paid teacher, regardless of experience or education (or students worked with) should be the one whose students are performing the best, and so on down the line until the salaries get so low that the "incompetents" seek employment elsewhere. It is apparent that most teachers would prefer some standard to aim for rather than be forced to comply with arbitrary schemes devised by others.

Further Comments

Before leaving the topic of the evaluation of teacher performance, it is necessary to discuss briefly the question of test security and controls. Since the emphasis of an outcome accountability evaluation is on judging the quality of teacher performance, there can be no substitute for extremely high test security. The confounding of state-wide test scores by such things as unauthorized word lists, so-called "practice tests," and similar devices is proof enough of the importance of security. We feel that it is unfortunate that many state-wide tests have been used to evaluate schools rather than for their more appropriate use of counseling individual students. As noted above, state-wide tests rarely are sensitive to the particular curriculum employed at a given school and thus they are not fair teacher-assessment tools. Given the situation of unfair measurement tactics, it is not surprising that many people have tried to subvert it. The solution to this problem is not to provide better test security for state-wide testing programs, but to provide security for the assessment procedures that should be employed in evaluating teachers and school programs. Further, this does not necessarily mean yearly checkups on all teachers with all their pupils but, rather, a systematic and relatively low-cost approach for gathering reliable and valid information periodically. For such a system to be effective it must, however, like Caesar's wife, be beyond reproach.

As we noted in the first section of this paper, the accountability wave is upon us and it is likely to remain for a long time relative to growing legislative support of it. It is also apparent that the procedures needed to implement accountability systems will require a number of controls, like test security and adjustments for input factors, if these systems are to work effectively in meeting both the spirit and the letter of the legislation. History has taught us, however, that whenever one group (such as school administrators) attempts to place controls over another group (such as teachers), then we can expect a counteraction in order to avoid these controls. One state college in California, for example, is already offering a symposium on how teachers can deal with teacher-evaluation legislation. It is evident, therefore, that if an accountability system is to be effective, it should be a joint effort of teachers and administrators. It appears to us that this will only come about through an emphasis on the improvement of the educational process rather than on global judgments of its overall effectiveness. For example, in the case depicted by Figure 1 and Table 1, one might use the results to find out what techniques Teacher A was using in order to gain her relatively higher performance. Such techniques might then be used more widely throughout the district via a variety of programs in which teachers review and critique each other (Niedermeier and Klein, 1971). Thus, it is our contention that all the controls needed for an accountability system to work could only be implemented successfully if that system also had some payoff for the teachers as well as the administrators, since both groups must support the system if it is to function effectively.

Summary

We have outlined some of the characteristics we consider necessary to an outcome accountability system for teachers. Such systems should be based on the assessment of student performance with measures that are appropriate for this purpose; if nationally-normed standardized tests are insensitive to the goals of specific programs they should not be used. Similarly, techniques of principal ratings or observations are usually invalid and unreliable. We also mentioned the advantages and limitations of a strategy that might be used for this purpose: namely, objectives-based evaluation systems. We also suggested a potentially intriguing but largely untested means by which teacher performance tests might be used along with objectives-based evaluation systems in determining outcome accountability. Quantitative procedures for establishing standards that would "account for" differences in students that teachers will be instructing were discussed along with the steps needed to implement such a system. And finally, we considered the issue of test security in relation to the broader question of controls and the purposes for which an accountability system might be employed.


Popham, W. J. Designing teacher evaluation systems. Los Angeles: Instructional Objectives Exchange, 1971. (a)
