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Abstract 
This paper leverages cluster analysis to provide insight into how traditionally underrepresented learners engage with 
entry-level massive open online courses (MOOCs) intended to lower the barrier to university enrolment, produced 
by a major research university in the United States. From an initial sample of 260,239 learners, we cluster analyze 
a subset of data from 29,083 participants who submitted an assignment in one of nine entry-level MOOC courses. 
Manhattan distance and Gower distance measures are computed based on engagement, achievement, and 
demographic data. To our knowledge, this marks one of the first such uses of Gower distance to cluster mixed-
variable data to explore fairness and equity in the MOOC literature. The clusters are derived from CLARA and PAM 
algorithms, enriched by demographic data, with a particular focus on education level, as well as approximated 
socioeconomic status (SES) for a smaller subset of learners. Results indicate that learners without a college degree 
are more likely to be high-performing compared to college-educated learners. Learners from lower SES 
backgrounds are just as likely to be successful as learners from middle and higher SES backgrounds. While MOOCs 
have struggled to improve access to learning, more fair and equitable outcomes for traditionally underrepresented 
learners are possible. 
 

Notes for Practice  

• For the first time, cluster analysis is used to explore behaviour patterns of traditionally underrepresented 
learners engaging in entry-level MOOC courses produced by a major research university explicitly 
seeking to lower barriers to entry for university matriculation. 

• Learners without a college degree are more likely to be high-performing compared to college-educated 
learners. 

• For a subset of data for which approximated SES data was available, learners from lower SES 
backgrounds are just as likely to be successful as those from middle and higher SES ones. 

• Utilizing a categorical variable like education level to derive clusters using the Gower distance metric 
allows for mixed-variable clustering, and may reveal subgroups of underrepresented learners potentially 
more amenable to support and remediation. 

• Results in this paper suggest that taking a more explicit approach to analyzing MOOC data across 
demographic variables would be a promising way to move MOOCs back toward their original mission 
of widening educational access. 
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1. Introduction 
This JLA special issue on Fairness, Equity, and Responsibility aims to augment the existing literature by expanding converge 
of “the design, implementation, risks and benefits of learning analytics for minority and disadvantaged groups, such as: 
students with disability, subcategories of unexplored demographic categories, migrants, etc.”1 This paper contributes to this 

 
1 https://learning-analytics.info/index.php/JLA/announcement/view/177 
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aim by exploring how learners from traditionally underrepresented backgrounds among MOOC users — students without a 
college degree, and students from lower socioeconomic status (SES) backgrounds — are utilizing MOOCs offered by a 
research-intensive university in the USA that are intentionally designed to be more inclusive. It does so by utilizing a common 
learning analytic technique, cluster analysis, on data from entry-level MOOC courses explicitly designed to lower barriers to 
entry for university matriculation. To date, while the learning analytic literature has robust coverage of clustering techniques 
on MOOC data (Li & Baker, 2018; Ferguson & Clow, 2015; Kizilcec et al., 2013), these techniques are not used to explore 
questions of fairness and equity for underrepresented leaners (Meaney, 2021). Furthermore, no literature examines these 
questions in the context of entry-level MOOCs produced by American research-intensive universities intending to lower 
barriers to university enrolment. Additionally, a mixed-variable clustering approach is taken in one analysis utilizing Gower 
distance measures, which enables clusters to be formed by both demographic and performance data (Meaney & Fikes, 2022). 
This is one of the first instances that such an approach has been utilized in the MOOC literature; it provides an important 
template to consider when exploring questions of fairness and equity because it enables categorical variables like demographics 
to be factored directly into cluster analysis. 

In the first set of analyses, clusters based on participation/performance data from 29,083 learners are enriched by 
considering how learners with different educational backgrounds are dispersed throughout. A second, less common method of 
cluster analysis is then used, which explicitly considers education background in computing distance measures. Additionally, 
data on median household income from the 2016 American Community Survey, at the Census tract level, is matched to a 
smaller subset of 2,343 learners to further investigate the clustering profiles of users based on approximated SES. 

The first clustering approach yielded the same four to five clusters commonly observed in the research literature (Li & 
Baker, 2018; Kizilcec et al., 2013). Learners without a college degree, however, were found more likely to be successful in the 
set of MOOCs analyzed compared to their better-educated peers; additionally, in the second clustering approach, learners from 
low-SES backgrounds were found to perform no worse than peers from high-SES backgrounds. 

In this paper, MOOCs refer to Coursera- and edX-style xMOOCs produced in the USA, predominantly in English, and 
which stipulate open enrolment without entry qualifications. These MOOCs have no barriers to access content (though the 
content may be copyrighted and thus not meet the “open” definition of OER), are online and are available to anybody with an 
internet connection, and are free to complete though they may charge a fee for certification (Deng et al., 2019). 

2. Literature Review and Research Questions: MOOC Learners and their Characteristics 
Investigating behaviour patterns of MOOC users is central to the existing learning analytics literature (Joksimović et al., 2019; 
Gardner & Brooks, 2018). Researchers have documented extensively the extent to which MOOCs reflect first-order digital 
divide issues around gaps in access to and utilization of technology (Reich & Ruipérez-Valiente, 2019; Rohs & Ganz, 2015). 
Additionally, cluster analysis and other computational methods have been used to understand different behaviour patterns of 
subgroups within MOOCs (Li & Baker, 2018; Ferguson & Clow, 2015; Kizilcec et al., 2013). The literature has yet to explore, 
however, whether behavioural subgroups differ across demographic characteristics, particularly those revealing dimensions of 
underrepresented status, like educational background and SES; this paper seeks to fill this gap. 

We do, however, know quite a bit of other information about MOOC users. While MOOC participants are heterogenous 
and demographic data on them is limited, some common characteristics are frequently observed. Most users are located outside 
of the USA and hold a bachelor’s degree (Reich & Ruipérez-Valiente, 2019; Rohs & Ganz, 2015). Some 90% of enrollees do 
not complete their course (Jordan, 2014). 

Beyond categorization, researchers have analyzed the specific behaviour patterns of MOOC learners. Kizilcec et al. (2013) 
use K-means to cluster analyze more than 90,000 learners enrolled in three computer science MOOCs. They determine four 
prototypical user types: completing, auditing, disengaging, and sampling, defined by steep drop-out points and deeply unequal 
levels of participation. The methods employed by Kizilcec et al. (2013) have been leveraged across several different MOOC 
environments (e.g., Arora et al., 2017; Kovanović et al., 2016; Ferguson & Clow, 2015). With few exceptions (e.g., Ferguson 
& Clow, 2015), these papers consistently report four types of engagement patterns; this is further confirmed in the literature 
beyond research using strictly cluster analysis (Li & Baker, 2018; Anderson et al., 2014; Ramesh et al., 2014). As described 
by Li and Baker (2018), these engagement groups are sometimes labelled with different names, and sometimes a group may 
be split into a fifth group or combined into a third, but the prototypical patterns remain the same, and broadly speaking can be 
classified as follows: “disengagers,” “auditors,” “quiz-takers,” and “all-rounders.” “Disengagers” enrol in the course but have 
very little engagement thereafter; these students typically made up the largest subgroup. Auditors engage with the course 
material, but rarely submit assignments. “Quiz-takers” engage less with the course materials and content, but complete and 
submit assignments. All-rounders are students who engage most similarly to conscientious students in traditional courses, with 
high levels of interaction with course materials and assignment submissions (Li & Baker, 2018). 
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Though a robust literature has developed around analyzing student behaviour in MOOCs, progress in understanding 
questions about behaviour patterns potentially differentiated along demographic lines is more limited, especially regarding 
characteristics like educational background and SES (Joksimović et al., 2018; Deng et al., 2017). For the field to progress on 
its coverage of fairness and equity, this gap should be rectified. 

2.1. What Do We Know about Underrepresented Learners in MOOCs? 
The evidence that does exist on the relationship between education level and MOOC participation is mixed (Joksimović et al., 
2018), with some researchers finding no relationship (Brooks et al., 2015), and others finding that more highly educated 
learners are more likely to persist (Kizilcec & Halawa, 2015). 

Engle et al. (2015) find that completion and certification rates are positively associated with educational background, with 
more highly educated students more likely to pass a course and earn distinction. This replicates a finding of Guo and Reinecke 
(2014) who found that nearly 70% of students who completed a certificate held a bachelor’s or master’s degree. Greene et al. 
(2015) similarly found that higher levels of previous education were associated with less dropout. Others have found no 
association between prior level of educational attainment and outcome. Zhang et al. (2019) found no significant effect of 
students’ educational background on course completion. Similarly, Goldberg et al. (2015) found no relationship between prior 
educational attainment and student outcomes. 

Even less work has been done to understand the relationship between SES and MOOC participation. This is partly due to 
the difficulty of collecting SES data in the context of MOOCs. In general, the findings suggest that success in MOOCs is biased 
toward those from high-SES backgrounds, but that there may be interesting differences in motivations for enrolment between 
high-SES and low-SES groups. Hansen and Reich (2015) found that the average MOOC user was more likely to live in 
wealthier and more highly educated neighbourhoods. Ganelin and Chuang (2019) analyzed user registrations for edX courses 
between 2012 and 2018, identifying the location of enrollees by both geolocation and user-reported mailing address, and found 
that registration rates are higher among more prosperous postal codes. Despite MOOCs mostly serving learners from more 
educated and wealthy backgrounds, there is some evidence that learners from more disadvantaged backgrounds are using 
MOOCs to seek professional advancement (Stich & Reeves, 2017; Zhenghao et al., 2015; Dillahunt et al., 2014). 

It is worth noting that there is some coverage in the learning analytics literature of learner behaviour patterns among 
subgroups of non-traditional learners in more formal online learning programs. Recent work by Zamecnik et al. (2022) uses 
soft clustering techniques on engagement and survey data to develop learner profiles among 1919 students enrolled in an online 
degree program offered by an Australian university. They find that learners from a lower SES background are likely to enrol 
in Marketing and Law programs, and unlikely to enrol in Commerce and Science programs. This data set, analyzed by 
Zamecnik et al. (2022), is subject to the selection effect of students enrolling in formal online degree programs, and contains 
a relatively smaller sample size, making it qualitatively different than data from MOOC platforms. 

Importantly, MOOCs, in the context of this paper, are courses that stipulate open enrolment without entry qualifications, 
have no barriers to access content, are online and available to anybody with an internet connection, and are free to complete 
though they may charge a fee for certification (Deng et al., 2019). These courses attract a wider range of students engaging in 
learning for a broader array of reasons (Gardner & Brooks, 2018; Kizilcec & Schneider, 2015). 

2.2. Summary of the Literature and Research Questions 
The literature is ambiguous regarding the relationship between student demographic characteristics and MOOC engagement 
and outcomes (Joksimović et al., 2018). At the same time, researchers have leveraged cluster analysis to explore different 
engagement and achievement patterns in MOOCs (Ferguson & Clow, 2015; Kizilcec et al., 2013). Furthermore, there is a need 
to better understand non-mainstream users of MOOCs if these courses are to broaden access to higher education for 
traditionally underrepresented learners, as was originally conceived (Deng et al., 2017). Concurrently, it is also unclear whether 
different subgroups of students display heterogenous engagement and achievement patterns (Gardner & Brooks, 2018). Based 
on this reading of the literature, we sought to replicate existing versions of cluster analyses and explore demographic subgroups 
within these clusters with a particular focus on underrepresented learners, and to do so in a context of explicitly entry-level 
MOOCs designed to lower barriers to entry for university matriculation. Doing so will expand the coverage in the learning 
analytics literature of questions of fairness and equity in scalable learning environments for traditionally underrepresented 
learners. We thus crafted the research questions as follows: 

RQ1: Do learners in entry-level tertiary MOOCs demonstrate similar patterns of clustering found in the broader MOOC 
literature? 

RQ2: Are demographic subgroups of learners, specifically along the educational background dimension, represented 
equally across clusters? 

RQ3: What demographic and engagement insights can be unveiled through leveraging a more novel, demographically 
sensitive cluster analysis method? 
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3. Research Context, Data, and Methods 
We maintained a formal academic appointment with a major research university in the USA, which provided research facilities, 
support, and access to data. While categorized as an R1, “Very high research activity” university according to The Carnegie 
Classifications of Institutions of Higher Education (2017), the university also maintains a commitment to inclusive higher 
education, with a particular focus on broadening access and success to underrepresented populations. Toward that end, the 
university developed a series of nine entry-level MOOCs that could help earn a student admission into the university. To 
adhere to a high level of privacy and duty of care for our research participants, as well as sensitive partnerships, we choose to 
not disclose the institution. This study was approved by the research ethics processes (IRB) of two major research universities, 
the host university, and the corresponding author’s doctorate-granting university. 

3.1. Data 
Data for the analysis is derived from the host university’s sequence of nine MOOCs that collectively represent entry-level 
university credits for first-year students. These courses offer a mix of science- and math-focused content alongside humanities 
and social science content. Specific courses themselves were not utilized as units of analysis to maintain focus on general 
patterns of engagement among underrepresented learners in enrolment and participation across courses. Data were collected 
between fall 2017 and spring 2020. 

Data from a variety of different sources from the host university were merged to build the final data set, including edX 
enrolment data containing demographic information, host university registrar data, before the course survey data, host 
university gradebook data, edX activity log data, and American Community Survey (ACS) data (Chetty et al., 2017). Data on 
median household income from the 2016 ACS, at the Census tract level, is matched to a subset of users to further investigate 
their clustering profiles based on approximated SES. 

Data cleaning and analyses were completed in R (R Core Team, 2019) utilizing the following programming packages: 
“distances” (Savje, 2021), “cluster” (Maechler et al., 2022), “nbclust” (Charrad et al., 2014), “factoextra” (Kassambara & 
Mundt, 2016), “tidyverse” (Wickham, 2022), and “data.table” (Dowle et al., 2022). The key variables of interest for the analysis 
were education level, percent grade, a computed participation/performance metric, event count, and SES. Each variable is 
described in turn. 

Education Level: Education level was obtained from the edX enrolment data. Users could select from nine potential levels, 
including the following: None, Junior High School, High School, Postsecondary Degree, Associate’s Degree, Bachelor’s 
Degree, Master’s Degree, Professional Degrees, and Other. Variables were recoded into College Plus, No College, and 
Unknown. Postsecondary degrees, including Associate’s, Bachelor’s, Master’s, and Professional Degrees, were grouped into 
College Plus, while None, Junior High School, and High School were grouped into No College. Other and non-responses were 
grouped into Unknown. 

Percent Grade: Percent grade represented the learners’ total grade in the course, primarily comprised of quizzes and tests. 
Participation/Performance Metric: Kizilcec et al. (2013) compute a description for each learner based on how that learner 

engaged throughout the course. They labelled participants during each assessment period as on-track (T; did the assessment 
on time), behind (B; completed the assessment late), auditing (A; watched videos and engaged materials but did not complete 
the assessment), or out (O; no course activity at all). Scores 0–3 were assigned to each participant (0 = O, 1 = A, 2 = B, 3 = T). 
Similarity scores were then computed for each participant using the Manhattan distance method, and then the K-means 
clustering algorithm was applied. Ferguson & Clow (2015) leveraged an augmented version of the Kizilcec et al. (2013) 
methodology on three FutureLearn courses. To provide a more granular accounting of learner behaviour and account for a 
wider range of actions, they coded student behaviour along an eleven-point framework, as opposed to a 0–3 scale. 

We employ a method similar to Kizilcec et al. (2013) and Ferguson & Clow (2015) in computing the 
participation/performance score, with two important differences. First, we assign scores of 0–4, accounting for 0 = dropped 
from course, 1 = never-graded lurking (students who never submitted an assignment but engaged with course content), 2 = 
ever-graded lurking (students who submitted assignments but not in the relevant assessment period), 3 = graded and behind 
(students who submitted an assignment in the relevant assessment period but scored less than 70%), and 4 = graded and on 
track (students who submitted an assignment for the relevant assessment period and scored 70% or above). “Behind” in this 
context indicates that a student had not submitted an assignment scoring 70% or more for the relevant assessment period, not 
behind temporally. Second, we assigned this grade for each graded course sequential, rather than each assessment period, 
which ranges from course to course between 22 and 48 sequentials per course. This captures activities in between assessment 
periods, allowing for a more granular accounting of student participation/performance. To norm the score across the different 
course lengths, student total scores were summed and then divided by the number of total graded sequentials in the course. 

Event Count: Total event counts are not included as features during the cluster analysis. Event counts, however, are 
considered in describing the clusters. Event count is a generic, numeric variable representing the total number of actions a 
learner executed during a course. This includes logins, video events, discussion forum events, events to access the syllabus 
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and reference material, and all click-based events a student can take. Activity-based features, like event counts, are commonly 
used in the literature as a measure of engagement (Gardner & Brooks, 2018). In this study, event counts are considered in 
aggregate and not differentiated between event type, as this level of data granularity was not available for our analysis. 

SES Status: Survey data, while integrated into the final data set, was not utilized in the final analysis. The survey data did, 
however, provide a learner’s longitude and latitude coordinates, which were paired with income-level data at the Census tract 
level to derive an approximated SES. This approach has been utilized before (Ganelin & Chuang, 2019) as well as similar 
approaches (Hansen & Reich, 2015). Only students from the USA who completed the before-course survey were assigned an 
SES, so it was a small subset compared to the entire sample. SES data is analyzed in the second clustering analysis. 

SES was defined in relation to what is considered a “low-wage” worker: a person making two-thirds or less of the median 
national income (Escobari et al., 2019). Census tracts in which the median household income was two-thirds or below the 
national median income in 2016, calculated to be $41,609.68, were labelled low-SES, whereas all others were labelled medium- 
to high-SES. 

Table 1 provides the enrolment data from the edX system on educational background level, gender, and geographic location 
for 260,239 learners who enrolled in the nine courses represented in the data, administered across 58 different course-terms. 
This represents the initial data set of users. College-educated learners are overrepresented, comprising 56% of the enrolment, 
compared to 23% of students without a college degree. While college-educated learners are overrepresented, the proportion is 
lower than commonly found in the MOOC literature, where college-educated learners typically comprise between 60–80% of 
enrolments (Meaney & Fikes, 2019). 

Table 1: Descriptive Statistics for Enrolled Learners in the Study Sample 

	
Note: A total of 260,239 enrolled learners represented in the data for nine entry-

level MOOCs, administered from 2017 to 2020 across 58 course-terms of students. 
 

Additionally, 21% of students did not disclose their educational background. We chose to not drop these students, nor to 
use imputation methods to estimate educational background for this missing data. We included these students to conduct 
analysis on as large and reflective of the data set as possible, and because including the data as unknown did not detract from 
the analysis. Additionally, dropping incomplete cases biases data (Si & Reiter, 2013), and there is some evidence that students 
who are less likely to disclose demographic information may be more likely to come from underrepresented backgrounds (Jang 
& Vorderstrasse, 2019). We chose not to impute educational level data for several reasons. First, 21% is a substantial amount 
of data; while imputation methods have grown more sophisticated and can be quite accurate, they can still introduce bias and 
error (Si & Reiter, 2013; Lodder, 2014). Second, including the data labelled as Unknown is itself akin to constant imputation 
of a random categorical variable level. Third, the analysis most at risk of including the unknown variable label, the Gower 
distance–based clustering, is impacted in a predictable way. Namely, the Dice Coefficient component of Gower distance will 
separate clusters along binary dimensions of categorical variables. When Unknown is excluded from the analysis, four clusters 
are derived, two for each education background level, College Plus and No College; when Unknown is included, six clusters 
are derived, two for each education background level, College Plus, No College, and Unknown. This is further discussed in 
Appendix 1. 

Table 2 presents the final data set of learners for which both gradebook and activity log data were present, which comprises 
the subset of 29,083 learners included in the cluster analyses. Limiting the analysis in this manner follows Wang et al. (2018), 
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which defines the “committed learner” as a student who submitted an assignment after the online analogue of the “add/drop 
period” of the course, representing a sample of 4.8% of total enrolled learners in their data set. In our sample, we broadened 
the “committed learner” definition to include any learner who submitted a graded assignment during a course sequential. The 
29,083 learners included in cluster analyses represented 11.2% of the total data set. Limiting the sample to “committed 
learners” does carry some limitations, considered in the conclusion. Highly subsetted data is common across the MOOC 
literature and remains an area for improvement (Gardner & Brooks, 2018). Notably, the overall proportion of tertiary-educated 
learners decreased from enrolment to the committed learner sample, while non-tertiary educated learners increased. That said, 
college-educated learners still account for 52%. 

Table 2: Descriptive Statistics for “Committed Learners” Included in Cluster Analyses 

	
Note: A total of 29,083 learners with gradebook and activity data represented in nine 
entry-level MOOCs offered by the host university from 2017 to 2020, accounting for 
58 course-terms of students. 

3.2. Methods 
Implementing cluster analysis methods involves careful consideration of data features to include, which distance measurements 
between those features to compute, as well as the selection of a clustering algorithm to group data into clusters based on those 
distance measurements (Kassambara, 2017; Kaufman & Rousseeuw, 1990). After experimenting with more than 30 different 
combinations of variables, distance measures, and algorithms, we settled on presenting two sets of exploratory cluster analyses 
to help answer the research questions. 

There is no linear process to cluster analysis. Determining a distance measure to compute is dependent on the type of data 
available to cluster. Computing distances between observations across features is required to evaluate potential clusterability. 
If clusterability is determined, the selection of an algorithm depends on the distance measure computed, as well as whether 
that algorithm has corresponding software in a statistical learning package that enables it to derive clusters based on the distance 
measures selected. It is an interdependent process. There are a few commonly important steps, however, detailed by 
Kassambara (2017) and Kaufman and Rousseeuw (1990) and discussed below. 

Selecting a Distance Measure: The first cluster analysis leverages Manhattan distances (Loohach & Garg, 2012), a method 
used commonly in the learning analytics literature (Kravvaris et al., 2016). Manhattan distance sums the absolute differences 
between observations across features, and requires interval data (Kassambara, 2017; Kaufman & Rousseeuw, 1990). Percent 
grade and a composite participation/performance metric are both interval observations between zero and one. Manhattan 
distance is also referred to as the L1 norm. Kizilcec et al. (2013) used Manhattan distances in their original cluster paper. 

The second cluster analysis leverages Gower distance. Gower distance measures the similarity of observations across both 
numerical and categorical data (Ebbert & Dutke, 2020; Gower, 1971). Gower distance measures the Manhattan distances across 
interval data in a data set, and computes a Dice Coefficient across nominal data by first converting nominal variables of k 
categories into binary columns. Leveraging Gower distance allows for cluster analysis based a composite 
participation/performance metric, as well as educational background. The existing MOOC and learning analytic literature have 
rarely leveraged Gower distance to compute mixed-variable distances based on demographic and performance data to inform 
cluster analysis (Meaney, 2021). 
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Assessing Cluster Tendency: Clustering algorithms will find clusters in data arbitrarily if programmed to do so 
(Kassambara, 2017). Therefore, it is important to determine whether data is clusterable. One of the first ways of doing so is to 
take guidance from the existing literature, in which discovering clusters of learners is prominent (Li & Baker, 2018; Ferguson 
et al., 2015; Kizilcec et al., 2013). Second, several analytical methods exist to measure the relative dissimilarity across a data 
set. One of the most prominent is the Visual Assessment of Clustering Tendency, or VAT, which produces an ordered 
dissimilarity matrix (Kassambara, 2017). Ordered dissimilarity matrices are evaluated for potential indication of clusterability. 
These visualizations give some idea of how clusterable the data is by counting the number of dark-squared blocks along the 
diagonal axis (Kassambara, 2017), indicating distinct clusters. VAT is utilized for both cluster analysis explorations. 

Determine Optimal Number of Clusters: Having determined that the data is clusterable, or potentially clusterable, it is 
important to then determine the number of clusters to explore. One common method is to evaluate the relative silhouette widths 
of various potential clusters to determine the best fit-value (Ferguson et al., 2015). Silhouette widths are an internal validation 
metric that measures how similar an observation is to its own cluster compared to its closest neighbouring cluster (Martin, 
2016). A silhouette width close to 1 indicates that the object is well clustered. A silhouette width close to -1 indicates that the 
object is poorly clustered (Kassambara, 2017). 

Another common method is the gap statistic method from Tibshirani et al. (2001). The gap statistic computes the total 
within intra-cluster variation for different numbers of clusters and compares this to the expected values of the total within intra-
cluster variation of a null reference distribution of the data. The ideal number of clusters is estimated to be the value that 
maximizes the gap statistic; that is, the point at which the clustered structure is the furthest away from the random uniform 
distribution of points (Tibshirani et al., 2001). 

Silhouette width analysis is utilized for both cluster analyses. The gap statistic method is not optimized for Gower distance, 
as it requires numeric variable inputs, and therefore is not utilized for the second set of analyses. 

Implementing Clustering Algorithms: Selection of a clustering algorithm takes place alongside these steps, informed by 
the kind of data available, the distance measure computed, and the type of analysis pursued. Two of the most common types 
of clustering algorithms are partitioning and hierarchical methods (Kaufman & Rousseeuw, 1990). Partitioning methods 
construct k clusters by classifying data into k groups, where k is given by the researcher and usually determined separately. 
The groups contain none of the same data points. Hierarchical clustering divides or agglomerates data into groups as small as 
one to as large as the entire data set (Kaufman & Rousseeuw, 1990). In the learning analytics literature, partitioning methods 
are dominant (Khalil & Ebner, 2017; Arora et al., 2017; Kovanović et al., 2016; Ferguson et al., 2015; Ferguson & Clow, 2015; 
Kizilcec et al., 2013), though hierarchical methods have been used (Chen et al., 2015), as well as other techniques that form 
clusters (Anderson et al., 2014; Ramesh et al., 2014). Our analysis explores the more common approach of partitioning 
methods. 

Within partitioning methods, two dominant approaches are k-means and k-medoids. Both methods work to minimize the 
within-cluster variation of objects, using two different approaches (Tibshirani, 2013). K-means is an algorithm that minimizes 
the sum of the squared error between data objects in a cluster and the centroid of that cluster. It begins by selecting random 
centre points of clusters and proceeds iteratively. K-medoids works in a similar fashion; however, instead of selecting an 
arbitrary centre point for the cluster, it selects an actual data point from the data set, and proceeds to minimize the sum of the 
dissimilarities between it and the observations assigned to its cluster. Each of these methods proceeds iteratively until the intra-
cluster variation is minimized (Kassambara, 2017). 

A k-medoids–based approach was selected for our cluster explorations for two reasons. First, we wanted to be consistent 
across both cluster explorations in terms of the methods used. K-means works well with Manhattan distances; however, it is 
not operable with the Gower distance. Second, it seemed sensible to base the clusters on central points representing actual 
observations in the data; in this case, an actual learner, as opposed to a mean point (Tibshirani, 2013). Therefore, algorithms 
based on partitioning around medoids were used, which can take either Manhattan distance or Gower distances. The primary 
k-medoids algorithm, PAM (Kaufman & Rousseeuw, 1990), is computationally expensive. Therefore, a more modern 
instantiation, CLARA, which leverages k-medoids–based clustering but does so on samples of the data set and is much faster, 
was used for the first cluster analysis with Manhattan distances. CLARA, however, is not optimized for Gower distance, so 
the traditional PAM algorithm was used for the second cluster analysis. 

Post-Cluster Analysis: Once cluster analysis is conducted, the clusters are described, explored, and visualized. Tables and 
visualizations help illustrate the demographic distribution of education level and SES within clusters. These visualizations are 
paired with a univariate, multinomial logistic regression. Multinomial logistic regression models the log odds of nominal 
outcome variables, like the clusters, in relationship to the explanatory variables (Torres-Reyna, 2012; Long, 1997). This is not 
an exercise in predictive modelling, however, and there is no claim to causality. Indeed, the models only include one 
explanatory variable, education level or SES, and the Akaike Information Criterion (AIC) is quite high in absolute terms, 
though there is no comparison model to assess it relatively speaking. Instead, multinomial logistic regression is exploratory, 
and is utilized to make sense of the relative distributions of education levels across clusters. A similar analysis is conducted 



 
 

ISSN 1929-7750 (online). The Journal of Learning Analytics works under a Creative Commons License, Attribution - NonCommercial-NoDerivs 3.0 Unported 
(CC BY-NC-ND 3.0) 

120 

with SES, on clusters formed from percent grade, the participation/performance metric, and education level. This will 
contribute to the literature’s present ambiguous answer regarding whether demographic background variables influence student 
engagement and outcomes in MOOCs (Joksimović et al., 2018; Gardner & Brooks, 2018). 

4. Analysis and Results 
4.1. Analysis and Results: Manhattan Distance, CLARA-Based Clusters 
In the first cluster analysis, learners are clustered based on Manhattan distances (Kravvaris et al., 2016; Loohach & Garg, 
2012) and the CLARA algorithm (Schubert & Rousseeuw, 2019). The features of interest utilized to produce the clusters were 
percent grade and a composite participation/performance metric. After clustering, the relative distributions of education level 
across clusters are considered, which is then evaluated using multinomial logistic regression. 

 
Figure 1: Silhouette plot of the CLARA clustering algorithm for k=2:10. 

After features are selected for evaluation and Manhattan distances between the observations across the features are 
computed, clustering tendency is assessed (Kassambara, 2017). In addition to taking indications from the literature (Li & 
Baker, 2018), a Visual Assessment of Clustering Tendency (VAT) was produced, which presents an ordered dissimilarity 
matrix (Kassambara, 2017). Assessment of the VAT was somewhat ambiguous: there was no firm indication of distinct 
clusters. The pattern, however, was clearly non-random. Based on the existing literature, as well as the VAT, we inferred some 
grouping structure to the data. This was further assessed when determining the appropriate number of clusters to explore 
(Kassambara, 2017). 

To determine the appropriate number of clusters to explore, average silhouette widths were computed. Similar to Ferguson 
and Clow (2015), silhouette width analysis was not particularly useful. Figure 1 shows the average silhouette widths observed 
when partitioning the data into a minimum of two groups and a maximum of ten. The silhouette width is greatest for two 
clusters, which may not be particularly meaningful, given that, typically, four subgroups of learners are often observed. A mild 
inflection point, which may indicate a salient number of clusters, can be seen at four clusters, and a sharper one at nine, though 
the silhouette width at nine clusters is below .5, indicating weak clustering. This is an ambiguous result. Therefore, another 
method for determining the best number of clusters was implemented: the gap statistic method (Tibshirani et al., 2001). 

Figure 2 shows the output of implementing the gap statistic method with 100 Monte Carlo Bootstrapped random samples 
as the null reference set against a CLARA implementation of 30 samples of 1,000 data points from the MOOC data. The ideal 
number of clusters is determined to be three, with another levelling off of the gap statistic occurring at five; levelling can serve 
as an informal heuristic for potential investigation (Stack Exchange, 2014). While a rigorous approach, the result of three 
clusters differed slightly from the four to five clusters commonly found in the literature (Li & Baker, 2018). 
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Figure 2: Estimates of the ideal number of CLARA-based clusters utilizing the gap statistic method. 

4.1.1. Cluster Analysis and Descriptions 
Given the ambiguity in the results, clusters three through five were explored. Four clusters yielded a result similar to clusters 
found in the literature of Disengagers, Auditors, Solvers, and All-rounders (Li & Baker, 2018). Five clusters broke the 
Disengagers into two groups with different engagement profiles. As a result, five clusters were selected for further analysis. 
Table 3 presents descriptive statistics of the five clusters. Leveraging common nomenclature from the literature (Li & Baker, 
2018), the clusters are divided into the following categories: All-rounders, Auditors, Disengagers, Samplers, and Solvers. 
Figure 3 provides a visualization of the clusters along the percent grade axis and the participation/performance metric axis. 

All-rounders accounted for 9.6% of the total sample. These learners achieved high marks in their courses, as reflected in 
their percent grade median of 89%, with an interquartile range of 81–94%. They actively engaged throughout the course, 
obtaining a participation/performance metric median score of 94%, with an interquartile range of 88–96%. They similarly had 
the highest median total event count of 4,586. The computed ratio of percent grade to participation/performance metric — 
called relative grade to engagement ratio — was .96, indicating consistent engagement. This is further contextualized below 
when compared to the Solver. 

Auditors accounted for 7.1% of the total sample. These learners engaged with the course, obtaining a 
participation/performance median grade of 45%, with a median event count of 2,940. They scored less in their overall percent 
grade, with a median of 33%. This group did, however, have the largest range of interquartile median for both 
participation/performance and percent grade. 

Disengagers accounted for 61% of the total sample. The largest group, these learners demonstrated little engagement and 
performance in the course, with a median percent grade of 0, and a participation/performance metric median of 2%. 

Samplers accounted for 17% of the total sample. These learners dropped off early in the course, though they did register 
some engagement and achievement, with a median participation/performance grade of 16%, and a total percent grade of just 
5% at the median. The event count median was 1,087, considerably higher than the Disengagers, who dropped off with far 
fewer events and had considerably less engagement and less achievement. 

Solvers accounted for 4.9% of the total sample. These learners achieved high marks in their courses, though they did so 
while engaging considerably less. This is observed by their high percent grade median of 88%, and their relatively low 
participation/performance metric median of 46%. Their relative grade to engagement ratio was very high at 1.84, nearly double 
that of the All-rounders, meaning that these learners achieved roughly the same score while engaging with far fewer course 
sequentials, and likely in a more strategic, optimized way. They also had a lower event count median of 4,145. 
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Table 3: Descriptive Statistics for the Five Clusters of Learners: CLARA Algorithm 

	
Note: All-rounders (9.6%), Auditors (7.1%), Disengagers (61%), Samplers (17%), and Solvers (4.9%). N = 29,083. 

	
Figure 3: A representation of the five clusters determined by the CLARA algorithm. These include the commonly 

observed clusters in the literature: All-rounders, Auditors, Disengagers, Samplers, and Solvers. N = 29,083 

4.1.2. Educational Backgrounds of Learners Across Clusters 
When considering the educational backgrounds of the learners and how these subgroups dispersed across the clusters, more 
interesting insights emerged. Notably, College Plus learners are more likely to be Disengagers than No College learners, and 
No College learners are more likely to be Solvers than College Plus learners. At the same time, No College learners are more 
likely to be Samplers and Auditors than College Plus learners, which may have implications for learning design. This is 
considered further in the discussion. Table 4 presents the absolute and relative values of the different educational background 
levels distributed across the clusters. Figure 4 presents this visually. 
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Table 4: Distribution of Education Level Across the Five Clusters: CLARA Algorithm 

	
Note: N = 29,083. 
 
 

	
Figure 4: Distribution of educational background for students across  

five clusters determined by the CLARA algorithm. N = 29,083 

Table 5 presents the relative risk ratios, displayed as the exponentiated value of the logit coefficients from a multinomial 
logistic regression (Torres-Reyna, 2012), where educational level is the explanatory variable, and cluster the outcome variable. 
The reference category is College Plus learners in the Disengagers cluster. The coefficients described are statistically 
significant at the .01 level. No College learners are 2.263 times as likely to be solvers, and 1.129 times as likely to be All-
rounders, compared to the reference category. At the same time, they are 1.476 times as likely to be Auditors and 1.274 times 
as likely to be Samplers. 
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Table 5: Relative Risk Ratios: Education Level and Cluster 

	
Note: Relative risk ratios, displayed as the exponentiated value of the logit coefficients from 
the multinomial logistic regression, where educational level is the explanatory variable, and 
cluster the outcome variable. College Plus, Disengagers are the reference group. N = 29,083. 

4.2. Analysis and Results: Gower Distance, PAM-based Clusters 
In the second cluster analysis, learners are clustered by the PAM algorithm based on Gower distances. The purpose of this 
investigation is twofold. First, it seeks to determine whether utilizing a categorical variable like education level is useful in the 
process of clustering. Second, it provides the opportunity to consider SES across clusters already controlling for education 
level, percent grade, and participation/performance. Additionally, few learning analytics papers on MOOCs have leveraged 
Gower distance measures to combine demographic and performance data to inform clusters, so the opportunity to implement 
it and possibly contribute a simple but meaningful mixed-type clustering use-case to the literature, especially useful for 
questions of fairness and equity, drove us to include these results. 

Similar steps are followed as in the previous investigation. First, cluster tendency is evaluated, and then the ideal number 
of clusters is determined. Once the data is clustered, descriptive features of the clusters are presented. Then, SES is considered, 
for which only a small proportion of user data is available from the USA. SES is analyzed and presented in relation to the 
entire “committed learner” data set of 29,083 learners, despite only having SES data for 2,342 learners. When limiting the 
Gower distance–based cluster analysis to USA data only, six clusters are found, extremely similar to the six clusters found 
across the full sample of “committed learners”; thus, there was no need to differentiate the clustering results further. This is 
considered further in Appendix 1. 

 
Figure 5: Silhouette plot of the PAM clustering algorithm for k=2:10. At six clusters,  
the average silhouette width for the data objects is above 0.8, indicating sound clusters 
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The initial impetus of this investigation was informed by the literature; specifically, common clusters of students are 
regularly identified in MOOC data (Li & Baker, 2018). In addition to the literature, the VAT technique was utilized. Again, 
the assessment of the VAT was ambiguous but clearly non-random, and the analysis proceeded to determine the appropriate 
number of clusters. 

As opposed to the first cluster analysis in this paper, and in contrast to results in Ferguson and Clow (2015), silhouette 
analysis returned a highly interpretable and useful result. Figure 5 indicated a clear high point occurring at six clusters with an 
average silhouette width of above .8, indicating well-clustered observations. Based on this finding, the PAM clustering 
algorithm was implemented and specified to generate six clusters. 

4.2.1. Cluster Analysis and Descriptions 
Partitioning the data into six clusters yielded somewhat interesting yet not surprising results. Essentially, the algorithm splits 
the data into successful and unsuccessful students across educational backgrounds. This can, however, provide insight into 
how different educational groups are performing in comparison to each other, even when both are successful or not successful. 
Additionally, the common cluster types observed in the MOOC literature are not as evident in these clusters. While patterns 
similar to All-rounders and Disengagers are present across each education level, the Sampling, Auditing, and Solving cluster 
patterns are not observed. For these reasons, clusters are labelled in the following manner: College Plus, All-rounders; College 
Plus, Disengagers; No College, All-rounders; No College, Disengagers; and Unknown, All-rounders as well as Unknown, 
Disengagers. Table 6 presents descriptive statistics for the six clusters. 

Table 6: Descriptive Statistics of the Six Clusters: PAM Algorithm 

	
Note: College Plus All-rounders (8.3%), College Plus Disengagers (44%), No College All-rounders (5.9%), No College 
Disengagers (21%), Unknown All-rounders (3.2%), and Unknown Disengagers (18%). Total N = 29,083. 
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College Plus, All-rounders accounted for 8.3% of the total sample. This cluster is composed of students with a tertiary 
degree who successfully completed their courses with a high degree of participation across course sequentials. They had a 
median percent grade of 87%, and a median participation/performance metric of 87%. 

College Plus, Disengagers accounted for 44% of the total sample, the largest group among all the clusters. These learners 
had a median percent grade of zero, a median participation/performance metric of 4%, and average event counts of 381. This 
group appears very similar to the Disengagers from the first set of clusters. 

No College, All-rounders accounted for 5.9% of the sample. They behaved similarly to College Plus All-rounders, with 
a median percent grade of 84%, and a median participation/performance metric of 71%. While still successful in their courses, 
these learners had lower overall percent grades and participation/performance metrics than the College Plus All-rounders. At 
the same time, they had a greater median event count than the College Plus All-rounders. 

No College, Disengagers accounted for 21% of the total sample. Like the College Plus Disengagers, these learners obtained 
a median percent grade of zero and a median participation/performance metric of 4%. They averaged 451 events, and fit 
patterns similar to the Disengagers from the first cluster analysis. 

Unknown, All-rounders accounted for 3.2% of the sample. This group obtained a median percent grade of 84%, a median 
participation/performance metric of 78%, and a median event count of 4,444. These numbers place learners in this cluster in 
between the College Plus and No College All-rounders. At the median, these learners achieved and participated slightly less 
than the College Plus All-rounder cohort, and slightly more than the No College All-rounder cohort. 

Unknown, Disengagers accounted for 18% of the sample. With very similar patterns to the first two groups of Disengagers 
from this cluster analysis, and similar to the Disengagers from the first cluster analysis, these learners obtained a median 
percent grade of zero, a median participation/performance metric of 3%, and 366 events at the median. 

4.2.2. Socioeconomic Backgrounds of Learners across Clusters 
While data for only a small sample of survey completers was used to approximate SES status, enriching the clusters with this 
data provides deeper insight than just considering education level itself. It allows us to examine the SES distribution across 
the clusters, controlling for educational status, percent grade, and the participation/performance metric. Table 7 presents the 
distribution of SES status across the clusters, where that data is available. Similarly, Figure 6 provides a visualization of the 
distribution of SES across clusters. Parameter estimates for mid-high- and low-SES have considerably wide confidence 
intervals resultant from the relatively small sample size. As discussed in Appendix 1, limiting the initial Gower distance–based 
cluster analysis to USA-only data yielded extremely similar results to the Gower distance–based cluster analysis on the full 
data set; therefore, SES is presented in relation to the full data set. That such a limited amount of USA-only SES data is 
available is a limitation of the study and the findings are presented as exploratory. Nevertheless, we included this analysis 
because the learning analytics literature to date provides little insight into the relationship between SES and cluster sorting 
among MOOC users. Examining SES while controlling for behaviour type and educational background presents a novel 
research method to consider that may be relevant for researchers interested in expanding coverage in learning analytics of 
questions dealing with fairness and equity. 

Table 7: Distribution of SES Across the Six Clusters: PAM Algorithm 

	
Note: Total N = 29,083. 
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Figure 6: The distribution of known SES across clusters determined in part by educational level. Total N = 29,083 

Table 8 presents the relative risk ratios, shown as the exponentiated value of the logit coefficients from the multinomial 
logistic regression (Torres-Reyna, 2012), where SES is the explanatory variable, and cluster is the outcome variable. The 
reference category is College Plus All-rounders from mid-high-SES backgrounds. Low-SES learners appear to be just as likely 
as their mid-high-SES counterparts to be in any of the clusters, as none of the relative risk ratios registers statistical significance. 
This could be a sample size limitation. When looking at the coefficients, however, it appears at least possible that while a larger 
sample could validate low-SES learners as more likely to be in the No College or Unknown education level clusters, they 
appear to be more or less evenly distributed across both the successful All-rounder group and the unsuccessful Disengager 
groups. 

Table 8: Relative Risk Ratios: SES and Cluster 

	
Note: The relative risk ratios, shown as the exponentiated value of the logit coefficients from the multinomial logistic regression, 
where SES is the explanatory variable, and cluster is the outcome variable. College Plus All-rounders from mid-high-SES 
backgrounds are the reference group. N = 29083. 
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5. Discussion, Conclusions, and Limitations 
This paper aimed to explore how learners from traditionally underrepresented backgrounds among MOOC users — students 
without a college degree, and students from lower socioeconomic backgrounds — are utilizing MOOCs intentionally designed 
to be more inclusive by a research-intensive university in the USA. It does so by utilizing a common learning analytic 
technique, cluster analysis, and exploring how clusters are differentiated by demographic subgroups. Additionally, a novel 
computational technique, Gower distance, was used to explore mixed-variable clustering so that performance and demographic 
data could both be used to form clusters. 

Results indicated that learners in the entry-level MOOCs analyzed sorted into behaviour patterns prototypical in the MOOC 
literature: All-rounders, Auditors, Disengagers, Samplers, and Solvers. 

More interesting, however, was how users from different demographic backgrounds sorted into these clusters. The first 
cluster analysis indicated that, in these specific entry-level MOOCs, traditionally underrepresented learners on the dimension 
of education level are more likely to sort into the commonly observed successful subgroups of All-rounders and Solvers 
compared to their peers who were better educated Disengagers. At the same time, underrepresented learners on the dimension 
of education level are also more likely to sort into the Auditing and Sampling clusters, potentially indicating a need for timely, 
targeted support. Further analysis seeking to understand the motivations of all learners is needed to make better sense of these 
outcomes. Greater understanding of the top of the MOOC entry funnel is also needed. Even among the entry-level MOOCs 
analyzed in this paper, the top of the MOOC funnel was still disproportionately populated by already well-educated learners. 
Importantly, this pattern is not just an enrolment issue either since it persisted even in the subset of committed learners who 
submitted at least one assignment. 

The second cluster analysis pursued inquiries into whether demographic variables had a relationship to performance and 
achievement in the MOOCs by constructing clusters based on percent grade, computed participation/performance, and 
education level. These clusters were sorted into successful and unsuccessful learners across the education levels present — 
College Plus, No College, and Unknown — for a total of six clusters. When these clusters were enriched with approximated 
SES status data for a small subset of learners in the USA, multinomial logistic regression indicated that low-SES learners were 
just as likely as their mid-high-SES peers to sort into any of the other clusters. These insights are asserted with caution, as 
sample size issues limited the breadth and depth of analysis capable along the SES dimension. 

Furthermore, concerning our methods, results indicated that utilizing a categorical variable like education level as a feature 
to derive clusters and a distance measure like Gower (Ebbert & Dutke, 2020; Gower, 1971) may be a worthwhile approach to 
consider. Specifically, utilizing mixed-variable features to cluster data may reveal subgroups of underrepresented learners 
potentially more amenable to support and remediation interventions; for example, the group of No College Disengagers 
observed in the second cluster analysis presented. 

Regarding the existing literature, these results have several implications. First, while there is no consensus regarding the 
relationship between demographic variables like education level and MOOC engagement, some literature does indicate that 
traditionally underrepresented learners can be just as successful as their better-represented, higher-educated peers, especially 
in courses more intentionally designed for their demographic (Lambert, 2020; Wang et al., 2018; Goldberg et al., 2015). The 
results in this paper offer provisional support for these conclusions and offer some evidence that observed patterns of better-
educated learners performing better in MOOCs (Kizilcec & Halawa, 2015; Engle et al., 2015) do not have to be the case. 
Similarly, while the analysis of SES data was limited by sample size, the observed evidence of learners from high-SES 
backgrounds performing better in MOOCs (Ganelin & Chuang, 2019; Hansen & Reich, 2015) should not be assumed either. 
More research is needed to determine what specifically enabled these outcomes. Importantly, however, these outcomes suggest 
that the potential MOOC “pivot” to focus on providing continuing education to already well-educated professionals may be 
premature (Reich & Ruipérez-Valiente, 2019). Additionally, results in this paper suggest that taking a more explicit approach 
to investigating and analyzing MOOC data across demographic variables, utilizing a mixed-variable distance measure like 
Gower, would be a worthwhile and potentially promising way to move MOOCs back toward their original mission and to 
support learning analytics more generally to expand coverage on questions of fairness and equity. 

5.1. Limitations 
There are considerable limitations to this study worth noting that qualify the conclusions. First, using limited activity-based 
features constrained the analysis. Categorizing total event counts into further specified activities like video-watching or peer-
to-peer engagement could have made the clusters and the engagement descriptions richer. Second, the analysis could have 
been improved by considering whether the specific courses were associated with differential achievement and engagement, as 
indicated elsewhere in the literature (Ferguson & Clow, 2015). Third, limiting the cluster analyzed sample to committed 
learners further narrowed the scope of the results and the claims that can be made, a common issue in learning analytic research 
(Gardner & Brooks, 2018). Conducting multinomial logistic regression with only one explanatory variable significantly limits 
the scope of what the analysis can claim. The bias resultant from selection into completing both enrolment demographic 
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questionnaires and optional survey data represents another limitation to the analysis. Underrepresented populations, 
particularly along racial lines, have been found to be less likely to consent to engage in studies, as well as less likely to complete 
surveys, in web-based research. This means that the results could further reflect and embed those biases into the conclusions 
(Jang & Vorderstrasse, 2019). Furthermore, it is possible that more engaged learners were more likely to complete these 
questionnaires and surveys (Kizilcec & Schneider, 2015). Given that educational level was a variable used to cluster the data 
with the Gower distance metric, the inclusion of unknown education level data renders two of the six Gower distance–based 
clusters defined by the property of their educational level being unknown. More sophisticated imputation methods could have 
been pursued. That said, including the unknown education level data did not detract from analysis and led to a predictable 
outcome, discussed further in Appendix 1. 
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APPENDICES 

Appendix 1: Supplementary Analysis 
Of the 29,083 learners included in the cluster analyses presented in this paper, some 21% did not provide educational 
background data. The Gower distance–based cluster analyses utilize education background as a key variable in computing the 
distance between clusters. Initially, we did not consider imputing the data because we did not think that leaving the data as 
unknown detracted from the analysis. Clearly educational background levels did indeed impact the clustering, as represented 
by the other clusters. Determining whether this was the case was the primary objective of the analysis. 

The analysis most at risk of including the unknown variable level, the Gower distance–based clustering, is impacted in a 
predictable way. Namely, the dice coefficient component of Gower distance will separate clusters along binary dimensions of 
categorical variables. This is indicated when deriving the number of ideal clusters to utilize in the analysis via evaluating the 
silhouette widths. When unknown is excluded from the analysis, four clusters are derived, two for each education background 
level, College Plus and No College. This is represented in Figure A.1 and Table A.1, which confirm that the four clusters 
contain groups of higher achieving and lower-achieving College Plus learners, and groups of higher achieving and lower 
achieving No College learners. 

	
Figure A.1: Silhouette plot of the PAM clustering algorithm for k=2:8, excluding unknown 

education level data. At four clusters, the average silhouette width for the data objects is above  
0.8, indicating sound clusters. Total N = 23,305, excluding all unknown education level data 

Table A.1: Descriptive Statistics of the Four Clusters: PAM Algorithm 

	
Note: College plus all-rounders (10.4%), college plus disengagers (55%), no college all-rounders (7.4%), 
no college disengagers (27.1%). Total N = 23,305, excluding all unknown education level data. 
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When unknown is included, six clusters are derived, two for each education background level, College Plus, No College, 
and Unknown. These conclusions are represented in Figure 5 and Table 6 from the original analysis. 

 
Figure 5: Silhouette plot of the PAM clustering algorithm for k=2:10. At six clusters, the average silhouette width 
for the data objects is above 0.8, indicating sound clusters. N = 29,083, including all unknown education level data 

Table 6: Descriptive Statistics of the Six Clusters: PAM Algorithm  

	
Note: College plus all-rounders (8.3%), college plus disengagers (44%), no college all-rounders (5.9%), no 
college disengagers (21%), unknown all-rounders (3.2%), and unknown disengagers (18%). Total N = 29,083. 

 
The second important consideration stems from the inclusion of SES data. Specifically, only a small sample of SES data 

from the USA is available for analysis. This data is represented alongside the entire “committed learner” data set, including 
data from outside the USA. It could be potentially problematic to cluster on entire world data and then represent SES data from 
only the USA, especially if the clustering results would be different between entire world data and USA-only data. When 
limiting the Gower distance–based cluster analysis to USA data only, six clusters are found, extremely similar to the six clusters 
found across the full sample of “committed learners”; thus there was no need to differentiate the clustering results further. 
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Limiting the Gower distance–based cluster analysis data to USA data only, six clusters are found to be appropriate 
according to silhouette width analysis, represented in Figure A.2, yielding extremely similar clusters, represented in Table A.2. 

	
Figure A.2: Silhouette plot of the PAM clustering algorithm for k=2:10, USA-only data. At six clusters, the average 

silhouette width for the data objects is well above 0.7 indicating sound clusters. Total N = 9,708, including only USA data 

Table A.2: Descriptive Statistics of the Six Clusters: PAM Algorithm 

	
Note: College plus all-rounders (6.7%), college plus disengagers (28.4%), no college all-rounders (11.3%), no college 
disengagers (28%), unknown all-rounders (5.5%), and unknown disengagers (20.3%). Total N = 9,708, including only 
USA data. 
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When the entire data set is analyzed, six extremely similar clusters are derived, two for each education background level, 
College Plus, No College, and Unknown. These conclusions are represented in Figure 5 and Table 6 from the original analysis. 

 
Figure 5: Silhouette plot of the PAM clustering algorithm for k=2:10. At six clusters, the average silhouette width 
for the data objects is above 0.8, indicating sound clusters. N = 29,083, including all unknown education level data. 

Table 6: Descriptive Statistics of the Six Clusters: PAM Algorithm  

	
Note: College plus all-rounders (8.3%), college plus disengagers (44%), no college all-rounders (5.9%), no college disengagers 
(21%), unknown all-rounders (3.2%), and unknown disengagers (18%). Total N = 29,083. 

 
Finally, the distribution of learners with available SES background is similar across the USA-only clusters and the entire-

world clusters. Table A.3 represents the multinomial logistic regression output of USA-only data where SES is the explanatory 
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variable, and cluster is the outcome variable. Table 8 is from the original analysis, indicating similar results; notably, that 
users from lower SES backgrounds are just as likely to be in any of the clusters compared to their higher SES peers. 

Table A.3: Relative Risk Ratios: SES and Cluster 

	
Note: The relative risk ratios, shown as the exponentiated value of the logit coefficients from the multinomial logistic 
regression, where SES is the explanatory variable, and cluster is the outcome variable. College plus, all-rounders from mid-
high SES backgrounds are the reference group. Total N = 9,708, including only USA data. 

Table 8: Relative Risk Ratios: SES and Cluster  

	

Note: The relative risk ratios, shown as the exponentiated value of the logit coefficients from the multinomial logistic 
regression, where SES is the explanatory variable, and cluster is the outcome variable. College plus, all-rounders from mid-
high SES backgrounds are the reference group. N = 29083. 

 


