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Abstract

As schools move toward performance assessment, there is increasing discussion of using these

assessments for accountability purposes. When used for making decisions, performance

assessments must meet high standards of validity and reliability. One major source of unreliability

in performance assessments is inter-rater disagreement. In this paper we review the literature on

inter-rater reliability and provide a useful, understandable summary of methods for estimating inter-

rater reliability which can be used in performance assessments together with examples which

illustrate their use and issues related to their use.
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Clarifying the blurred image:

Estimating the inter-rater reliability of performance assessments

The past two decades have seen increased interest in the use of more authentic assessments

and particularly performance assessments in education. These assessments are seen to better

measure what we want students to know and be able to do than more traditional, often pencil-and-

paper multiple choice tests, with which they are most often contrasted. When used informally by

teachers to make instructional decisions, there is no more concern for the validity of these

assessments than there has been for assessments seen to be less performance-based in the past.

Certainly no teachers are encouraged to compute reliability coefficients for performance

assessments any more than they have been asked to do so for other forms of assessment. Classroom

assessments have never been held to high standards of reliability. But, when performance

assessments are used to make decisions about individual students, or about their teachers, or their

school, district or state, all assessments whether performance-based or not, must be held to a higher

standard of validity (Baker, 1992). The higher the stakes for assessments, the more rigorous must

be the evidence for the validity of the assessments.

Reliability of scores is a major necessary condition for the validity of inferences and

decisions based on performance assessments no less than for those based on assessments of other

kinds. Because performance assessments often have relatively few tasks, consist of complex tasks,

and employ more subjective judgments of raters, traditional approaches to estimation of reliability

fall short. Since performance assessments almost always use one or more raters to assign scores, or

categories to those being assessed, one major potential source of unreliability is inter-rater

disagreement. As Frick and Semmel (1978) pointed out, observer disagreement is important

because it limits the reliabilities of observational measures. To avoid this limitation, observers

should be trained, and criterion-related and intraobserver agreement measures should be used

both before and during a study. In these situations, where portfolios, performance, or student

4
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products are judged by individuals or groups of individuals, it is still important for the judgments to

be consistent.

The purpose of this paper is to review literature and history of the estimation of interrater

reliability and to provide a useful, understandable summary of methods for estimating interrater

reliability that can be used in performance assessments. We present a clear "user-friendly"

presentation of how to carry out the procedures, and examples which illustrate the various methods

and issues relating to the methods.

General history of estimation of interrater reliability

The oldest method of indexing the degree of interrater agreement was the use of bivariate

correlation coefficients. The use of the Pearson product-moment correlation coefficient was

widespread by the earliest 20th century following its introduction by Karl Pearson (1857-1936)

(Glass & Hopkins, 1984). When ratings could not be considered to be measured at an interval

level, rank correlation coefficient such as that attributed to Charles Spearman (1963-1945) have

been used. (See Spearman, 1904). Both these coefficients are used when only two raters are

being compared.

In response to the need for an overall measure of rater agreement when more than two

raters are used, various intraclass correlation coefficients were developed. The intraclass

correlation is the ratio of 'true' score variance to observed score variance. Cronbach and

colleagues (1963). According to Cronbach, Pearson originally developed the intraclass

correlation. (Cronbach, et al., 1972). The Kuder Richardson formulas, two of which, KR-20 and

KR-21 are well-known, for estimating internal consistency were derived by Kuder and

Richardson (1937). Later, Cronbach showed that these and other intraclass correlation

coefficients were subsumed in a single formula known as Cronbach's alpha. (Cronbach, 1951).

Another line of thought is based on the use of percentage agreement between raters. Here,

100% agreement would be taken to be a high rate of interrater agreement, and 0% would be seen as
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low. Frick & Semmel (1978) reviewed several of these. Cohen's kappa is often recommended to

aid in the interpretation of percentage agreement. But Crocker and Algina (1986) caution that

these indices based on percentage agreement are conceptually different from reliability estimates

and should not be substituted for reliability estimates.

The newest, most general method of estimating interrater reliability is in the application

of generalizability theory to ratings. The method was first described by Cronbach and colleagues

(1963). Complete discussions of the theory and examples of its application are in Cronbach, et

al., 1972, Brennan (1983), and Crocker and Algina (1986). This method is flexible enough to

handle any combination of sources of measurement error, including raters, tasks, occasions,

forms of assessment, for example. In this method, what we have referred to as interrater

reliability is called generalizability across raters. Raters may be considered one of several facets

in a Generalizability study (G-study) which is used to estimate variance components for each

source of measurement error. Once these estimates are made, they can be used to determine how

many raters, tasks, or occasions would be necessary to reach desired levels of score

generalizability using Decision studies (D-studies). Generalizability coefficients may be

calculated and interpreted in a manner similar to reliability coefficients.

Methods of Measuring Interrater Agreement

The methods of quantifying the degree of interrater agreement can be classified into three

categories. The oldest of these are methods based on bivariate correlation such as Pearson product-

moment correlations and Spearman's rank correlation coefficient. Second are methods based on

percentage of interrater agreement. These can be interpreted either by taking into account the

interrater agreement that would be expected due to chance or by interpreting some function of the

percentage agreement which does take into consideration the expected agreement due to chance

alone. Third, are the methods based on the intraclass correlation or by treating raters as a facet in a

generalizability study. The generalizability coefficient for this facet can be considered an index of
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interrater reliability.

To illustrate the use of the various methods of estimating interrater agreement, we have

selected a hypothetical data set from Crocker and Algina (1986). The original data set consists of

ratings of three raters on 10 individuals (Table 1). To illustrate how the different reliability statistics

change when fewer rating categories are employed, we have collapsed the original data into 4 rating

categories (Table lb) and 2 categories (Table lc) while maintaining the original rating distribution

shapes as much as possible. In addition, to illustrate the effects ofa large percentage of

classification in one category, we have dichotomized the ratings in Table ld using a cut-score

between 6 and 7.

Correlations

When independent raters are considered two at a time, and if the range of rating categories

possible is not too restricted, the Pearson product-moment and Spearman correlations are indices of

interrater agreement. But, when the number of rating categories is quite small, say, 2 to 5

categories, which is often the case in performance assessment, the use of correlation coefficients

becomes problematic. In performance assessment, it is quite common to ask raters to classify

performance responses into those that are on a 4 or 5-point scale. Restriction of the range of

variables (in this case the ratings for each rater) lowers the correlation between variables (Glass and

Hopkins, 1984) In our example (Table 2) this effect can be seen by comparing the correlations

between ratings as the number of rating categories is collapsed. The restriction of range, decreases

limits the size of the correlation coefficient in spite of the apparent increase in agreement among the

raters.

Another problem with the use of correlation to estimate interrater reliability is that this

estimate can be grossly exaggerated because the person by task interaction is included in the

numerator of the coefficient in cases where multiple tasks (i.e. performances) are rated by two or

more raters (Brennan & Johnson, 1995). It is particularly important to use the generalizability

7
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theoretic approach, discussed below, when measuring interrater agreement when more than one

task is being rated.

Percentage Agreement

A seemingly straightforward attempt to answer the question, "to what degree do the raters

agree," is to calculate the percentage of agreement between two raters. One simply calculates the

number of times a pair of judges agrees in their ratings compared to the total number of

performance rated. Here, 100% agreement would be taken to be a high rate of interrater agreement,

and 0% would be seen as low. However, as Koretz and others (1994) pointed out, " simple

agreement rates can be seriously misleading in the case of scales with only a few score points (p. 7).

As the number of rating categories decreases, the likelihood of raters agreeing by chance alone

increases and the percentage agreement is inflated accordingly. The problem becomes even more

severe the more the scoring distributions depart from a uniform distribution. In our example (Table

3) we see the effect of fewer rating categories on the percentage agreement. The effect of radical

departure from a fairly unifrom distribution is particularly apparent in the comparison of Tables 3c

and 3d.

In order to take into account agreement due to chance, Swaminathan, Hambleton, and

Algina (1974) suggested using Cohen's kappa. This index is considered to be a measure of

reliability of mastery classification by Crocker and Algina (1986).

Cohen's kappa is

kappa = (P Pc)/(1-Pc)

where P is the proportion of agreement for two raters and Pc is the chance probability of

agreement. Pc is calculated by summing the joint probabilities using each rater's scoring

probabilities as marginal probabilities.

For example, in Table 3c, raters 1 and 2 agreed on 9 out of 10 ratings, so P = 9/10 = .90.

Rater 1 assigned 6 ratings of 1 and 4 ratings of 2, therefore her marginal probabilities are .6 and .4,
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respectively. Rater 2 assigned 7 ratings of 1 and 3 ratings of 2. His marginal probabilities are .7 and

.3, respectively. The probability, Pc, of their ratings agreeing by chance is Pc = (.6 x ..7) + (.4 x ..3)

= .42 + .12 .54.

Cohen's kappa, for these two raters is kappa = (.90 - .54)/(1-.54) = .36/.46 = 0.78.

The proportion of agreement and chance probability of agreement for our example are

displayed in Table 3 together with for these ratings are displayed in Table 3. It is apparent from

these tables that kappa adjusts the proportion of agreement downwardly as the chance probability of

agreement approaches the actual proportion of agreement

Intraclass Correlation

As discussed above, the intraclass correlation has been used to estimate internal consistency

of multi-item tests. In the context of interrater reliability, raters take the place of items, so

Coefficient alpha can be interpreted as a measure of interrater reliability. Hoyt (1941) developed a

method based on analysis of variance for estimating this same intraclass correlation. For the 2-

factor, random effects analysis of variance, our ratings may be represented as a persons-by-raters

matrix. (Table 1 a). The Persons effect is one factor, and the Rater effect is the other. The analysis

of variance for our example is displayed in Table 5.. Hoyt's formula is

Alpha = (MSp MSr)/MSp

where MSp is the mean square for the person effect and MSr is the mean square residual.

For the original data of our example,

Alpha = (10.310 1.043)/10.310 = 0.90

Intraclass correlations are displayed in Table 5 for all the data sets in our example An

important characteristic of this statistic in the context of interrater reliability is that equal variances

and intercorrelations among the ratings are assumed (Cronbach, Gleser, and Rajaratnam, 1963).

The use of a generalizability theoretic approached, discussed next, avoids these assumptions.
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Generalizability Theory

Though a complete discussion of generalizability theory is beyond the scope of this paper,

its use will be illustrated for the estimation of interrater reliability for our example. In our persons-

by-raters matrix (Table 1 a), the row and column means for each person and rater, respectively are

included. An effect is the difference between the grand mean (here, 4.13) and a row or column

mean. We can model each rating as the sum of a person effect, a rater effect, and a residual. The

residual is simply the discrepancy of the actual rating from what would be expected based on the

two means. For example, the decomposition of the rating for Person 1 by Rater 1 is 2 = (4.13

2.33) + (4.13 4.80) + .87 = 1.80 + (-0.67) + .87. In our generalizability study, we estimate the

variance component for each effect, each interaction, and the residual. These variance components

are estimated using a random effects analysis of variance. In this simple design, a formula for the

generalizability coefficient for raters is

Rho-hat-squared = (MSp MSr)/ [MSp + (ni 1)MSr]

where MSp is the mean square for persons, MSr is the mean square residual, and ni is the number

of raters.

For our example,

Rho-hat-square = (10.310 1.043)/[10.31 + (3 1)1.043 = 0.75

This generalizability coefficient can be interpreted as an index of interrater agreement. With

similar raters, trained in the same way, rating under similar conditions, we could expect the

reliability of ratings averaged across the three raters to be. 0.75. Generalizability coefficients for

each of the four sets of ratings in our example are displayed in the second column of Table 5. It is

clear, by comparing of Cronbach's alpha in the first column with the generalizability coefficients,

these two statistics are not the same.

For the purposes of comparison, we have displayed the generalizability coefficients for a G-

study in which only Raters 1 and 2 were included. In Table 6 are displayed the correlation,

to
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percentage agreement, kappa, Cronbach's alpha, and generalizability coefficient for the ratings of

Raters 1 and 2.

The use of generalizability theory in performance assessment

There are many examples of the use of generalizability to estimate interrater reliability for

performance assessments. In one of the first uses of portfolios for a state -level assessment, the

evaluators of the Vermont Portfolio Assessment Program reported that there was overall

satisfaction with the portfolio assessment among teachers and principals. However, the authors

(Koretz, Stecher, Klein, and McCaffrey, 1994) continue, "[t]he positive news about the reported

effects of the assessment program contrasted sharply with the empirical findings about the

quality of the performance data it yielded. Rater reliability was very low in both subjects in the

first year of statewide implementation. It improved appreciably in 1993 in mathematics but not in

writing. The unreliability of scoring alone was sufficient to preclude most of the intended uses of

scores.

Not all performance assessments have been found to have low interrater reliability,

however. Linn and Burton (1994) reviewed several performance assessments which have

demonstrated high levels of generalizability across raters when well-defined scoring rubrics with

intensive training and ongoing monitoring during rating sessions is used. However across-task

generalizability is relatively limited

In a recent article, Brennan and Johnson (1995) demonstrated the use of generalizability to

assess the relative sizes of the many sources of errors in performance assessment. They used data

from a study of performance assessment used in math and science (Shavelson, Baxter, and Gao,

1993.

Summary and Conclusion

Interrater agreement is an important subject of study for performance assessment. As

Koretz, et al. (1994) points out, "[a]lthough rater reliability limits the value of the scores derived
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form an assessment, it is, of course, only one aspect of the broader question of consistency of scores

across theoretically comparable instances of measurement, or 'score reliability.' High rater

reliability need not imply that score reliability is satisfactory." (p. 7) So interrater reliability is a

necessary but not sufficient condition for score reliability in performance assessment. Though

correlational statistics, and statistics based on percentage agreement are easy to compute, theiruse

in performance assessment is fraught with problems. Even the intraclass correlation, in the form of

KR-20 or Cronbach's alpha is not ideal. Instead, interrater reliability should be studied using

generalizability theory. The machinery exists, and is well understood. The good news from the

measurement literature related to performance assessment is that high rater reliability is quite

possible and feasible with as few as two, and even one rater, if there are specific scoring guidelines

and sufficient training for the raters. The bad news is that rater reliability may be the least of our

worries. The biggest validity challenge faced by performance assessment is increasingly seen to be

score variability due to inadequate task sampling. (e.g. Mehrens, 1992; Shavelson, Baxter and

Gao,1993).

12
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Table 1. Ratings of 10 performances by 3 raters

a. Original Data - 8 categories b. Collapsing to 4 categories

Rater Rater
Person 1 2 3 Average Person 1 2 3 Average

1 2 3 2 2.33 1 1 1 1 1.00
2 8 5 7 6.67 2 4 3 3 3.33
3 4 2 2 2.67 3 2 1 1 1.33
4 4 3 6 4.33 4 2 1 3 2.00
5 8 5 5 6.00 5 4 3 3 3.33
6 8 5 7 6.67 6 4 2 3 3.00
7 6 4 5 5.00 7 3 2 3 2.67
8 4 3 3 3.33 8 2 2 1 1.67
9 3 2 2 2.33 9 1 1 1 1.00
10 1 2 3 2.00 10 1 1 2 1.33

Averag 4.80 3.40 4.20 4.13 Averag 2.40 1.70 2.10 2.07

c. Collapsing to 2 categories, cut d. Collapsing to 2 categories, cut
between 4 and 5 between,6 and 7

Rater Rater
Person 1 2 3 Average Person 1 2 3 Average

1 1 1 1 1.00 1 1 1 1 1.00
2 2 2 2 2.00 2 2 1 2 1.67
3 1 1 1 1.00 3 1 1 1 1.00
4 1 1 2 1.33 4 1 1 1 1.00
5 2 2 2 2.00 5 2 1 1 1.33
6 2 2 2 2.00 6 2 1 2 1.67
7 2 1 2 1.67 7 1 1 1 1.00
8 1 1 1 1.00 8 1 1 1 1.00
9 1 1 1 1.00 9 1 1 1 1.00

10 1 1 1 1.00 10 1 1 1 1.00
Averag 1.40 1.30 1.50 1.40 Averag 1.30 1.00 1.20 1.17



Table 2. Correlations among rating of 3 raters.

a. Original Data - 8 categories b. Collapsing to 4 categories

Rater 2
Rater 3

Rater 1 Rater 2
0.91
0.79 0.83

Rater 1 Rater 2
Rater 2 0.87
Rater3 0.76 0.58

c. Collapsing to 2 categories, cut d. Collapsing to 2 categories, cut
between 4 and 5 between 6 and 7

Rater 1 Rater 2 Rater 1 Rater 2
Rater 2 0.80 1.00 Rater 2 0.00 1.00
Rater 3 0.82 0.65 Rater3 0.76 0.00



Table 3. Percentage Agreement and Expected Percentage Agreement

a. Original Data - 8 categories

Percent Agreement Expected Percent Agreement
Rater 1 Rater 2 Rater 1 Rater 2

Rater 2 0 Rater 2 9
Rater 3 10 40 Rater 3 6 21

Rater 2
Rater 3

kappa
Rater 1 Rater 2
-0.10
0.04 0.24

b. Collapsing to 4 categories

Percent Agreement Expected Percent Agreement
Rater 1 Rater 2 Rater 1 Rater 2

Rater 2 40 Rater 2 26
Rater 3 30 50 Rater 3 20 33

Rater 2
Rater 3

kappa
Rater 1 Rater 2

0.19
0.12 0.25

c. Collapsing to 2 categories, cut between 4 and 5

Percent Agreement Expected Percent Agreement
Rater 1 Rater 2 Rater 1 Rater 2

Rater 2' 90 Rater 2 54
Rater 3 90 80 Rater 3 50' 50

Rater 2
Rater 3

kappa
Rater 1

0.78
0.80

Rater 2

0.60

d. Collapsing to 2 categories, cut between 6 and 7

Percent Agreement Expected Percent Agreement
Rater 1 Rater 2 Rater 1 Rater 2

Rater 2 70 Rater 2 70
Rater 3 90 80 Rater 3 62 80

Rater 2
Rater 3

kappa
Rater 1

0.00
0.74

Rater 2

0.00

17



Table 4. Intraclass correlations and generalizability coefficients

a. Original Data - 8 categories

b. Collapsing to 4 categories

c. Collapsing to 2 categories, cut between 4 and 5

d. Collapsing to 2 categories, cut between 6 and 7

ti

Intraclass Generalizability
correlation coefficient

0.90 0.75

0.88 0.72

0.90 0.76

0.65 0.38



Table 5. Correlations, percentage agreement, kappa, intraclass correlations and generalizability
coefficients

Correlation
Percentage Cohen's Intraclass Generalizability
Agreement kappa correlation coefficient

a. Original Data - 8 categories 0.91 0 -0.10 0.90 0.75

b. Collapsing to 4 categories 0.87 40 0.19 0.88 0.72

c. Collapsing to 2 categories, cut
between 4 and 5 0.80 90 0.78 0.90 0.76

d. Collapsing to 2 categories, cut
between 6 and 7 0.00 70 0.00 0.65 0.38
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